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Abstract

This paper provides an empirical assessment of the implementation of the new IRRBB and CSRBB regulatory framework
approximately one years after its introduction, based on evidence from an AIFIRM survey on 25 Italian banks. The analysis covers
three reporting dates (31 December 2023, 31 December 2024 and 30 September 2025) and suggests that the evidence is
consistent with a progressive adaptation of banks' IRRBB exposures following the introduction of the new regulatory framework.
Furthermore, across the three reporting dates, exposure levels differ across banks depending on their size and the measurement
approaches adopted. IRRBB governance practices appear to be progressively consolidating in some areas, including internal
capital calibration and the definition of RAF thresholds, while remaining heterogeneous in others, notably model risk assessment.
As regards CSRBB, the measurement perimeter in most cases includes HTC and HTCS portfolios and is accompanied by a
widespread use of sensitivity-based measures, as well as limited integration within RAF frameworks. The integration of CSRBB in
the risk management framework can be characterized as being at an intermediate stage, as further methodological
developments by banks are expected in the near term, also taking into account the recent clarifications provided by the EBA in
the IRRBB heatmap implementation published in January 2026.

Keywords: Interest rate risk in the banking book (IRRBB); Credit spread risk in the banking book (CSRBB); Behavioral modelling;
Model risk; Banking regulation.

JEL Codes: G21, G28, G32

1. Introduction

The complexity of the current regulatory framework concerning Interest Rate Risk in the Banking Book (IRRBB), developed
following the revision of standards promoted by the Basel Committee in 2016 and subsequently implemented in the European
Union through the EBA Guidelines of 20 October 2022 and Commission Delegated Regulations (EU) 2024/857 and 2024/856 of
1 December 2023, must be interpreted within a macro-financial context characterized by two rapid and opposing phases of
monetary policy?, as well as by the spillover effects associated with the 2023 crisis affecting several U.S. banks, most notably
Silicon Valley Bank. This environment has heightened supervisory attention, both in formal supervisory activities and in the
ongoing technical dialogue with banks, while at the same time reinforcing the need for robust IRRBB measurement and
management frameworks, consistent with the specific features of banks’ business models and adequate to address emerging
challenges.

The transposition of the EBA Guidelines EBA/GL/2022/14 into the Italian regulatory framework was carried out through the 44th
update of Bank of Italy Circular No. 285/2013, dated 20 December 2023. Subsequently, the 48th update of 20 June 2024 revised
the methodologies for measuring interest rate risk in the banking book set out in Technical Annexes C and C-bis, with a view to
aligning them with the measurement expectations defined at the European level. The Bank of Italy set June 2024 as the effective
date for the entry into force of the new provisions, with the exception of the Credit spread risk in the banking book (CSRBB)
framework, whose application was required from December 2023. In addition to the above-mentioned documents, Commission
Implementing Regulation (EU) 2024/855 of 15 March 2024 amended the implementing technical standards laid down in
Implementing Regulation (EU) 2021/451 with regard to supervisory reporting on interest rate risk in the banking book. This
regulation requires the completion of specific reporting templates for IRRBB, differentiated according to the size of the
institution (large institutions, other institutions, and small and non-complex institutions), starting from the reference date of 30
September 2024.

1 The authors would like to thank the members of the AIFIRM IRRBB Commission for their participation in the survey and for the insightful
discussions developed within the working groups. Special thanks are due to Corrado Meglio (Vice President, AIFIRM) for his constant attention
to IRRBB-related topics, which has enabled the establishment of the AIFIRM IRRBB Commission and fostered continuous dialogue among
academics and practitioners over the years. His dedication and vision have also played a key role in inspiring this work. The opinions expressed
are those of the authors and do not necessarily represent the views of AIFIRM or of the institutions with which they are affiliated.

2 In this respect, it is worth noting that the ECB deposit facility rate increased from -0.50% in July 2022 to 4.00% in September 2023, before
declining from 3.75% in June 2024 to 2.00% in June 2025.
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Following the entry into force of the new prudential regulatory framework, the European Banking Authority published, in January
2024, a heatmap identifying the main areas of supervisory scrutiny, together with the related actions and timelines. This was
followed by further publications in February 2025 and January 2026, outlining the progress in the implementation of these
priorities®. Among the key areas of focus, particular attention is given to the introduction of additional dimensions to the
Supervisory Outlier Test (SOT) based on the NIl metric, the assumptions underlying the modelling of non-maturity deposits
(NMDs), including the treatment of commercial margins within the NIl SOT and the monitoring of the five-year cap on weighted
average maturity, as well as the development of analytical tools to support supervisors in identifying and monitoring parameters
and risk factors in banks’ behavioral models. Further areas of analysis include the use of hedging strategies for IRRBB
management and the definition of the CSRBB perimeter.

Approximately two years after the entry into force of the new framework, several implementation challenges and open issues
remain, calling for further investigation from both methodological and procedural perspectives. Among these, particular
attention should be paid to the different assumptions underlying the two regulatory approaches, namely Economic Value of
Equity (EVE) and Net Interest Income (NIlI), as well as to the misalignment between regulatory requirements and established
market practices, and to the effective implementation within internal risk management systems of specific risk components
assessment, such as basis risk and credit spread risk in the banking book (CSRBB). In this context, the frequently observed inverse
relationship between the results obtained from the EVE and NIl approaches becomes particularly relevant, highlighting the need
for an integrated and comprehensive management of the overall risk profile. It is also worth noting the increasing adoption,
particularly among small and medium-sized banks, of internal models for IRRBB measurement, replacing the simplified
methodologies set out in Annexes C and C-bis. These models are often combined with behavioral approaches for the
representation of non-maturity deposits. However, their use requires the adoption of formal validation processes and a
dedicated assessment of model risk, in line with the EBA Guidelines (EBA/GL/2022/14). In this respect, the interaction between
model risk, stress testing and capital adequacy assessment becomes particularly relevant.

Over time, AIFIRM has devoted significant attention to interest rate risk in the banking book through the publication of several
Position Papers. The first Position Paper (No. 4 in the AIFIRM series) was published in 2015, following AIFIRM’s participation in
the Basel Committee consultation launched in June 2015 on the revision of the 2004 IRRBB principles. Subsequently, in
September 2019, the AIFIRM IRRBB Commission was established. Its work led to the publication, in February 2021, of the second
Position Paper (No. 25), which addressed the managerial implications of the evolving regulatory environment following the Basel
Committee’s 2016 standards and the 2018 update of the EBA Guidelines. The third Position Paper (No. 34) was published in April
2022, again following AIFIRM’s participation in the EBA consultation launched in December 2021, concerning the two new RTS
on supervisory outlier tests (SOTs) and on the standardized and simplified standardized approaches, as well as the further update
of the EBA Guidelines. Finally, the fourth Position Paper (No. 44) was published shortly after the definition of the new regulatory
framework, in close proximity to its entry into force.

Building on the activities carried out within the latest AIFIRM IRRBB Commission, this paper originates from a structured survey
administered to the participating Italian banks with the objective of assessing the state of implementation of the new IRRBB and
CSRBB regulatory framework during its first two years of application. The survey, whose design and sample characteristics are
presented in Section 3, provides a unigue overview of current industry practices and implementation challenges across both
Significant Institutions (Sls) and Less Significant Institutions (LSls). The evidence collected is analysed in the subsequent sections
along three main dimensions: (i) IRRBB exposure under the supervisory outlier test framework, (ii) IRRBB governance, including
behavioral models, model validation, model risk, internal capital assessment and RAF integration, and (iii) CSRBB implementation
within banks' risk management frameworks.

Against this evolving regulatory and supervisory landscape, as outlined above, the evidence provided by the AIFIRM survey
contributes to a better understanding of how banks are adapting to the new IRRBB framework, highlighting both the main
sources of heterogeneity and the key challenges for effective and forward-looking risk management.

The purpose of this study is primarily exploratory and descriptive rather than explanatory. The objective is not to estimate causal
relationships between banks' characteristics and the implementation of the new regulatory framework, but rather to provide a
comprehensive overview of the current state of implementation of the IRRBB/CSRBB framework among Italian banks and to
identify the main supervisory and managerial practices that have emerged during its first two years of application. Accordingly,
the empirical analysis mainly relies on descriptive statistics and qualitative comparisons across institutions. Given the relatively
limited sample size and the heterogeneous nature of the information collected, the paper does not pursue econometric
modelling or formal statistical inference. This methodological choice is consistent with the exploratory purpose of the study and
with the characteristics of the survey. Future research may build on the present evidence by considering larger samples, cross-
country comparisons and subsequent survey waves, thereby enabling more formal statistical analyses.

2. Literature review and research hypotheses

The literature on interest rate risk originates from the pioneering work of Macaulay (1938), who introduced the concept of
duration, and Samuelson (1945), who analyzed the effects of rising interest rates on the banking system. These contributions

3 For further details se EBA (2024, 2005 and 2026).
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laid the foundations for a vast body of research examining the interaction between banks and interest rates, which can be
broadly categorized into several strands. Despite its breadth, most of this literature abstracts from supervisory metrics and
regulatory frameworks, such as those established by the Basel Committee on Banking Supervision (2004 and 2016). The relatively
limited subset of studies that explicitly address interest rate risk from a regulatory perspective can be broadly divided into two
main strands.

The first focuses on the soundness and effectiveness of the prudential supervisory framework (Fiori and lannotti, 2007; Entrop
et al., 2008, 2009; Abdymomunov and Gerlach, 2014; Cocozza et al., 2015; Cerrone et al., 2017; ClauRen and Platte, 2023).
Generally, these studies assess whether standardized regulatory assumptions produce risk measures consistent with banks’
actual exposures, and how results change when such assumptions are relaxed or replaced with more sophisticated modelling
approaches. The second explores the application of regulatory methodologies within econometric frameworks to analyze the
relationship between interest rate risk and various aspects of financial intermediation. This includes studies addressing the
determinants of IRRBB exposure from different perspectives (Esposito et al., 2015; Chaudron, 2018; Hoffmann et al., 2019;
Abdymomunov et al., 2023), as well as the extent to which monetary policy transmission depends on the heterogeneity of banks’
exposure to interest rate risk (Beutler et al., 2020; Coulier et al., 2024). Generally, these studies rely on accounting-based
measures that proxy banks' regulatory IRRBB exposure, using such measures to investigate lending behaviour, asset—liability
management and the transmission of interest rate risk to banks' business models.

In addition, AIFIRM has contributed extensively to the debate on IRRBB through a series of papers published over the years in
its journal (initially the AIFIRM Newsletter and subsequently Risk Management Magazine). Consistent with the above
classification, most of these contributions belong to the first research stream and focus on the prudential supervisory framework
(Curcio and Gianfrancesco, 2011; Gianfrancesco and Gilberto, 2014; Partesotti and Preger, 2015; Gianfrancesco, 2016, 2017,
2018; Mazzeo et al., 2020; Michoulas and Akkizidis, 2023). By contrast, Curcio et al. (2022) is more closely related to the second
research stream, as it applies the regulatory IRRBB methodology within an econometric framework.Building on the above
research streams, this paper aims to provide an updated assessment of the implementation of the new IRRBB and CSRBB
regulatory framework in the Italian banking system approximately two years after its entry into force, by presenting evidence
from a survey of 25 Italian banks. Unlike previous contributions, which have either focused on the soundness of the prudential
framework or employed regulatory measures within econometric analyses, this study provides a comprehensive assessment of
how the new framework has been effectively implemented in banks' risk management processes.

The analysis is structured around three main areas of investigation:

i) an analysis of Italian banks’ exposure to interest rate risk under the supervisory outlier test (SOT) framework (EVE and Nll),
including a critical evaluation of the underlying methodological assumptions;

ii) IRRBB governance aspects, including the validation of behavioral models, the measurement of model risk, the criteria for
estimating internal capital under both normal and stress conditions, and the integration of IRRBB within the Risk Appetite
Framework (RAF);

i) the inclusion of CSRBB within internal risk management framework.

To the best of our knowledge, this is the first study to provide a comprehensive assessment of the implementation of the new
IRRBB/CSRBB regulatory framework in the Italian banking system by combining evidence on banks' risk exposure with
information on governance arrangements, modelling practices and implementation choices collected through a dedicated
industry survey. By bridging the gap between the regulatory literature and banks' actual implementation practices, the paper
contributes to a better understanding of the challenges arising from the transition to the new supervisory framework.
Furthermore, the findings provide useful policy implications for academics, supervisors and practitioners by identifying emerging
implementation issues, highlighting areas that may deserve further supervisory attention and supporting the alignment of banks'
risk management practices with the evolving regulatory environment.

3. Survey Design and Sample Description

The empirical analysis is based on a structured survey designed by the AIFIRM IRRBB Working Group and administered to Italian
banks during the last quarter of 2025. The questionnaire was addressed to the risk management functions.

The survey was organised into five sections covering: (i) supervisory outlier test (SOT) indicators, (ii) IRRBB measurement models,
(iii) CSRBB implementation, (iv) behavioral models, model validation and model risk, and (v) risk appetite framework (RAF) and
internal capital assessment. The structure and content of the questionnaire were defined by the coordinators of the AIFIRM
IRRBB Working Group on the basis of the main implementation issues and practical challenges that had emerged during the
plenary meetings of the Commission. A preliminary version of the questionnaire was subsequently shared with the participating
institutions in order to verify its completeness, ensure that all relevant regulatory and operational issues had been adequately
captured, and collect final comments before its formal administration. This iterative process contributed to improving the clarity,
completeness and practical relevance of the survey instrument, ensuring its consistency with the main implementation
challenges faced by Italian banks.
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The questionnaire combined closed-ended questions with predefined response options and open-ended questions requiring
guantitative information and methodological descriptions. In particular, respondents were requested to report both supervisory
indicators and information on internal modelling approaches, governance arrangements and validation practices. The survey
collected both qualitative and quantitative information, combining factual questions on regulatory implementation with
numerical information on supervisory metrics, internal models and governance arrangements.

To enhance the consistency of responses, the questionnaire provided detailed compilation instructions and requested that
quantitative information be referred to the relevant reporting dates. Responses were reviewed for completeness and internal
consistency and, where necessary, follow-up interactions with respondents were carried out to clarify ambiguous or incomplete
answers before the database was finalized.

The final sample consists of 25 Italian banks, including 18 Less Significant Institutions (LSIs) supervised by the Bank of Italy and 7
Significant Institutions (Sls) directly supervised by the European Central Bank (ECB) within the Single Supervisory Mechanism
(SSM). The survey collected information referring to three reporting dates (31 December 2023, 31 December 2024 and 30
September 2025), allowing the analysis to capture the evolution of banks' implementation of the new IRRBB/CSRBB regulatory
framework over time. Participation in the survey was voluntary. The final sample includes all institutions that completed the
questionnaire and provided sufficiently comprehensive and internally consistent information for the purposes of the analysis.

The composition of the sample includes both significant and less significant institutions, thereby providing evidence on the
implementation challenges and supervisory practices across the main categories of Italian banks.

For the sake of clarity, Table 1 provides an overview of the survey methodology, including the period of administration, the
questionnaire structure, the reference reporting dates, the quality assurance process and the composition of the sample.

Item Description

Survey organiser AIFIRM IRRBB Working Group

Target respondents Risk Management functions

Period of administration Fourth quarter of 2025

Reference reporting dates 31 Dec 2023; 31 Dec 2024; 30 Sep 2025

Questionnaire structure Five thematic sections

Question format Closed-ended and open-ended questions; quantitative and qualitative information
Sample size 25 Italian banks

Composition 7 Significant Institutions (Sls); 18 Less Significant Institutions (LSIs)

Completeness and internal consistency checks; follow-up clarifications where
necessary

Data validation

Partecipation Voluntary

Table 1. Survey design and sample characteristics

4. IRRBB Exposure of Italian Banks
4.1 Exposure by size and models

The sample used in the analysis consists of 25 banks, of which 18 are classified as less significant institutions (LSIs) supervised by
the Bank of Italy and 7 as significant institutions (Sls) directly supervised by the European Central Bank (ECB) within the Single
Supervisory Mechanism (SSM). The data have been collected at three reference dates: 31 December 2023, 31 December 2024
and 30 September 2025. Table 2 provides a summary of IRRBB exposures across the sample of Italian banks, distinguishing
between the EVE and NIl perspectives. The table is structured along three main dimensions: (i) the size class of the institution,
(i) the measurement methodology adopted and (iii) the use of behavioral models for non-maturity deposits. For each category,
the table reports both the number of banks (N) and the average level of exposure (Exp). Exposure measures are based on the
most penalizing scenario, defined as the worst outcome among the six regulatory scenarios for the EVE approach and the most
adverse outcome between the +200 and -200 basis point shocks for the NIl approach. Risk exposure values, expressed as a
percentage of Tier 1 capital, are calculated as simple averages across the banks included in the analysis and within each identified
sub-sample.

The first dimension distinguishes between SIs and LSIs, thereby capturing potential differences in risk exposure related to size,
complexity and supervisory expectations. The second dimensions groups the banks according to the measurement methodology
adopted, distinguishing between internal models, standardized approaches, and simplified supervisory approaches (Annexes C
and C-bis). This classification allows for an assessment of the extent to which model sophistication is associated with different
risk profiles. Finally, the third dimension focuses on banks that adopt behavioral models for non-maturity deposits (NMDs),
further distinguishing between those that rely on internal estimates to model scenario dependency in the estimation of the core

RISK MANAGEMENT MAGAZINE — Volume 21, Issue 2 = 7 =



component and those that rely on regulatory parameters set out in paragraphs 4 and 5 of Article 8 of Regulation (EU) 2024/857.
It should be noted that, with reference to the last two dimensions, these comparisons are based on different sub-samples. As
such, the analysis does not assess the impact of switching from one methodology to another for the same banks, but rather
compares the average exposure of banks adopting each methodology.

EVE NIl
2023 2024 2025 2023 2024 2025
Full sample N 25 25 25 24 25 25
Exp -6.31% -10.33% -8.35% -2.96% -3.23% -3.38%
of which Outlier banks N 0 3 0 4 3 4
Bank type
S| banks N 7 7 7 6 7 7
Exp -3.41% -8.13% -7.80% -2.76% -2.56% -3.12%
LSI banks N 18 18 18 18 18 18
Exp -7.44% -11.19% -8.56% -3.03% -3.48% -4.11%
Methodology
N 11 13 15 10 12 14
Internal models
Exp -3.89% -8.60% -7.20% -3.14% -3.21% -4.09%
. N 3 6 3 3 6 3
Standardized Approach (SA)
Exp -6.91% -12.59% -9.86% -2.43% -3.48% -4.71%
_ N 10 5 6 10 6 7
All-C and C-bis approach
Exp -8.78% -12.89% -10.25% -2.93% -3.07% -3.07%
Behavioral modelling of NMDs
N 13 16 16 13 16 16
Behavioral models
Exp -5.02% -9.37% -7.45% -2.84% -2.72% -3.85%
With internal estimates of N 11 10 11 11 10 11
scenario dependency Exp -5.10% -8.43% -6.85% -2.98% -2.46% -3.28%

Notes:

o N denotes the number of banks included in each category.

o Exp denotes the average exposure to interest rate risk, expressed as a percentage of Tier 1 capital. Reductions in economic value and net interest income

are indicated by negative values.

Internal models refer to banks that adopt internally developed measurement frameworks generally based on full valuation approaches.

The standardized approach refers to the methodology defined under the regulatory framework, while the All-C (slotting) approach refers to simplified

supervisory methodologies based on the metrics set out in Annexes C and C-bis of Bank of Italy Circular No. 285/2013.

SSM banks are institutions directly supervised by the European Central Bank, while LSI banks are supervised by national competent authorities (in this case,

the Bank of Italy).

Behavioral models refer to banks that declare the use of behavioral models for estimating the repricing and maturity profiles of non-maturity deposits

(NMDs) and apply the scenario-dependent factors of 0.8 and 1.2 in accordance with paragraphs 4 and 5 of Article 8 of Commission Delegated Regulation

(EU) 2024/857.

o Models with internal estimates of scenario dependency refer to banks that, within their behavioral modelling framework, incorporate scenario dependency
through internally estimated parameters.

Risk exposure values, expressed as a percentage of Tier 1 capital, are calculated as simple averages across the banks included in the analysis and within each

identified sub-sample.

The bank participating in the survey that applies the simplified standardized methodology is not included in the table.

Authors’ elaborations based on the AIFIRM survey conducted on a sample of 25 Italian banks within the IRRBB Commission.

o O

o

[¢]

Table 2. IRRBB Exposure by Bank Type, Measurement Methodology and Use of Behavioral Model

From an aggregate perspective, IRRBB exposure across the whole sample shows a marked deterioration between 2023 and 2024
under the EVE metric, followed by a partial recovery in 2025. In particular, the average exposure, measured under the most
penalizing scenario, increases from -6.31% in 2023 to -10.33% in 2024, before improving to —-8.35% in 2025. In this respect, it
is worth noting that 3 banks qualify as outliers (i.e. exceeding the 15% threshold) between 2023 and 2024, while no outlier banks
are observed in 2025. By contrast, the NIl perspective exhibits a slight increase in risk exposure over the same period, with values
moving from -2.96% in 2023 to -3.23% in 2024 and further to -3.38% in 2025. The number of outlier banks (i.e. exceeding the
5% threshold) is equal to 4 in 2023, 3 in 2024 and 4 in 2025. When comparing significant institutions (Sls) and less significant
institutions (LSIs), the former consistently exhibit lower average exposure to interest rate risk under both the EVE and NIl
perspectives. The dynamics observed across bank types are broadly consistent with those identified at the aggregate level, with
EVE exposure increasing between 2023 and 2024 and subsequently declining in 2025, while NIl exposure shows a progressive
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upward trend over the entire period. It is also worth noting that the breakdown by measurement methodology highlights a
progressive increase in the use of internal models over time. In particular, the number of banks adopting internal models rises
from 11 in 2023 to 13 in 2024 and 15 in 2025 for the EVE approach, and from 10 to 12 and 14 for the NIl approach. This trend is
accompanied by a gradual reduction in the use of the Annex C / C-bis metrics. The standardized approach shows a temporary
increase from 3 banks in 2023 to 6 in 2024, before returning to 3 banks in 2025. This finding suggests that the implementation
of the new framework has accelerated the transition from simplified supervisory methodologies towards internally developed
models, particularly among banks seeking a closer alignment between regulatory metrics and internal risk management
practices. Overall, the dynamics observed for EVE, namely, an increase in risk exposure between 2023 and 2024 followed by a
reduction in 2025, and for NII, a progressive increase in exposure, are broadly consistent across the different methodologies.
The only exception concerns the Annex C/ C-bis metrics under the NIl metric, where exposure remains broadly stable between
2024 and 2025. Despite these common trends, banks adopting internal models display, on average, lower levels of exposure
under the EVE perspective across all reference years. With regard to the NIl perspective, banks using the standardized approach
show lower exposure in 2023, while the Annex C/ C-bis metrics are associated with lower exposure in 2024 and 2025.

Finally, shifting the focus to the adoption of behavioral models for non-maturity deposits, a moderate increase in their use can
be observed over the period, rising from 13 banks in 2023 to 16 in 2024 and remaining stable in 2025. On average, banks adopting
behavioral models exhibit lower exposure than the full sample under the EVE perspective across all three years, and under the
NIl perspective in 2023 and 2024. On average, banks adopting behavioral models show lower exposure than the full sample
under the EVE approach across all three years, and under the NIl approach in 2023 and 2024. It is also noteworthy that 11 banks
in 2023, 10 in 2024 and 11 in 2025 incorporate internally estimated scenario dependency within their models. These banks
exhibit lower exposure, under both the EVE and NIl approaches in 2024 and 2025, compared to the overall sample of banks
adopting behavioral models. In the absence of internal estimates, scenario dependency is typically captured through the
regulatory coefficients specified in paragraphs 4 and 5 of Article 8 of Commission Delegated Regulation (EU) 2024/857. In
particular, the regulation provides for the application of a coefficient equal to 0.8 to the core component in upward interest rate
scenarios and 1.2 in downward scenarios, with a corresponding decrease (increase) in the non-core component.

The evidence reported in Table 2 highlights differences across banks that reflect institution-specific characteristics and
methodological choices, including bank size, the measurement approaches adopted (i.e. internal models, standardized or
simplified supervisory methods), and the use of behavioural models for non-maturity deposits, including the treatment of
scenario dependency. These differences are also influenced by broader regulatory developments and by the asset and liability
management strategies pursued by banks during a period characterized by markedly different phases of monetary policy.
Overall, the evidence suggests that the implementation of the new regulatory framework has not led to a uniform convergence
in banks' risk profiles. Rather, institutions appear to have adapted through different combinations of modelling choices,
behavioral assumptions and balance sheet management strategies. From a supervisory perspective, these findings support the
need to complement standardized regulatory metrics with a more in-depth assessment of the methodological choices underlying
reported IRRBB exposures. At the same time, for banks they underline that the adoption of more sophisticated modelling
approaches should be accompanied by robust governance arrangements to ensure the consistency, comparability and reliability
of risk measurement over time.

4.2 Regulatory changes and methodological choices

The changes in IRRBB exposure observed as of 31 December 2024 coincide with the implementation of the new regulatory
framework introduced in mid-2024. While the survey does not allow causal inferences, the evidence appears consistent with a
progressive transition from simplified methodologies towards internal models, a broader adoption of behavioural models for
non-maturity deposits (NMDs), and a greater degree of methodological discretion exercised by banks within the same regulatory
framework. These include, for instance, the treatment of commercial margins in the EVE metric, the modelling of the non-stable
component in the NIl framework, as well as other regulatory-driven elements such as the incorporation of basis risk and the
treatment of embedded optionality. This is confirmed by the survey evidence, according to which several banks report
methodological adjustments across the reference periods, with a non-negligible impact on the reported metrics. The main
regulatory changes and methodological choices that may have contributed to the observed variations can be summarized as
follows:

(i) the inclusion (or exclusion) of commercial margins in the economic value analysis. When only the risk-free component of
interest cash flows is considered, excluding commercial margins, the size of the asset side cash flows is reduced, which may
benefit asset-sensitive banks exposed to upward movements in interest rates. The possibility of excluding commercial margins
is explicitly provided for under Article 3(5) of Commission Delegated Regulation (EU) 2024/856 of 1 December 2023. According
to the survey conducted as of 30 September 2025, 11 banks calculate the EVE metric including commercial margins, while 14
banks (of which 6 significant institutions) exclude them. 9 out of the 14 banks rely on internal transfer pricing for identification
of the commercial spread. It is also worth noting that 23 out of 25 banks use risk-free curves for discounting, in line with Article
3(9) of the same Regulation.

(ii) for banks using behavioral models, the treatment of the non-stable component of non-maturity deposits (NMDs) plays a key
role within the NIl framework. Two main approaches can be identified within established risk management practices across
banks. In the first case, the non-stable component is treated consistently with the EVE approach, implying a full and immediate
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repricing following interest rate shocks. In the second case, the non-stable component is repriced according to a delayed and
partial pass-through mechanism, typically modelled through an Error Correction Model (ECM), consistently with the modelling
applied to the stable component. According to the survey conducted as of 30 September 2025, 18 out of 25 banks apply the
same treatment to the non-stable component for both EVE and NIl purposes. It is worth noting that a full repricing of the non-
stable component leads to lower exposure compared to behavioral repricing in the case of banks exposed to declining interest
rate scenarios under the NIl perspective.

(iii) the inclusion of basis risk in the measurement of IRRBB exposure, particularly under the NIl approach. Within the
standardized framework, basis risk is captured through a specific add-on provided for under Article 23. According to the survey
conducted as of 30 September 2025, 20 out of 25 banks in the sample explicitly consider basis risk. However, the regulatory add-
on is applied by only 5 banks, while 12 banks adopt a multi-curve approach*, which represents the most widespread market
practice. The remaining 3 banks use alternative methodologies. Among the banks that assess basis risk, 11 include it only within
the NIl framework, while 9 incorporate it in both EVE and NII.

(iv) the introduction of modelling frameworks, in addition to non-maturity deposits, for other sources of behavioral optionality,
namely fixed-rate loans subject to prepayment, as set out in Article 9 of Regulation (EU) 2024/857, and fixed-rate deposits
subject to early redemption, as specified in Article 10 of the same Regulation. The application of prepayment models leads to a
reduction in the average duration of assets, with an intensity that varies depending on the direction of interest rate shocks, and
is typically more pronounced in declining rate scenarios. Conversely, early redemption affects the liability side by reducing the
average duration of fixed-rate deposits. Based on the survey evidence as of 30 September 2025, 9 out of 25 banks use internal
prepayment models, while 12 apply the simplified approaches set out in Annex C. With regard to early redemption, the majority
of the sample (18 out of 25 banks) does not adopt dedicated modelling approaches. Among the remaining institutions, 5 rely on
the simplified methodologies provided in Annexes C and C-bis, while 2 adopt internally developed models.

4.3 Most Penalizing Scenarios under the EVE and NIl Approaches

The following Table 3 reports, for each year and methodology, the number of banks for which a given scenario represents the
most penalizing one (i.e. the scenario generating the highest absolute impact on EVE and NII) within the Supervisory Outlier
Tests (SOTs).

2023 2024 2025

EVE Internal models  Others Internal models Others Internal models  Others
PSU 8 3 10 10 14 8
PSD 2 1 0 0 1
SRU 1 1 0 0 0 0
SRD 0 3 1 1 0 0
STEP 0 4 0 1 1 1
FLATT 0 0 1 0 0 0
Total 11 14 13 12 15 10
NII Internal models  Others Internal models Others Internal models  Others
PSU 1 2 1 2 0 3
PSD 9 12 12 10 14 8
Total 10 14 13 12 14 11

Note: PSU = Parallel Shock Up; PSD = Parallel Shock Down; SRU = Short Rates Shock Up Up; SRD = Short Rates Shock Down; STEP = Steepener Shock; FLATT =
Flattener Shock. The most penalizing scenario is defined as the scenario generating the highest absolute impact on EVE or NII. Internal models generally refer to
full valuation approaches, while the category “Others” includes the standardized approach (SA), the simplified standardized approach (SSA), and the
methodologies set out in Annexes C and C-bis.

Authors’ elaborations based on the AIFIRM survey conducted on a sample of 25 Italian banks within the IRRBB Commission.

Table 3. Distribution of the Most Penalizing IRRBB Scenarios (EVE and Nil) by Methodology

From the EVE perspective, the results show a clear predominance of the parallel upward shock (PSU) as the main driver of
exposure, particularly for banks using internal models. The number of banks for which PSU represents the most penalizing
scenario increases over time, from 8 out of 11 in 2023 to 10 out of 13 in 2024 and 14 out of 15 in 2025 among internal model
users. A similar pattern is observed for banks using other methodologies, particularly in 2024 (10 out of 12) and 2025 (8 out of
10). In 2023, by contrast, the evidence is more heterogeneous for banks adopting the standardized approach or Annex C / C-bis

* The multi-curve approach consists of modelling different reference yield curves for assets and liabilities in order to capture the imperfect
correlation between interest rates applied to different instruments or market segments, thereby providing a more realistic representation of
basis risk.
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methodologies, with a more diversified distribution across scenarios. With regard to the NIl metric, the downward parallel shock
(PSD) emerges as the dominant scenario across all years and methodologies. The number of banks for which PSD is the most
adverse scenario remains consistently high, particularly among those adopting internal models (from 9 out of 10 in 2023 to 12
out of 13 in 2024 and 14 out of 14 in 2025). A similar pattern is observed for banks using other methodologies, with 12 out of
14in 2023, 10 out of 12 in 2024 and 8 out of 11 in 2025. While slightly less pronounced for this group, the effect remains broadly
stable over time. Conversely, the PSU scenario plays a much more limited role for the NIl metric.

The evidence reported in Table 3 suggests that:

(i) the most penalizing scenario is not materially influenced by the measurement methodology adopted. In general, the choice
of methodology does not alter the underlying nature of banks’ exposure to interest rate risk—given that the sample is
predominantly asset-sensitive—but rather affects the magnitude of the exposure, as already highlighted in the previous
discussion.

(i) an inverse relationship can be observed between the EVE and NIl approaches. In general, banks tend to be exposed to an
upward shock of +200 basis points under the economic value perspective and to a downward shock of —200 basis points under
the earnings perspective.The pattern described under point (ii) is further illustrated by Figure 1, which comprises two panels
showing the positioning of banks in the sample by jointly considering the results in terms of EVE and NIl sensitivity under the
parallel upward shock (PSU) and the parallel downward shock (PSD), as of the reporting date of 30 September 2025. In particular,
the two panels plot banks’ exposure under the EVE approach on the horizontal axis and under the NIl approach on the vertical
axis, with reductions in economic value and net interest income indicated by negative values. In the left-hand panel, which
reports exposure under the PSU scenario, most banks are concentrated above the zero threshold for NIl and at negative EVE
values, with all 25 banks showing a decline in economic value under this scenario. Only five banks exhibit a simultaneous decline
in both economic value and net interest income. In the right-hand panel, representing risk exposure under the parallel downward
shock, the majority of banks show a reduction in NIl associated with positive EVE values. Only four banks display negative EVE
in this case, three of which also report negative NIl values.
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Note: Authors’ elaborations based on the AIFIRM survey conducted on a sample of 25 Italian banks within the IRRBB Commission.

Figure 1. Banks’ Positioning under Parallel Shock Up (EVE) and Parallel Shock Down (NIl) Scenarios

This asymmetry may introduce additional challenges for both asset and liability management (ALM) strategies and the design of
hedging policies. Actions that improve the risk profile under one perspective may simultaneously worsen it under the alternative
framework, a trade-off that becomes particularly binding for banks operating close to supervisory thresholds. In such cases,
efforts to reduce exposure along one dimension may lead to a deterioration in the other. The relevance of this trade-off has
been further amplified by recent regulatory developments, including the tightening of the EVE supervisory threshold from 20%
to 15% and the introduction of a new 5% threshold for NII. Against this backdrop, and in light of the inverse relationship between
EVE and NIl highlighted in the previous analysis, the need for a comprehensive and integrated assessment of interest rate risk
across both perspectives has become increasingly critical in the current regulatory environment.

These findings have important implications for both supervisors and practitioners. From a supervisory perspective, they reinforce
the importance of complementing standardized supervisory metrics with a qualitative assessment of banks' modelling
assumptions, behavioral models and ALM strategies, particularly where EVE and NIl provide conflicting signals. Such an
integrated assessment may help distinguish differences arising from banks' business models from those reflecting
methodological choices or risk management practices. From a managerial perspective, the opposite evidence of EVE and NIl
confirms that the two metrics capture different dimensions of interest rate risk and therefore should not be managed
independently. Banks should increasingly adopt integrated ALM frameworks capable of jointly assessing both measures when
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defining hedging strategies, capital allocation and risk appetite limits. These considerations could be further amplified by a
potential revision of the prudential shock scenarios to reflect the proposal published by the Basel Committee in 2024.

5. IRRBB governance

The evolution of the prudential regulatory framework has placed increasing emphasis on key governance aspects, including the
validation of behavioral models and the assessment of the related model risk, as set out in paragraphs 70 to 78 of the European
Banking Authority Guidelines (EBA/GL/2022/14). Additional focus is devoted to the selection of interest rate shock scenarios
under both normal and stressed conditions, as defined in subsections 4.3.3 and 4.3.4, as well as to the calibration of internal
capital, taking into account both EVE and NIl measurement approaches. In this context, IRRBB risk indicators are increasingly
being incorporated into banks’ Risk Appetite Frameworks (RAFs), with the aim of monitoring the evolution of risk exposure
alongside other risk categories and ensuring a forward-looking assessment of business resilience.

5.1 Validation of NMD and model risk

Within IRRBB risk management frameworks, both significant institutions (SIs) and less significant institutions (LSIs) make
extensive use of internal behavioral models, as also evidenced by the results reported in Table 1, for the representation of non-
maturity deposits (NMDs), with the aim of achieving a more realistic assessment of the risk profile compared to the simplified
methodologies set out in Annexes C and C-bis.

Regulation (EU) 2024/857, in particular Article 8, provides specific guidance on the treatment of NMDs within the standardized
framework, including criteria for the classification of deposits into stable and non-stable components, as well as, within the
stable portion, into core and non-core elements. Although primarily designed for the standardized approach, these provisions
also represent a useful reference for institutions adopting internal models, notwithstanding some differences arising from
market practices. Behavioral models allow institutions to capture three key phenomena: (i) the pass-through effect, which
reflects the adjustment of deposit rates to changes in market rates; (ii) the stability of outstanding balances and (iii) the scenario
dependency, which captures the asymmetric and non-linear response of depositors to interest rate changes in terms of
allocation decisions.

According to paragraph 71 of the same Guidelines, the validation framework should include the following five core elements: (a)
the evaluation of conceptual and methodological soundness, including development-related evidence; (b) ongoing model
monitoring, including process verification and benchmarking; (c) outcomes analysis, including back-testing of key internal
parameters (e.g. stability of deposits, loan prepayment rates, early redemption of deposits, and pricing of instruments); (d) a
thorough assessment of any expert judgement used in internal models; and (e) the validation of diversification assumptions.
These elements are essential to ensure the robustness and reliability of behavioral models used in IRRBB measurement.

Based on the AIFIRM survey as of 30 September 2025, reported in Table 4, 18 out of 25 participating banks use internal
behavioral models for non-maturity deposits. The survey highlights a widespread use of outsourcing in model development
among LSIs (10 out of 11), whereas SIs show a higher degree of internal structuring (with only 1 out of 7 relying on external
providers). Model validation activities are generally in place also among small and medium-sized institutions (10 out of 11),
although they are not always performed by a dedicated internal function (2 out of 10). In some cases, validation is carried out
by external consultants (3 out of 10), with the Risk Management function typically acting as the internal owner of the process.
In one case, Internal Audit is identified as the owner, while in all other cases this role is assigned to Risk Management. The most
common frequency for both the estimation of risk parameters and the execution of validation activities is annual. However, two
banks report that validation is not performed on a regular basis, but only in response to regulatory and/or methodological
changes.

Does the bank

L v e Who performs/will perform validation

(internal function / external validator)?

Who develops the models (internal
function vs external provider)?

validation?
Bank iTleEe Risk Ml External IS Risk ln’.cern.al External Internal
Type Management e Provider U ol Management pel Validator Audit
s Banks g Function planned g Function
Sl 7 5 1 1 7 0 0 0 7 0 0
LSI 11 1 0 10 7 4 3 4 2 3
Total 18 6 1 11 14 4 3 4 9 3 1

Note: Authors’ elaborations based on the AIFIRM survey conducted on a sample of 25 Italian banks within the IRRBB Commission.

Table 4. Validation of Behavioral Models

As shown in Table 5, among the 18 banks that use internal behavioral models for non-maturity deposits, 10 perform explicit
assessments of model risk. This practice is fully adopted among significant institutions (7 out of 7) but remains less widespread
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among LSIs and smaller non-complex institutions (3 out of 11). The allocation of internal capital to cover model risk is not a
common practice (4 out of 10), both under normal and stressed conditions, regardless of bank type. The approaches adopted
include both qualitative methods—such as self-assessment frameworks based on multi-level scoring scales—and quantitative
techniques, including the use of empirical distributions of estimation errors (e.g. percentiles) and stress testing of key model
parameters, such as beta coefficients.

Overall, the survey indicates that the adoption of behavioral models has become a well-established practice across Italian banks,
whereas the governance of model risk appears to be less mature. Although most institutions have introduced formal validation
processes, the approaches adopted to assess model risk and to incorporate it into internal capital assessment remain
heterogeneous, particularly among Less Significant Institutions (LSIs). These findings suggest that the development of behavioral
models has progressed more rapidly than the corresponding governance framework and that a uniform approach to model risk
management has not yet emerged across institutions. From a supervisory perspective, these findings might suggest that model
risk governance is likely to remain an area of increasing supervisory attention, particularly in light of the enhanced regulatory
expectations regarding model validation introduced by the new IRRBB framework. At the same time, for banks, the results
underline the importance of complementing methodological sophistication with robust governance arrangements capable of
integrating model risk more effectively into internal capital assessment and the broader risk management framework.

Does the
bank ) .
Does the bank allocate internal capital .
currently . Model risk assessment approach
for model risk?
assess model
risk?
In both in Asa Within the
Number baseline In stress baseline Within the S bank’s
of YES \[0] and scenarios . No IRRBB p. ' overall Other
scenarios dedicated )
Banks stress only framework model risk
. only component
scenarios framework
Sl 7 7 0 1 1 0 5 3 1 2 1
LSI 11 3 8 2 0 0 1 0 1 0 2
Total 18 10 8 3 1 0 6 3 2 2 3

Note: Authors’ elaborations based on the AIFIRM survey conducted on a sample of 25 Italian banks within the IRRBB Commission.

Table 5. Model Risk Assesment

5.2 Capital adequacy and RAF

The estimation of internal capital under both normal and stressed conditions—and in particular the selection of the relevant
scenarios—represents a key element in the assessment of risk exposure within the internal capital adequacy framework. The
European Banking Authority Guidelines (EBA/GL/2022/14) provide detailed guidance in this respect (paragraphs 22-31), to
which reference is made for a comprehensive discussion. Among these, paragraph 23 is particularly relevant, as it clarifies that
institutions are not expected to double-count internal capital for economic value and net interest income measures, including
market value changes. However, the internal capital allocation methodology should take into account both IRRBB risk measures
and explicitly assess their potential impact on internal capital. Further guidance is provided in paragraph 92 for normal conditions
and paragraph 99 for stressed conditions, where the EBA outlines the principles that banks should follow when selecting the
scenarios to be applied. The interpretation and practical application of these regulatory provisions have already been examined
in previous AIFIRM position papers on IRRBB, to which reference is made for further discussion®. The AIFIRM survey as of 30
September 2025 provides an updated view on these aspects, with the aim of identifying emerging market practices and any
areas of convergence across banks.

As reported in Table 6 the estimation of internal capital under normal conditions is carried out, for 15 out of 25 banks, by
combining the evidence from both EVE and NIl approaches. In the remaining 10 cases, internal capital is calculated exclusively
on the basis of the EVE approach. A more frequent joint use of both approaches is observed among LSIs (13 out of 18) compared
to significant institutions (Sls) (2 out of 7). Most banks rely on regulatory scenarios, with 14 out of 25 institutions using them
under the EVE approach and 10 out of 15 under the NIl approach. With specific reference to the EVE approach, some significant
institutions adopt methodologies based on Value-at-Risk (VaR) (2 out of 7), and in one case internally developed interest rate
scenarios are used. By contrast, LSIs show a more frequent reliance on specific scenarios within the regulatory set, with 4 out of
18 institutions using parallel shock scenarios.

> For further details, reference is made to Section 2.5 in AIFIRM (2022) and to Sections 1.2 and 1.3 in AIFIRM (2021).
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Overall, the evidence points to a heterogeneous set of methodological choices, characterized by a predominant use of regulatory
scenarios and only limited instances of advanced customization, mainly observed among significant institutions.

Internally
Bank Model Number EVE EVE Regulatgry N Defined RegulatF)w Inter.nally
_— tvoe  of Banks  Onl and Nl Scenarios Approaches Scenarios Scenarios Defined
v bl v (EVE) (EVE) (NII) Scenarios (NI1)
(EVE)
Sl Internal 7 5 2 4 2 1 1 1
LSI Internal 11 3 8 7 0 3 5 1
All C 6 2 4 2 0 3 3 1
SSA 0 1 1 0 0 1 0
Total 25 10 15 14 2 7 10 3

Note: Authors’ elaborations based on the AIFIRM survey conducted on a sample of 25 Italian banks within the IRRBB Commission.

Table 6. Internal Capital Estimation under IRRBB in Normal Conditions

The estimation of internal capital under stressed conditions—adopted by all banks in the sample—is carried out by 20 out of 25
institutions by jointly considering both EVE and NIl approaches, while only 5 rely exclusively on the EVE approach, as reported in
Table 7. This indicates a more widespread use of combined approaches under stress conditions compared to normal conditions.
A total of 14 out of 25 banks apply more severe interest rate shocks than those used under normal conditions.

By contrast, the adoption of more stringent integration criteria between EVE and NII, typically depending on the assumption of
offsetting effects between the two approaches, remains limited (3 out of 25).

This suggests that a fully integrated approach to internal capital estimation across EVE and Nl is not yet fully established. Adverse
changes in volumes of specific balance sheet items are considered by 8 banks, while 6 institutions report applying stress
assumptions to behavioral model parameters. The explicit inclusion of basis risk remains relatively limited (4 out of 25).

More severe More Adverse S|gn|f|car.1t
: : ' Stress changes in
interest rate stringent  changes in assumptionson  relationships
Model Number EVE EVE shocks than  criteria for volumes of P . P
) ) . e behavioral between
type ofBanks Only andNIl those applied integrating specific
model reference
under normal EVE and NII balance
" . parameters market rates
conditions results sheet items .
(basis risk)
Sl Internal 7 3 4 4 0 4 3 3
LSI internal 11 1 10 6 0 2 2
All C 6 1 5 3 3 2 1 1
SSA 0 1 0 0 0 0
Total 25 5 20 14 3 8 6 4

Note: Authors’ elaborations based on the AIFIRM survey conducted on a sample of 25 Italian banks within the IRRBB Commission.

Table 7. Internal Capital Estimation under IRRBB in Stressed Conditions

Finally, with reference to the integration of IRRBB risk indicators within the Risk Appetite Framework (RAF), as reported in Table
8, 18 out of 25 banks (including 3 significant institutions) provided information on this aspect, reporting the thresholds adopted.
Among these, 16 institutions consider the regulatory risk indicator based on the Supervisory Outlier Test (SOT), with reference
to both the EVE and NIl approaches, and define at least a Risk Capacity limit.

Most banks set Risk Capacity thresholds in line with the regulatory limits of 15% for EVE and 5% for NII, with average values of
14.83% and 4.95%, respectively. In addition, 14 out of 18 banks have also defined Risk Tolerance thresholds, with average levels
of 12.73% under the EVE approach and 4.50% under the NIl approach.

The use of Early Warning thresholds is less widespread, with average values of 10.38% for EVE and 3.85% for NII. This evidence
suggests that banks tend to align Risk Capacity thresholds with the regulatory limits under both the EVE and NIl approaches,
attesting to the central role of supervisory benchmarks in the calibration of RAF metrics.
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EVE approach

Early Warning Risk tolerance Risk Capacity
Number
Bank type Number of Number of Average Number of
of banks Average value Average value
banks banks value banks
Sl 3 1 9,00% 3 11,50% 3 14,83%
LSI 14 8 10,57% 12 13,16% 14 14,85%
Total 17 9 10,38% 15 12,90% 17 14,84%
NIl approach
Early Warning Risk tolerance Risk Capacity
Number
Bank type Number of Number of Average Number of
of banks Average value Average value
banks banks value CENY
Sl 3 1 4,00% 3 4,50% 3 4,92%
LSI 14 8 3,84% 12 4,55% 14 4,96%
Total 17 9 3,85% 15 4,54% 17 4,95%

Note: Authors’ elaborations based on the AIFIRM survey conducted on a sample of 25 Italian banks within the IRRBB Commission.
Table 8. IRRBB Risk Indicators and Thresholds within the Risk Appetite Framework (RAF)

Overall, the survey indicates a gradual convergence towards supervisory expectations in the calibration of internal capital and
Risk Appetite Framework (RAF) thresholds. Nevertheless, considerable diversity remains in the selection of stress scenarios and
in the integration of the Economic Value of Equity (EVE) and Net Interest Income (NII) metrics within internal capital assessment
frameworks.

This evidence suggests that, despite the existence of a common regulatory framework, banks still retain a significant degree of
methodological discretion in translating supervisory principles into their internal risk management practices. From a supervisory
perspective, these findings reinforce the importance of complementing quantitative regulatory indicators with a qualitative
assessment of the underlying methodological choices.

At the same time, for banks they highlight the need to ensure greater consistency between internal capital assessment, stress
testing and the overall risk appetite framework, so as to strengthen the integration of IRRBB within strategic decision-making
processes.

6 CSRBB: Measurement and Management Framework

The introduction of credit spread risk in the banking book (CSRBB) represents one of the most relevant innovations of the new
regulatory framework. CSRBB is defined as the risk arising from changes in market prices attributable to credit risk, liquidity
conditions and other characteristics of financial instruments sensitive to credit risk, which are not already captured within other
prudential frameworks, such as interest rate risk in the banking book (IRRBB) or credit risk (including expected default risk).
CSRBB specifically captures changes in market credit spreads while holding the credit quality of the counterparty constant, i.e.
by considering the evolution of spreads within the same rating class or level of probability of default.

CSRBB is specifically addressed in Sections 4.5 and 4.6 of the EBA Guidelines (EBA/GL/2022/14) and further clarified in the EBA
Heatmap 2026. The implementation of these provisions within banks’ risk management frameworks has brought to light several
key aspects of particular relevance.

These include: (i) the definition of the measurement perimeter; (ii) the measurement metrics adopted; (iii) the components
included in the measurement; and (iv) specific governance aspects, such as the inclusion of CSRBB within the risk map, the
allocation of internal capital, and the introduction of dedicated risk indicators within the Risk Appetite Framework (RAF). Overall,
the survey suggests that the implementation of the CSRBB framework is still evolving and has not yet reached the same level of
maturity observed for IRRBB. As discussed in Sections 6.1 to 6.4, although most institutions have already introduced
measurement methodologies and monitoring processes, considerable differences remain with respect to governance
arrangements, the perimeter of application, internal capital assessment and the integration of CSRBB within the Risk Appetite
Framework.

These findings suggest that CSRBB still leaves banks with considerable methodological discretion, resulting in heterogeneous
implementation choices. This evidence is consistent with the relatively recent introduction of the framework and indicates that
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CSRBB is likely to remain one of the main areas of supervisory attention in the coming years, while banks will be required to
further strengthen governance processes and progressively integrate this risk into their broader risk management architecture.

6.1 The definition of the measurement perimeter

With regard to the definition of the CSRBB measurement perimeter, paragraph 124 of the EBA Guidelines (EBA/GL/2022/14)
establishes that institutions should not exclude any banking book instruments ex ante, including assets, liabilities, derivatives
and off-balance-sheet items (such as loan commitments), irrespective of their accounting treatment.

Any exclusions from the perimeter are permitted only where the absence of sensitivity to credit spread risk can be demonstrated;
such exclusions must be adequately justified, documented and subject to internal control processes. In any case, assets
measured at fair value cannot be excluded. In addition, according to paragraph 122 of the Guidelines, non-performing exposures
are excluded from the CSRBB perimeter.

Further clarification has been provided in IRRBB heatmap implementation published by EBA (2026), which specifies that the
CSRBB scope should not be limited to IFRS 13 Level 1 and Level 2 instruments, but should also extend to Level 3. In particular,
institutions should consider not only instruments measured at fair value, but also those accounted for at amortized cost, where
they exhibit material sensitivity to credit spreads.

In other words, all assets and liabilities whose credit spread risk can be inferred from market prices—either directly or
indirectly—or estimated through models consistent with market evidence should be included in the CSRBB perimeter, regardless
of their accounting treatment.

The EBA has also clarified that management intent (e.g. hold-to-maturity or non-trading designation) does not constitute
sufficient justification for exclusion, as financial instruments may still be sensitive to changes in market credit spreads. In addition,
instruments subject to CVA or counterparty credit risk treatment should not be excluded solely on this basis, as the presence of
CVA-related risks does not preclude the relevance of CSRBB. Similarly, derivatives should only be excluded where they do not
exhibit material credit spread risk®.

Finally, own issuances—other than equity instruments—should be included in the CSRBB perimeter, in line with the principle of
linking CSRBB measurement to observable market conditions and market perceptions of credit risk, distinct from idiosyncratic
credit spread components.

The EBA Report (EBA/REP/2026/02) also highlights that it is generally preferable for institutions to adopt a common perimeter
of instruments under both the EVE and NIl perspectives, as this enhances consistency in risk measurement, reduces operational
complexity and facilitates internal and supervisory comparability.

As a consequence, the CSRBB measurement perimeter is defined ex ante in a broad manner and independently of accounting
classification, while any exclusion of specific items requires a case-by-case assessment of materiality, supported by appropriate
documentation and justification. In defining the operational perimeter, institutions have often referred to the guidance provided
by the European Banking Federation (EBF) in its July 2023 paper, which highlights that credit spread risk is typically relevant for
instruments that are directly or indirectly linked to observable market prices or benchmark yield curves.

The European Banking Federation (EBF) has also developed a decision tree, based on the principles set out in its position paper,
to support the inclusion or exclusion of instruments within the CSRBB perimeter. This framework identifies four main categories
of instruments to be included in the perimeter: (i) instruments for which a liquid market exists; (ii) instruments traded in less
liquid markets; (iii) instruments whose pricing is explicitly linked to quoted instruments; and (iv) instruments that are not traded
on markets but for which observable transactions are available. Conversely, instruments for which no identifiable price
component can be attributed to market credit spreads may be excluded from the CSRBB perimeter, subject to appropriate
analysis and documentation.

Based on the evidence from the AIFIRM survey as of 30 September 2025, reported in Figure 2, all banks in the sample measure
CSRBB for the HTCS securities portfolio’, which represents the minimum mandatory perimeter explicitly identified by the EBA
Guidelines. Almost all banks, with only one exception?, also include the HTC portfolio within the measurement perimeter; this
includes all significant institutions (Sls).

However, two institutions report that they do not set limits or allocate internal capital for the HTC portfolio. A total of 11 out of
25 banks include own issuances within the CSRBB perimeter. With reference to commercial banking activities, only four banks
measure CSRBB also for client-related operations (loans and deposits). Among these, two institutions report that such
measurement is performed for monitoring purposes only, without the definition of limits or internal capital allocation.

®The survey did not, however, investigate in detail the approaches adopted by banks with respect to this specific aspect, as it was not discussed
within the Commission's working group that defined the survey. These discussions took place before the publication of the IRRBB Heatmap
Implementation by the EBA (2026).

716 out of 16 banks, while 2 banks in the sample don’t have an HTCS portfolio as of the date of the survey.

8 17 out of 18 banks.
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Note: Authors’ elaborations based on the AIFIRM survey conducted on a sample of 25 Italian banks within the IRRBB Commission.

Figure 2. CSRBB Measurement Perimeter

6.2 Components of CSRBB

In accordance with paragraph 120 of the EBA Guidelines (EBA/GL/2022/14), CSRBB is determined by the combination of two
main components:

(a) changes in market credit spreads, or the market price of credit risk, representing the premium required by investors for
bearing credit risk at a given level of credit quality;

(b) changes in market liquidity spreads, representing the premium required by investors for holding less liquid instruments and
reflecting the availability of buyers and sellers in the market.

According to paragraph 121 of the same Guidelines, CSRBB is independent of changes in credit quality over the observation
period, such as rating upgrades or downgrades of a counterparty or instrument, which instead fall within the scope of migration
risk.

Therefore, any deterioration or improvement in credit quality should not be reflected in the measurement of CSRBB.
Furthermore, market credit spreads must be distinguished from idiosyncratic credit spreads, which reflect the specific risk of an
individual counterparty and incorporate factors such as sector, geographical area and instrument-specific characteristics (e.g.
bonds or derivatives).

In line with paragraph 156 of the EBA Guidelines (EBA/GL/2022/14), institutions may, under the principle of proportionality,
include idiosyncratic components in the measurement of CSRBB, provided that this leads to a more conservative assessment of
risk exposure.

The EBA Report (EBA/REP/2026/02) highlights that challenges remain in the treatment of idiosyncratic spread components, with
many institutions applying the exemption provided under paragraph 156 of the EBA Guidelines (EBA/GL/2022/14), citing
proportionality considerations, implementation constraints and concerns about potential double counting.

Based on the evidence from the AIFIRM survey as of 30 September 2025, all banks in the sample include the market credit spread
component in their CSRBB analysis. By contrast, 12 institutions also consider the market liquidity spread component?®, while 7

9 However, the information collected does not allow for a precise assessment of whether institutions reporting the inclusion of only the market
credit spread component explicitly exclude the market liquidity spread component, or whether the latter may be implicitly incorporated (e.g.
through the use of spread curves by rating class and macro-sector).
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banks report including idiosyncratic risk components in their analysis, which are instead excluded by the remaining 18 institutions
(Figure 3). No significant differences emerge across bank size categories (SlIs versus LSls).
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Note: Authors’ elaborations based on the AIFIRM survey conducted on a sample of 25 Italian banks within the IRRBB Commission.
Figure 3. CSRBB Components

6.3 CSRBB Measurement

The prudential regulatory framework does not provide detailed or standardized guidance on the measurement of credit spread
risk in the banking book (CSRBB) under either the EVE or the NIl perspective. In particular, Bank of Italy Circular No. 285/2013,
Part One, Title Ill, Chapter 1, requires institutions to assess their exposure to this risk with reference to banking book positions,
considering its impact under both the EVE and NIl perspectives, while referring to the EBA Guidelines (EBA/GL/2022/14) for
further details'®. However, the Guidelines largely rely on principles-based requirements, leaving institutions responsible for
developing methodologies and assumptions that are consistent with their business model and level of operational complexity**.
Recently, EBA (2026) highlights the existence of a wide range of practices in the measurement of CSRBB under both NIl and EVE
perspectives. Particularly, under the NIl approach, the constant balance sheet assumption is the most commonly adopted, often
combined with scenario-based analyses using parallel or calibrated spread shocks. More advanced institutions also employ
dynamic balance sheet models and market-based calibrations. Under the EVE perspective, the run-off balance sheet assumption
is generally applied, typically complemented by revaluation techniques based on discounted cash flow models and different
shock calibration approaches. Based on the evidence from the AIFIRM survey as of 30 September 2025 (see Figure 4), the large
majority of banks (17 out of 24) measure CSRBB with reference to both EVE and NIl metrics. Within the economic value
perspective, most institutions adopt spread sensitivity measures, while three banks use Value-at-Risk (VaR) metrics (in one case
complemented by a CS01 measure). With regard to NIl metrics, the most commonly adopted approach is also based on spread
sensitivity, with only one bank reporting the use of a VaR/Earnings-at-Risk (EaR) framework. The shocks applied in the analysis
are typically internally calibrated, often based on historical scenarios.

both EVE and NIl metrics || N RN 10

only NIl metric =~ 1
only EVE metric 6

mS| LSl 0 2 4 6 8 10 12 14 16 18

Note: Authors’ elaborations based on the AIFIRM survey conducted on a sample of 25 Italian banks within the IRRBB Commission.

Figure 4. CSRBB Measurement under the EVE and NIl Approaches.

10 See Sections 4.5 and 4.6 (paragraphs 120-161).

11 Among the various provisions set out in the guidelines, paragraph 152 requires institutions to adopt robust internal measurement systems
capable of capturing all relevant CSRBB components and sources in line with their business model; paragraph 153 states that institutions
should measure and monitor the overall impact of key modelling assumptions across different CSRBB metrics, making use of the
complementarity of alternative approaches to capture the risk profile over both short- and long-term horizons; paragraph 154 establishes that
institutions should develop their own methodologies and assumptions for CSRBB measurement, ensuring that the chosen approach is
consistent with their level of operational complexity.
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6.4 CSRBB governance

The integration of CSRBB into internal risk management processes has required institutions to assess the materiality of this risk
and, where deemed material, to include it within the risk map, as well as to perform a dedicated capital adequacy assessment
within the ICAAP framework, potentially leading to the allocation of internal capital. In addition, institutions are required to
evaluate the inclusion of CSRBB within the Risk Appetite Framework (RAF). The need to consider internal capital is explicitly
recalled in paragraph 12 of the EBA Guidelines (EBA/GL/2022/14), within the general provisions, according to which institutions
should assess and monitor CSRBB in an explicit and comprehensive manner within their risk management and internal capital
assessment processes. In this regard, the EBA Report (EBA/REP/2026/02) highlights that, where deemed material, the outcomes
of the CSRBB capital adequacy assessment should be reflected in institutions’” ICAAP and appropriately integrated into the overall
capital assessment process. Many institutions already treat CSRBB as a distinct risk class, in line with supervisory expectations.

Based on the AIFIRM survey as of 30 September 2025, 22 out of 25 participating banks have included CSRBB within their risk
map. With reference to the ICAAP 2025 process, the AIFIRM survey (see Figure 5) shows that 15 banks have allocated internal
capital to CSRBB. Among these, 10 institutions calculate capital requirements based on exposures measured on both HTCS and
HTC portfolios, 2 only on the HTCS portfolio, and 2 on an extended perimeter that also includes client-related activities.

vo  EEN 7

Yes, under going concern conditionsonly 1

Yes, under stressed conditions only 5

Yes, under both going concern and stressed n 5
conditions

mS| LS|

Note: Authors’ elaborations based on the AIFIRM survey conducted on a sample of 25 Italian banks within the IRRBB Commission.
Figure 5. Allocation of Internal Capital for CSRBB

The concept of risk appetite is explicitly addressed in Section 4.5 of the EBA Guidelines (EBA/GL/2022/14), and in particular in
paragraph 126, which states that institutions’ CSRBB strategy—including their CSRBB risk appetite—should be embedded within
the overall business strategy, and in particular within strategic and risk objectives, and must be approved by the management
body. Based on the evidence from the AIFIRM survey as of 30 September 2025 (see Figure 6), and consistently with the
measurement metrics adopted, only 8 banks include a dedicated CSRBB indicator within their Risk Appetite Framework (RAF),
equally split between significant institutions (Sls) and less significant institutions (LSls). The most frequently used indicator is the
sensitivity of economic value (EVE sensitivity), often complemented by an NIl sensitivity metric. Among the banks that have
introduced a CSRBB indicator in the RAF, half have currently defined only Early Warning thresholds, while the remaining
institutions have also defined risk tolerance thresholds or are still in the process of calibration.

mS| LSI
0

Note: Authors’ elaborations based on the AIFIRM survey conducted on a sample of 25 Italian banks within the IRRBB Commission.

Figure 6. CSRBB and Risk Appetite Framework (RAF)

RISK MANAGEMENT MAGAZINE — Volume 21, Issue 2 = 19 =



In addition, 3 banks report plans to introduce a CSRBB indicator within their RAF by 2026, as further illustrated in Figure 7,
summarizing banks’ expectations regarding the evolution of their methodological frameworks. With regard to this aspect, only
10 banks provided feedback. The area most affected by potential developments is the measurement perimeter, with 5
institutions reporting plans to extend it—either to the entire banking book or, at least, to include client-related activities. In
addition, 4 banks report planned methodological enhancements, while 1 institution indicates a comprehensive revision of its
overall framework.

overall review of the framework

introduction or review of KRI within RAF

review (extension) of the perimeter

metodological enhancement |

o
[
N
w
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Note: Authors’ elaborations based on the AIFIRM survey conducted on a sample of 25 Italian banks within the IRRBB Commission.

Figure 7. Planned Developments in CSRBB Frameworks

7. Conclusions and policy implications

The empirical evidence reported in the AIFIRM survey, based on a sample of 25 Italian banks observed at 31 December 2023, 31
December 2024 and 30 September 2025, provides an updated overview of the implementation of the new IRRBB and CSRBB
regulatory framework approximately one years after its introduction. Overall, the evidence is consistent with a progressive
adaptation of banks' risk management practices to the new supervisory framework, while at the same time highlighting the
persistence of important differences in modelling approaches, governance arrangements and implementation choices across
institutions.

With regard to IRRBB, the survey shows that the observed evolution in banks' exposure coincides with a gradual transition from
simplified supervisory methodologies towards internal models and a broader adoption of behavioral models for non-maturity
deposits, particularly among Less Significant Institutions (LSIs). At the same time, the evidence suggests that differences in IRRBB
exposure continue to reflect not only institution-specific characteristics and business models, but also the methodological
discretion left by the regulatory framework in areas such as the treatment of commercial margins, behavioral assumptions, basis
risk and embedded optionality. The subsequent reduction in reported exposures over the observation period appears consistent
with a progressive refinement of measurement methodologies and with the increasing role of asset and liability management
(ALM) strategies in managing interest rate risk during a period characterized by markedly different monetary policy conditions.

From a governance perspective, the survey indicates a gradual convergence towards supervisory expectations in areas such as
internal capital assessment, validation practices and the integration of IRRBB within the Risk Appetite Framework. Nevertheless,
considerable heterogeneity remains in the governance of behavioral models and model risk, particularly among LSls, suggesting
that the development of modelling techniques has progressed more rapidly than the corresponding governance framework. This
evidence highlights model risk governance as an area likely to remain under close supervisory scrutiny as expectations regarding
model validation continue to evolve.

A similar pattern emerges for CSRBB. Although most institutions have already introduced measurement methodologies and
monitoring processes, governance arrangements, internal capital assessment and RAF integration remain less developed than
for IRRBB and continue to display considerable heterogeneity. These findings suggest that, despite the existence of a common
regulatory framework, CSRBB implementation is still evolving and that further convergence of market practices is likely to occur
over the coming years.

Taken together, the findings suggest that the Italian banking system has made substantial progress in implementing the new
IRRBB and CSRBB framework. At the same time, the survey highlights that important differences persist in modelling practices,
governance arrangements and risk management approaches across institutions. These differences should not necessarily be
interpreted as weaknesses, but rather as evidence of a regulatory framework that still allows considerable methodological
discretion and whose practical implementation is continuing to evolve.

From a supervisory perspective, the findings reinforce the importance of complementing standardized regulatory metrics with
a qualitative assessment of banks' modelling assumptions, governance arrangements and risk management practices. For banks,
they underline the need to ensure that the increasing sophistication of measurement methodologies is accompanied by equally
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robust governance processes, effective model risk management and a stronger integration of IRRBB and CSRBB into strategic
decision-making, internal capital assessment and the Risk Appetite Framework.

Looking ahead, the recalibration of interest rate shock scenarios by the Basel Committee in 2024 may further affect banks’ risk
exposure!?. As noted in EBA/REP/2026/02, their impact will be assessed through quantitative impact studies (QIS) and ongoing
dialogue with competent authorities, with a view to evaluate the potential need for revisions to the existing regulatory technical
standards. Particular attention should also be paid to the IASB’s Risk Mitigation Accounting (RMA) project, which may influence
the interaction between accounting and prudential frameworks in the measurement of interest rate risk. Although the draft
framework has recently been finalized, its effective introduction and implementation remain subject to further developments
and discussions with the industry.

The findings also support the view that the recent regulatory evolution has already contributed—and is expected to further
contribute—to strengthening banks’ risk management practices, enhancing resilience and fostering a stronger and more
widespread risk culture with respect to IRRBB. This increased focus on interest rate risk reflects not only the recent regulatory
developments, but also the renewed attention following episodes of stress in the banking sector, including the US banking
turmoil. The current regulatory and market environment has also promoted more intensive interaction between banks and
supervisors, supporting a constructive dialogue aimed at improving the understanding and assessment of underlying risk drivers,
in line with the principles set out in the regulatory framework. At the same time, it has increased the attention of market
participants— including academia, consulting firms and industry associations —towards the identification of methodological and
process solutions aimed at supporting the ongoing strengthening of IRRBB risk management practices

12 The recalibrated interest rate shock scenarios are defined in BCBS (2024).
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Abstract

The objective of this paper is to demonstrate that traditional statistical problems in credit scoring can be solved efficiently by
implementing a quantum-enhanced version of the traditional Support Vector Machines algorithm. Three significant case
studies are presented, involving regression, dichotomous and multi-class classification problems in the field of credit risk
management. The analysis highlights the promise of the quantum kernel method as a competitive solution especially for
multiclass problems with strongly structured features. Quantum-enhanced models tend to outperform classical approaches
because they can capture more intricate non-linear relationships between variables, partly due to their ability to leverage
entanglement. This advantage is particularly evident in credit risk assessment, where it can improve the credit evaluation
process and help reduce credit losses for financial and insurance institutions.

Keywords: Quantum Computing, Credit Scoring, Quantum Support Vector Machines (QSVM), Support Vector Machines (SVM)
JEL Codes: C63, C53, C61, G32

1. Introduction

In many research and working fields, including the financial sector, one of the most critical issues concerns the right
classification of data, whatever they can be. Thus, having the right tools to discriminate classes based on a set of distinguishing
features is fundamental. Under this perspective, the development of Machine Learning techniques to solve sets of problems
connected with classification has been quite relevant in recent decades.

Among the large number of Machine Learning algorithms developed over the years for the solution to classification problems,
one of the most used is SVM (Support Vector Machines), part of supervised Machine Learning algorithms, widely
implemented in many contexts, from image and speech recognition to natural language processing. Its foundation dates back
to 1995, when Vladimir Vapnik and Corinna Cortes published the founding paper for SVMs Support-vector network (Cortes
and Vapnik, 1995), in which they introduced this Machine Learning algorithm specifically designed for binary classification
problems. In their paper, the main idea was that of non-linearly mapping the input vectors (containing values from
observation of different features) into a high dimensional space where it is possible to build a hyperplane of decision that
maximizes the margin (the distance) between the two main classes of data.

This paper was also important for another aspect, i.e., the noise management, since it supports slack variables to correctly
manage them, together with the ability to manage non-linearly separable data thanks to the concept of kernel functions
(Boser, Guyon, and Vapnik, 1992), that allow to map data on spaces with higher dimensionality to make their separation
easier.

Before the publication of the cited paper, Vapnik had already made an important contribution in the development of the
statistical learning theory, on which he published a few years later (Vapnik, 1998). In subsequent years SVMs established
themselves as a benchmark tool for classification, and their use was also extended to other types of problems (Schélkopf and
Smola, 2002). However, with the exponential growth of volumes of data and the increasing complexity of models to manage
them, new challenges have arisen both in terms of scalability and time complexity.

In particular, in the last decade, thanks to the recent developments in the quantum computing field, there has been a growing
interest in possible applications of quantum principles to SVM. In 2014, (Rebentrost, Mohseni, and Lloyd, 2014) proposed
the development of a quantum support vector machine capable of accelerating the time for the training process, highlighting
that the algorithm developed grows according to a logarithmic function with respect to the growth of n dimensions and m
training samples, showing a consistent exponential acceleration compared to polynomial computational time required in n -
m. This implies a great advantage in the solution of linear systems that stand at the core of SVM optimization.

In more recent years, in particular in 2019, further contributions in the quantum computing research field have focused on
the use of Hilbert spaces as feature space, highlighting that QSVM can exploit the quantum representation to better improve
the classification of complex data (Schuld and Killoran, 2019) and in the same year (Havlicek et al., 2019) have explained that

RISK MANAGEMENT MAGAZINE — Volume 21, Issue 2 = 23 =



it is possible to use parametrized quantum circuits for supervised classification. In the next section a theoretical introduction
to the concepts of classical Support Vector Machines, both under classification and regression problems, is provided, in order
to understand how they behave and are implemented.

The third part is dedicated to explaining that Quantum Computing can be used in order to extend the traditional Machine
Learning framework. The last section shows that this technology can be successfully implemented in credit scoring through
the solution of regression, binary and multi-classes classification problems.

Please note that this study is not intended to provide any general introduction to the basics of quantum computing, like the
fundamental mathematical background needed to understand and describe the theoretical concepts connected with this
field: qubits, their nature and properties, quantum gates and circuits and quantum mechanics effect on related machines.

Readers interested in studying these topics related to basic quantum physics can for example refer to the following texts:

- “Quantum Computing” by Kaiser and Granade (2021) is primarily aimed at people interested in quantum computing having
little or no experience with quantum mechanics, but with a background in programming.

- “Quantum Computing for the Quantum Curious” by Hughes, Isaacson, Perry, Sun and Turner (2021) is aimed at people who
have no experience in programming but already have a basic knowledge of modern physics like photoelectric effect,
wave/particle duality, etc.

- Technical documentation or tutorials of Microsoft Q# and IBM Qiskit on their respective official websites for the readers
who prefer a very pragmatic approach to quantum physics and quantum computing.

2. Theoretical setup of Support Vector Machines

The main theoretical foundation at the basis of SVM originates from a binary classification problem on a dataset of N
examples, which can be represented as a couple of points in a n-dimensional space: (x;, y;), wherei =1, ..., N.

x; € R™ is defined as the feature vector, which contains the values associated with each single j-th feature for the i-th
example, while y; € {—1,1} is its class label, indicating which of the two possible classes the data point belongs to.

, . . T .
Thus, the feature vector for the i-th example x; in a context of m features can be written as: (xll-,le-, ey Xjis ...,xmi) with
Jj=1,..,m; Vi=1,..,nwhere each x;; represents the value of the j-th feature for the i-th sample.

In this initial setup, the main goal of the SVM is to find the optimal hyperplane that best separates the two classes with the
largest possible margin, that is the minimal distance between the hyperplane itself and the closest data points from either
class.

With reference to R®, the generic equation of the hyperplane is: wix + b = 0, where: w € R" is the weight vector,
orthogonal to the hyperplane, whose components w; express the importance of each feature in the classification task.

b € R defines the bias or intercept, a scalar that allows the hyperplane to be shifted away from the origin in the feature
space, ensuring flexibility to the model in classifying data and that it does not pass across the origin, where all features are
zero vectors, a fact that could render the model meaningless.

These components form the decision function, that assigns a specific class to each new observation x and is defined by
f(x) = wlx + b and the predicted class is consequently defined by the sign of f(x):§ = sign(f(x)).

2.1. The optimization problem and the centrality of margin

Given these premises, the main SVM optimization problem is given by max"‘i—”s.t. y;(wTx; + b) > 1,Vi.

To better understand what this condition wants to express, an accurate analysis of its components is required.

Starting from the margin i’

hyperplanes, defined by w™x + b = 1and wix + b = —1.

2 corresponds to the distance between two parallel hyperplanes, called supporting

The numerator 2 can be understood considering that the distance between the two supporting hyperplanes is defined as
|(wTx+b)—(wTx_+b)| 2 . . .
il = Wi’ where the components x, and x_ represent each of the points lying on the supporting

hyperplanes of belonging.

The numerator comes out from the difference of the righthand sides (1 - (-1)). On the other hand, ||w|| is the Euclidean
norm of the weights vector, representing the length of the weights vector, that is the hyperplane complexity. Its role is strictly
fundamental for the solution of the optimization problem: as ||w|| decreases, the margin increases, and the contrary holds.

This has an important consequence on the way in which the problem can be approached, since the optimization can be
meant as a minimization of ||w|| too.
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2.2 The meaning of the constraint and the role of 1

For what concerns the constraint formula y;(w”x; + b) = 1, Vi, this ensures that each point is correctly classified and
stands outside or on the margin boundaries.

As a matter of fact, considering the equations of the supporting hyperplanes introduced above, whose role is to bound the
margin, for all the points that belong to: y; = +1 = wlx; + b > 1;y; = —1 = w'x; + b < —1 and this implies the use
of compact notation used in the model.

About the use of 1, this value is not associated with a specific property of the data or the model, but it represents the
invariance of the problem to a scale-up of both w and b. More specifically, if the hyperplane (w, b) defines a solution to the
constraints foramarginm > 0, y;(wTx; + b) = m, Vi and (w, b) is multiplied by any positive constant ¢ € R : ¢ > 0, then
the solution becomes (cw, cb) and the constraint becomes y;(cw”x; + c¢b) = m, so that taking out ¢ the constraint can be
expressed as cy;(WTx; + b) = m, and consequently y;(w'x; + b) > %

Less formally, using ¢ > 0 to scale up, the parameters scale the margin by the same factor, not changing the geometric
position on the hyperplane in the feature space. The set of points that satisfies w”x + b = 0 is exactly the same as the set
satisfying cw’x + cb = 0.

This is a highly flexible property that allows to arbitrarily fix the scale of the parameters, so that choosing ¢ = %, any solution
with a margin m can be rescaled so that the constraint becomes y;(wTx; + b) = 1.

Normalization is just a standard convention that simplifies the mathematical formulation and relates ||w|| to the geometric

margin, while ¢ is simply a scaler whose introduction does not alter the separating hyperplane, but the value at which the
margin constraint is fixed.

Yiw!xi+b)

To clarify the concept, the geometric margin is given by y = min; and scaling both w and b by ¢, the numerator

llwll
and denominator are multiplied by this constant, such that the margin will not be scaled. The invariance is the reason for
which 1 can be used in the constraint without losing generality in the model.

2.3. From maximization to minimization

As anticipated in section 2.1, the maximization of the margin implies a minimization of ||w]|, so the problem can be viewed
under this perspective as min, % lwl||?s.t. y;(wTx; + b) = 1,Vi.

Looking at the objective function of the model:

[[w]|? can be interpreted in the same way. Expressing the length of the weights vector, it is connected with the complexity
of the separating hyperplane. Its quadratic form is used for three main reasons:

- It is a differentiable convex function, and this helps simplify the problem during the optimization process.
R . - a

- The derivative of ||w]|? with respect to w is linear: " lwl|? = 2w.

- Minimizing |lw|| is equivalent as minimizing it with ||w]|?, since both of them have a minimum at w = 0.

Jisa factor included again for mathematical convenience. As a matter of fact, when differentiating the objective function

J 1

: - . L a
with respect to w, the 2 of the derivative of the quadratic norm can be simplified as follows: E% [lw]|? = EEWTW =w.

2.4. Soft margin, slack variables and parameter C

What has been described above is the model version without noise, called hard margin, where data are perfectly linearly
separable. Nevertheless, in real scenarios, guaranteeing the perfect separation of data is seldom doable, given the presence
of noise in samples, outliers and data may not be linearly separable. These cases are unfavorable for the use of a hard margin
model, since they are not generalizable and do not have a solution.

For this reason the SVM problem adapts to the real data through the so-called soft margin version, giving some corrections
to misclassified points or some that are within the margin by introducing some slack variables that represent a tolerance to
the violations, measuring how much single data points overcome the margin or fall into the wrong side of the decision line.

Giving penalties to the classification errors or violations of the margin allows to soften the separation, making SVM a flexible
method, more appropriate to real data. Consequently, the constraint form becomes: y;(WTx; + b) = 1 — &, &; = 0 where:

-1f & = 0, the point x; is correctly classified and outside or at the margin.
-1f 0 < & < 1, the point is still correctly classified, but it is within the margin.

-1f & =1, the point is misclassified (on the wrong side of the hyperplane).
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Consequently, the optimization problem changes to minw_b‘5%||w||2 +CYN &sty(wix;+b) > 1—§,§ =0,Vi
where C is a regularization parameter: it introduces a penalization towards the margin violations or classification errors,
setting the trade-off between the maximization of the margin and the minimization of classification errors. In other terms, it
controls the trade-off between accuracy on training data and generalization capacity.

A high C pushes the model to reduce both errors and slack variables to a minimum level, making the model with some noise
more similar to a hard margin one.

A low value of C implies a higher tolerance in the model, allowing for the acceptance of much more errors and points that
violate the margin, taking to a more robust model with a slightly wider margin.

2.5. Dual formulation of SVM

The constrained optimization setup of the soft margin is specifically defined as primal formulation, which however can show
some practical and theoretical limitations. A limitation deriving from this is that the solution w may reach an elevate
dimension, up to the number of features, making the problem not very scalable in high-dimensionality spaces, since the
minimization of%||w||2 + C YN, & is a constrained quadratic programming problem that involves linear constraints, whose

complexity in the optimization process increases with dimensionality of the feature space.
One of the most common methods used to solve this kind of optimization problems is to refer to the augmented Lagrangian
method, which introduces some additional multipliers in the model, transforming the original constrained optimization

problem into an unconstrained one formed by the Lagrangian function, that is a linear combination of the objective function
and the constraint functions.

At this point it is sufficient to solve for the zeros of the gradient of the function to find the optimal solutions, with the
Lagrangian multipliers that indicate the sensitivity of the objective function to possible changes in the constraints.

The convexity of the problem guarantees that local optima are global, a factor which simplifies the analysis, implying a more
robust and effective model.

The dual problem structure becomes: L(w, b, &, a, i) = %llwll2 +CYN & -YN a; [yi(wWTx; +b) —14+&] -3V u: &
where a; = 0 and p; = 0 are the Lagrangian multipliers.
During the optimization process, the optimality conditions of Karush-Kuhn-Tucker (KKT) require that the partial derivatives

of the Lagrangian function with respect to the primal variables (w, b, &) are null in the optimal point, this to ensure to take
the systems of equations to the optimal solution.

aL aL aL
a—w=0=>W=ZIiV=1“i}’ixi} £=0=>Z§V=1aiyi=0; a—fi=0=>az+lli=c

Imposing KKT conditions for stationarity and plugging the solutions into the original Lagrangian function, the dual problem
becomes mathematically expressed as max, YN, a; — %Z’i\"jﬂ a; a;y;y;(xIx)st 0<a; <C, XL a;y; = 0.

In this new setup: a; is associated to the margin constraint y;(w”x; + b) = 1 — §; and measures the sensitivity of the
objective function with respect to the classification constraint of the i-th point.

If a; > 0, the point i is a support vector, so that it is exactly placed on the margin or violates it.

U; , on the other hand, is associated with the non-negativity constraint of the slack variables (¢; = 0). It measures how much
this constraint impacts on the model, so that if y; > 0, the slack will be §; = 0.

Theindex j, as i, iterates through all the points of the dataset, forming the Z?,’j=1 a; ajyiyj(xiij), where the indices together
represent each possible couple of points in the dataset. This term in the formula computes the interaction between each
possible couple of points weighted for the respective multipliers a;, a;.

In this way the optimal solution w can be expressed as the linear combination of the training data w = ¥, a; y;x;.

This implies that only part of the data involved provides an effective contribution to the solution. These data are the ones
called support vectors, where a; > 0. In these terms, the dual problem only depends on the scalar products between xl-Tx]-,
and this is relevant for the introduction of the kernel trick, which is discussed in the next section.

2.6. The use of the kernel trick

As explained in section 2.4, data may not be linearly separable in the original feature space. In this case, a natural strategy to
solve the problem is to scale up the space in a superior dimension through a map, called feature map ¢ (x), where a linear
separation becomes something doable.

Nevertheless, doing this explicitly may be computationally prohibitive or even infeasible, in case N — oo. In cases like these,
the model introduces a powerful tool: the kernel trick. A kernel is a function K(x;, x;) that computes the scalar product
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among the images of the data in the feature map, never explicitly computing ¢(x), such that it can be expressed as
K(x;, %) = (d(x;), $(x;)) thus, recalling the SVM dual formulation, plugging the kernel function in the original setup, it

changes into max, Y~ , a; — %Z’i‘szl a; ajyiyjK(xi,xj) st.0 < a; £C,Ya;y; = 0and the decision function with kernel
becomes f(x) = YN, a; y;K(x;, x) + b where b is obtained after the computation of a; through the optimization of the
Lagrangian.

In particular this estimation is obtained using those a referred to the support vectors, where 0 < a; < C.

For each support vector Xg: Vs (Zivzl a; yik(x;,x;) + b*) = 1and solving for b*: b* = y; — Z?’zl af yik(X;, Xg) that is the
average value of all the support vectors b* = ﬁ cesl Vs — ZL a; yik(X;, Xs)] where S is the set of all support vectors
indices.

The introduction of kernel functions in the model allows to build non-linear SVMs, which are able to separate even complex
data, without ever explicitly working on the transformed feature space; as a matter of fact, all the computational complexity
is reduced to the computation of the kernel among pairs of data, even in case of an infinite feature map ¢ (x). To provide a
clear example, let us consider three points defined in R?: x; = (1,2),x, = (2,3),x3 = (3,4).

Then, assuming ¢(x) = (xZ,V2x;x,, x3) so that it maps each point in R3. The scalar product in this space is ¢ (x;) "¢ (x,) =
(12,v2-1-2,22)- (2%,4/2-2-3,3%) = (1,2.828,4) =1-4 + 2.828 - 8485+ 4 -9 ~ 4 + 24 + 36 = 64.
Even if the mapping may be defined by a relatively simple function, the application of the mapping to each of the points in

the dataset is highly costly in terms of computational time.

On the other hand, introducing a polynomial kernel of degree 2 K (x,y) = (xTy)? the same result can be obtained, without
necessarily computing ¢(x): K(x3,x,) = (1-2+2-3) = (2 + 6)% = 82 = 64.

Different kernel functions imply different measurements of similarities among data in the transformed space, and thus to
different types of decision boundaries.

The most common functional forms used as kernel are:

Linear kernel: K(x,y) = xTy. It corresponds to the scalar product in the original space. Its use is mainly related to linearly
separable data or when there is a discrepancy between a large number of features with respect to the number of samples
constituting the dataset.

Polynomial kernel: K (x,y) = (xTy + ¢)@. In this form, d is the degree of the polynomial function, while c is a constant (often
¢ = 1). This is a powerful kernel, since it allows the SVM to fit polynomial decision boundaries of a specific degree. It is used
to analyze the degree of non-linearity in the dataset or when there is an assumption about a possible polynomial relation
between classes.

Radial Basis function: K (x,y) = exp(—v|lx — y||?). In this function, the parameter y controls for the width of the function.
More specifically:

— If y is high, the function decreases very quickly. This implies that points which are much closer to each other will have a
high kernel value, creating overfitting and local decisions.

—If y has low values, the function decreases slowly, implying the opposite effect: points more distant among each other will
have a significant kernel value, potentially creating overfitting and too much global decision.

It specifically maps the data into an infinite-dimensional space, and it is a powerful functional form to detect non-linear
relationships among data. It is a default choice whenever the original dataset is made of non-linearly separable samples and
there is no prior knowledge about the data structure.

Sigmoid function: K(x,y) = tanh(yxTy + ¢), where tanh is the hyperbolic tangent and ¥ controls for the slope of the
functional form. It is inspired by neural networks but rarely used in the context of classification.

Consequently, before choosing the ideal kernel function to adopt, it is fundamental to conduct a specific analysis on the
nature of the dataset and of the data itself.

2.7. Normalization and overfitting

As discussed in the sections above, the main focus of the optimization problem for SVM is the minimization that concerns
the weights vector w.

In particular, the regularization term ||w||? introduces a penalization on the magnitude of the weights that are associated
with each feature.
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If the features in the dataset present large differences in their values (e.g. one feature contains values in range (0, 1) and
another ranges from 0 to 1000) the optimization of ||w||? will assign smaller weights to the feature showing larger scales and
the other way around, without any other reason but that of balancing the decision function.

In doing this, several risks potentially need to be considered:

An unequal penalization: ||w]||? might not penalize features equally. If a subset of features is highly determinant in the model
but shows off a large scale of values in samples, it will however be associated with smaller weights, becoming quite irrelevant
for the analysis.

Suboptimal decision boundaries: the model might find a separating hyperplane deeply biased towards features with smaller
scales (for the higher weight attributed to them), consequently ignoring more valuable information that comes from features
with wider range of values.

Instability and poor generalization: the model might be affected, for the above reasons, by the scale of input features. This
could easily lead to face overfitting or underfitting phenomena, depending on the scales distribution.

To solve this issue, a good practice is to proceed with the normalization of the data, transforming each feature in such a way
it has a zero mean and a unit variance across the whole training set.

' . 1 XijTHy _1yW N AN — )2 i
Normalized data are defined as x;; = p where y; —Nzi=1xijand‘7j = Nzi=1(xij Uj)? arerespectively the mean

and standard deviation of the j-th feature.

This normalization technique, called Z-score, ensures that all the features contribute in an equal way to the regularization
term such that the optimization process does not give priority to only one feature with respect to another. Moreover,
normalizing data brings other benefits, that result in a better interpretability of the model, since weights are not shrunk by
differences in feature scales, and into a faster convergence of the optimization process to the optimal w, since the range of
the values is restricted and smoother. In the end, normalization makes hyperparameter tuning on C or kernel parameters
more stable because their effect is not altered and diminished by differences in feature scales.

2.8. SVM as regressor

What makes SVM particularly interesting is that it can be adapted to solve regression problems. This naturally leads to define
the Support Vector Regression model. In this mathematical framework the goal is not to separate data into classes, but to
find a function able to approximate real-valued targets as accurately as possible, contemporarily guaranteeing a low
complexity in its form.

In this regression model, the concept of margin is replaced by a new parameter, €. This is connected with the geometric
structure of the regression function, which is surrounded by a zone of width 2¢, that has an important function in terms of
errors management.

- If the errors are inferior to g, they are ignored since they fall within this acceptance area and are not penalized.
- Conversely, if the errors overcome this value, they are penalized through slack variables.

In the context of regression, the optimization problem of SVR tries to minimize the function complexity (the norm of weights)
and the total of the penalties for the errors that fall off the tolerance zone. Formally:

min%||w||2 +C Z?’:I(Ei + &) subjectto:y; — (WTx; +b) < e+ &, (Wix;+b)—y; <e+&,§=>0andé =0

In this formula the new elements are the slack variables. Let us analyze them:

- & measures how much the prediction for the single ith observation overcomes the upper bound of the tolerance zone.
- & on the other hand, measures how much the prediction for i overcomes the lower bound.

Thus, if a single point stands within the tolerance zone ¢, both the slack variables will be zero, adding no penalty to the values
measured for the ith observation. On the other hand, if a point falls out of the tolerance zone, the corresponding slack
variable becomes positive, according to the constraint and becomes part of the objective function, getting penalized.

As in the case of SVM, the SVR presents a dual form in which it can be solved. In this new form, two Lagrangian multipliers
are introduced, exactly following the slack variables of the model: a; and a;. The dual objective is the minimization of the
objective function with respect to ; and a;:

1 * * N * *
EZ?I=1 Z?]ﬂ(‘xi - ai)(aj —a; )K(xivxj) te Zizl(ai +a;) - Z?]=1 yi (@; — a7)

subject to: Z?’:I(ai —af)=0and 0 < a;a; <C,Vi. Here, K(xi, xj) is the selected kernel function, according to the
nature of the data. As in the case of SVM, the only data points that concretely contribute to the prediction of the final values
are those where a; # 0 or a; # 0; these points are called support vectors. After solving for the optimal multipliers, the bias
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b is computed using the support vectors (those with a; >0, af <C), b* =y, —¢-sign(a; — a;) — Z?:l(“i -

a)K(x;,xs) and by averaging over all these ones: b* = % sesl Vs — € - sign(as — ag) — Z?’:l(ai —a)K(x;,x)].

Hence, the regression function is expressed as f(x) = Zlivzl(ai — a;)K(x;,x) + b where K(x;, x) is the selected kernel,

according to the nature of the data. As in the case of SVM, the only data points that concretely contribute to the prediction
of the final values are the ones where a # 0 or a* # 0, a factor that indicates they are support vectors.

3. QSVM and QSVR

Having defined in detail the main characteristics of Support Vector Machines and Regression, the quantum approach to these
algorithms is analyzed in this section, according to the most recent publications cited in the introduction.

In this work, the development and analysis of the quantum models to apply to supervised classification and regression
Machine Learning algorithms mainly follow what has been introduced in the most recent literature (Schuld and Killoran,
2019) (Havlicek et al., 2019), whose focus is on the extension of the classical models to their corresponding quantum version,
which differs for the introduction of Quantum kernels and feature maps.

This choice first comes from the continuity with the classical theory guaranteed by the kernel-based approach, a fact that
allows a direct comparison between the two models, both in mathematical and experimental terms.

In addition, what has been introduced in Schuld and Havlicek’s papers has become the principal reference for the practical
implementation of Quantum Support Vector Machines and the related Regression model on NISQ hardware, mostly due to
their adaptability and scalability.

NISQ stands for Noisy Intermediate-Scale Quantum, and it indicates the current state of the art for what concerns the
structure of quantum machines.

Today, as a matter of fact, they can still be subject to environmental factors, like electromagnetic interference or temperature
fluctuations, that can compromise their computational power.

However, they are already able to contain hundreds of qubits, so that it is possible to apply them for computations in a wide
range of research fields, including Machine Learning.

This approach has already been developed and integrated into frequently upgraded software and libraries, as Qiskit, enabling
the realization of an empirical and rigorous evaluation of the model’s performance.

On the other hand, the approach adopted by Rebentrost et al. in their 2014 paper will not be taken as reference for the fact
that the quantum inversion of matrices (HHL) requires the access to a specific type of quantum RAMs (QRAMs), which needs
to prepare different quantum states representing the input data Y; x; |i), and particular favorable numerical conditions to
be developed. The HHL algorithm solves Ax = b with a degree of complexity depending in polynomial way on the k
conditioning (the ratio between maximum and minimum eigenvalue) such that if k is large, the asymptotic advantage is lost,
and the solution becomes much higher.

Moreover, the matrix A must be sparse, so it must have few non-null entries, otherwise states preparation becomes
ineffective. Even if the implementation of the HHL method is feasible, it is important to highlight the presence of other
classical algorithms that may adopt a quantum-inspired approach, with better performance in low-rank linear systems (Chia
et al., 2020).

3.1 Quantum feature space and kernel

The quantum version of SVM starts with the generalization of the feature map ¢(x), by substituting this with a quantum
feature map. Formally, this means that every input vector x € R™ is codified into a quantum state according to this way x +~
[ (X)) = Uy (x)|0) where Uy (X)|0) is a quantum circuit parameterized with the feature values of x and |0) represents the
reference state, that is all the qubits used are initialized to this state.

This operation guarantees that each data point is represented by a quantum state which is unique in the chosen Hilbert space
H associated with the quantum system.

After defining the quantum feature map, the Quantum kernel is defined as kq (x;, x;) = |(¢)(Xi)|¢>(xj))|2.

This first definition is identified as fidelity kernel and guarantees positivity of results and physical implementation. More
generally, it can be defined as the scalar product in the quantum Hilbert space H: ko (X;, X;) = (P (X)) | (X))).

Itis important to clarify that the quantum extension is confined to the feature map encoding and kernel computation through
guantum circuits. The subsequent optimization procedure - solving the quadratic programming problem via KKT conditions
and updating Lagrange multipliers a; - remains entirely classical, as does the calculation of the bias term and the final decision
function.
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In essence, classical data are quantum-encoded to exploit the Hilbert space geometry for superior similarity metrics, while
the underlying SVM optimization machinery relies on standard classical solvers.

3.2 Primal formulation of Quantum Support Vector Machines

The introduction of quantum feature maps |¢(X)) and Quantum kernels kq(X;, X;) leads to defining the natural extension
of the classical Support Vector Machines optimization problem into a quantum space. From a global point of view, the
optimization problem remains unchanged, what really changes is the geometry of the problem and the nature of the
components that act on the model, since they make use of quantum states and quantum Hilbert spaces . The primal

formulation for the Quantum Support Vector Machine is minw‘f% (wW]|? + CYIN, & sty ((w, PoX) +b)) =21—-¢&;5& =
0,Vi =1,..,N. In this formulation of the optimization problem the new elements are: ¢, (X;) = |¢(X;)) is the quantum
state associated with the ith observation and (w, ¢, (X;)) is the inner product in #{. In the quantum context, the weight

. ) N N
vector w is an element of H and can be expressed as a linear combination of quantum feature states w = Zj=1ﬁj |p(x;))

where B; € R as the real coefficients. This is an important representation, since the space H is of exponentially large
dimension, and w cannot be stored or manipulated using a classical memory. Consequently, the norm of w, which appears
in the objective function, is ||w||? = (w,w) = YN 3N BiBr{(X;) ¢ (X,)) where the inner product forming the constraint

. N
is (W, po(x)) = X, B (d(x)Id(x))).
Once the optimal solution (w*, b*) is found, the decision function for a new input x is given by: f(x) = (W", ¢, (X)) + b*

N
which by using the explicit form of w* becomes f(x) = E Bi (d(x)|p(x)) + b".
j=1

Hence, the inner products (¢ (x;)|¢ (X)) are evaluated as Quantum kernels as squared overlaps between quantum states,
through quantum circuits.

3.3 Dual form of Quantum Support Vector Machines

The primal formulation is able to provide a valid geometric intuition about the separating hyperplane in the quantum feature
space; on the other hand the dual form provides a practical approach for the solution of the problem, by expressing the
optimization in terms of inner products between quantum feature states, such as Quantum kernels, that make the
computations feasible also in cases where the feature space is large.

The passage to the dual form starts once again with the Lagrangian englobing the objective function together with its

constraints. L(w, b, §, @, p) = %IIWII2 + C XL & — Zily i [vi((w, po (%)) + b) — 1+ &1 — XLy mi &

To find the stationary point of the Lagrangian, derivatives with respect to the primal variables are computed, imposing the
stationarity conditions:

oL % N % oL N %
a_w=w_21iv=1aiyi¢Q(Xi) =0=>w"= Zizlai yi¢Q(Xi);£= Yy =0= Zizlaz yi=0;
g—;=C—ai—ui=0:afSC,uf=C—a{‘.

i

Plugging the stationarity conditions into the Lagrangian, the dual form of Quantum Support Vector Machines becomes
max, YV, a; —2 M Y0 aiayiyiko (X, %) st.0 < a; < C, XN, a;y; = 0; which is made of the same elements
described in the sections above, except for the introduction of the Quantum kernel kg (X;, X;).

Contrarily to what happens in the primal form of SVM, where the kernel function is directly evaluated referring to a specific
expression, such as RBF or polynomial, in this case it is experimentally estimated on a quantum device using quantum circuits,
with the application of two possible techniques:

In the Overlap test, the steps are:
- Prepare the quantum state |¢(X;))

- Apply the inverse circuit U;g(xj) and measure the probability of getting the computational basis state |0). This probability
is {p(x) P (x>

In the SWAP test, the steps are:

- Prepare |¢(X;)) and |¢(X;)) on separate registers.

- Apply a controlled-SWAP gate and measure the ancilla qubit.

- The outcome statistics allow to obtain the estimation of the overlap between the two states.

When coming to the decision on which of them to use, the procedure is repeated for all pairs of training points to build the
full Quantum kernel matrix K. Moreover, in order to obtain a reliable estimation of outcomes this computational procedure
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needs a sufficient number of measurements. Once the Quantum kernel has been computed, then the development of the
guadratic programming problem can be developed. During the process, the algorithm makes use of the gradient of the dual

I . aL N
objective with respect to each a;: Fre 1- Zj=1 @; yiYicko(Xj, Xk).
The solution process iteratively updates the a; to maximize the dual objective with respect to all the constraints.
After the optimization, the a; i values obtained are filtered in order to only keep the ones referred to the support vectors,
i.e., those which respect the constraint 0 < a; < C.

For each support vector X, it is possible to build the equality yg (Zi’v:l a; yiko(Xi,Xs) + b*) =1.

Solving for b*: b* = y, — le.vzl a; yiko(X;,X) the final bias is obtained by computing the average over all the support

* 1 N *
vectors b* = - sl Vs = 2, @ Viko(Xi X))
This can be used to define the final QSVM decision function for each new input x: f(x) = Z?’:l a; yiko(x;,X) +b".

As in the SVM classic setup, the dual form avoids to explicitly compute the optimal solution in high-dimensional feature
spaces. In case of its quantum version, the dual form of SVM becomes essential, as the quantum feature space is exponentially
large and inaccessible to classic computation.

Every computation is performed via Quantum kernel, in whose terms each solution is expressed and on which the decision
function depends.

3.4 Primal formulation of Quantum Support Vector Regression

In the same way as the traditional version, the QSVM can be changed into a regression problem. The Quantum Support
Vector Regression extends its classical framework into the quantum domain by making use of the quantum feature maps and
Quantum kernels. While the global structure of the optimization problem is not subject to modifications, the geometry and
the computational components can be defined in a quantum Hilbert space H .

Under this perspective, the primal formulation of the model is formulated as: miny, g ¢+ 2 ||w||2 +C Z?’:l(fi + {i*), subject
to the following constraints: y; — ({w, ¢Q(xl~)) +b) <e+§&, ((w ¢Q(xl~)) +b)—y; <e+&,§=0and& > 0.

Where: w is the weight vector in the Quantum Hilbert space #; b is the bias term; §; and &;" are the slack variables; C is the
regularization parameter and ¢q(X;) = |¢(X;)) is the quantum state encoding of the ith input with w defined as done in
the primal form of QSVM in Section 3.2.

Once the optimal combinations (w*, b*) have been calculated and found, the regression function for each new input can be

formulated as f(X) = (W", ¢o (X)) + b™ that, making w* explicit, becomes: f(x) = Zj’:lﬁ; (p(x)|p (X)) + b".

In practical implementations, the inner products {¢(X;)|¢(X)) are estimated as it is done with Quantum kernels, that is
through overlap and SWAP tests.

3.5 Primal formulation of Quantum Support Vector Regression

As happens with QSVM, the primal formulation is structured in such a way that it can provide a good geometrical intuition,
which is not solved in practical terms due to the exponential dimensions H typically reaches.

For this reason, the dual formulation is preferred again, avoiding explicit manipulation of vectors in H .
The dual optimization problem is thus:
= 1onN N * * N * N *
ming ;Zi=1 Yi=1(a; — a))(aj — a))ko(x;, %) + € Zizl(ai +a) = Xiz1yi (@ — a7)
where ¥V Z?’zl(ai —a;)(a; — aj)kqo(X;,X;) is the quadratic term, representing the interaction among all the pairs of
. . N - L . I
points of the dataset, weighted for the Quantum kernel; € Z i=1( a; + a;) is the penalization term, penalizing the deviations

from the insensitiveness zone &; — Y.V, y; (a; — a}) is the linear term, that takes into account the targets y;.

O<aiSC,Vi

. ) N —~
The constraints again are: Zi:l(ai —a;)=0and {O <al <C Vi

The Quantum kernel measures the similarity between data i and j, computed through the quantum circuits, referring to
overlap or SWAP methodologies. Once the optimal pairs (a;, ;) have been found, the regression function can be expressed

as f(x) = Zivzl(ai — a)kqy(x;,X) + b* where bias b* is computed using support vectors, where the condition remains

the same again (a; > 0,a; < C).
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Averaging over all the vectors b* = y, — € - sign(ay, — ag) — Z?]:l( a; —ai)ky(x;X;) gives:

1
Is|

, . N . . o
b* Zses[ys —¢-sign(ag, —a;) — Zi=1(“i —a;)ko(X;,Xs)], where §'is the set of support vector indices.
As in the classification case, all kernel evaluations are performed using quantum circuits, and the optimization of the dual

variables is carried out classically using standard Quadratic Programming (QP) solvers.
4 Case studies in credit risk management

In this section a real application of the models previously introduced is presented. In particular, different case studies are
considered and analyzed, in order to directly test the comparison between the classical and the quantum implementation of
both Support Vector Regression and Support Vector Machines.

More in detail, three cases are discussed:

- Comparative application of SVR and QSVR in a regression model.

- Comparative application of SVM and QSVM in a binary classification model.

- Comparative application of SVM and QSVM in a multiclass classification model.

In all these examples, the algorithms are implemented by making use of three different datasets containing theoretical
simulated data of American companies whose variables refer to the Altman Z-score model.

This is a financial model widely spread in the context of Credit Risk Management, specifically conceived to predict the
probability of a company going bankrupt. Its name comes from Edward I. Altman, who introduced his model in 1968 (Altman,
1968) as a linear discriminant function combining multiple financial ratios into a single index capable of assessing a firm'’s
default risk.

4.1 The Altman Z-score: components and theoretical meaning

The Z-score is built on five financial ratios, each capturing a clearly distinct dimension of corporate financial safety and
soundness (Giribone, 2024):

WC/TA (Working Capital / Total Assets): a measure which assesses the short-term liquidity, indicating the firm’s ability to
meet its near-term obligations. Higher values of this ratio reflect short-term financial stability, while lower levels can be a
sign of potential liquidity issues.

RE/TA (Retained Earnings / Total Assets): it is a proxy for cumulative profitability and firm maturity, reflecting the capacity to
sustain operations over time. A high RE/TA is often associated with a historical trend of profitability and a lower dependence
on borrowing capital, indicating a strong internal stability.

EBIT/TA (Earnings Before Interest and Tax / Total Assets): a fundamental indicator that refers to the operating efficiency of
the company, independently from the financing structure and tax effects. The higher the ratio, the stronger the ability of the
company to cover costs and debts.

ME/TL (Market value of Equity / Total Liabilities): a useful indicator comparing the firm market capitalization to its total
liabilities, signaling the presence of a buffer against insolvency. A high value of this ratio indicates an equity level higher than
debt, suggesting strong investors’ confidence and lower financial risk for the company.

S/TA (Sales / Total Assets): a turnover ratio that captures the effectiveness in converting assets into revenues.

The Altman Z-score formula for publicly traded manufacturing firms is: Z = 1.2 Y4142 4338 L 0624102
TA TA TA TL TA

In general, a higher Z-score indicates better financial health and lower bankruptcy risk, with scores above 3 generally
considered safe. Scores that fall below 1.8 suggest high financial distress, while intermediate intervals of Z-score indicate a
moderate gray area risk.

In the empirical setting of this dissertation, the ratios forming the Z-score serve as explanatory variables (the so-called
features) for Machine Learning models. The response variable is the firm’s Probability of Default (PD) in the regression case,
and bankruptcy status (or credit classes) in the classification cases.

This setup allows us to obtain a controlled and interpretable comparison between classical kernel-based methods (SVR/SVM)
and their respective quantum-enhanced versions (QSVR/QSVM), under a solid feature engineering grounded in a well-
established financial theory.

4.2 SVR and QSVR: a comparison

The reference dataset used for the comparison between SVR and QSVR contains 4,000 simulated observations of US
companies, described by the five indices that form the Altman Z-score model, already described above, that are presented
together with the target variable for the regression problem, the probability of default, measured in percentage.
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Features and target characteristics

The target variable, synthesized with PD, as shown in Figure 1, exhibits a strongly right-skewed distribution, which is typical
of credit risk phenomena where defaults often represent rare events.
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Figure 1: Probability of default distribution and main statistics

The distribution is heavily concentrated on lower values: approximately 75% of the companies present a PD below 3% and
the mean probability of finding a default case is 1.8%. The standard deviation is around 4.455%, indicating a high variability
and the presence of outliers with high values with respect to the mean. This asymmetric distribution reflects the realistic
composition of publicly traded manufacturing companies, that generally maintain sound financial health, in contrast with a
restricted minority of companies facing elevated default risk.

The five predictors of default, reported in Figure 2, show heterogeneous distributional properties, each one capturing a
distinct dimension of corporate financial health. Working Capital to Total Assets and Retained Earnings to Total Assets present
approximately normal distributions, with negative values reflecting liquidity stress or accumulated losses. Earnings before
Interest and Taxes to Total Assets show a distribution around zero, which indicates a modest and relatively homogeneous
operational profitability across the sample. Lastly, Market Equity to Total Liabilities and Sales to Total Assets exhibit instead
positive right-skewed distributions as in the case of the Probability of Default, which are characteristic of leverage metrics
where few companies rarely achieve exceptional values.
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Figure 2: Features distribution

Correlation structure and multicollinearity assessment

The correlation matrix in Figure 3 reveals a favourable structure to create predictive models, since it is characterized by
moderate correlations among features. In particular, the relationship between RE/TA and EBIT/TA reflects the common
tendency of the historical profitability to correlate with the current operational performance. Other relevant correlations are
those between EBIT/TA and ME/TL or S/TA, implying that the operational efficiency and profitability is positively correlated
with market capitalization and asset turnover. Another interesting observation is that no correlation coefficient exceeds 0.35,
a factor that indicates the absence of a strong multicollinearity. Thus, each feature contributes distinct information to the
model, and this confirms the ability of the Altman Z-score model to capture complementary aspects of credit risk.
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Correlation matrix: features and target
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Figure 3: Correlation matrix

Features-target relationships

Individual scatter plots of each predictor in relation to PD reveal non-linear patterns, a fact that allows to apply Machine
Learning techniques to predict the target values. More in detail, Figure 4 shows these relationships. Observing WC/TA, it
presents a negative relationship with PD, since positive working capital is generally associated with lower PD, excluding some
outliers. RE/TA follows a similar pattern, since companies that accumulate positive retained earnings are less subject to
default situations; negative values on the other hand reflect higher risk variability.

EBIT/TA presents a high concentration near zero, a fact that suggests it has a lower explanatory value when in relation to the
target. On the other hand, an interesting relation to observe is the one existing between PD and ME/TL: companies having a
low market capitalization with respect to liabilities (< 5%) concentrate in the high default region, while companies with a
middle to high market capitalization are associated with a lower probability of facing default. This suggests that ME/TL, in
modeling terms, is a strong predictor of PD, in comparison with any other feature of the model. S/TA shows off the weakest
correlation with the target, with a high dispersion across all values, indicating that asset turnover efficiency has a
complementary effect on predicting the probability of default.
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Figure 4: Features-target relations

Implications for the use of SVR modeling

The dataset characteristics analysed in this section make these observations ideal to be modelled with the use of Support
Vector Regression. First of all, they present non-linear and heterogeneous relationships between features and target that
cannot be captured by linear models, while SVR is an ideal candidate to predict target values for its capacity to learn quite
complex decision boundaries through kernel functions. Secondly, the outliers present in both features and target need to be
managed through a robust estimation approach. SVR makes use of loss functions which are insensitive to €, providing a robust
prediction by ignoring error withing the € range, reducing sensitivity to extreme observations. Furthermore, the low
multicollinearity ensures stability in model coefficients and reliability of features in the model. Then, the dataset dimension
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is enough to guarantee a good training process for the SVR model, while at the same time ensuring tractability for
hyperparameters optimization processes. Lastly, the realistic distribution of the target variable, with a concentration on low
values and long right tail presents a challenging regression problem where the SVR’s capacity in modeling heteroskedastic
relations is valuable. The dimensionality of the dataset (5 features) and the sample size represent a reasonable regime to
study the potential quantum advantage that could be empirically detectable without overwhelming classical computational
resources. The complex and non-linear features-target interactions and relationships may be a good test framework for
evaluating whether Quantum kernel methods can exploit high-dimensional feature spaces more than classical kernels.
Moreover, the existence of distinct patterns like ME/TL with PD represents an opportunity to assess whether quantum
feature maps can enhance the separability in the transformed space and potentially improve prediction accuracy in
comparison with classical SVR.

SVR best model selection process

In order to set up a concrete and efficient comparison between classical and quantum-enhanced SVR applied to the dataset
introduced above, a process to evaluate the best possible combination of parameters to determine the model with the
highest predictive capacity has been implemented. In this section, the entire process is analyzed step-by-step. To identify an
optimal SVR configuration, a manual grid search was implemented, exploring multiple possible combinations of the SVR
hyperparameters. The search strategy encompassed the three most common kernel functions typically used for SVR
implementation: linear, polynomial of second degree and radial basis function. For each kernel, six regularization parameter
values C € {0.1,1,10,25,50,100}, and three epsilon values € € {0.05,0.1,0.5} were tested, yielding to a total of 270 unique
hyperparameter combinations per random seed.

To mitigate selection bias, the entire grid search was replicated across five distinct random seeds, randomly sampled from
[1,20000]. This approach yielded 1,350 total models, ensuring stable performance across different train-test partitions.
Moreover, to guarantee a correct evaluation of the out-of-sample of the model, each combination was subject to 5-fold
cross-validation. Each possible configuration was evaluated by using RMSE as reference metrics.

The model selection criterion was thought to balance predictive accuracy with generalization capability and address the bias-
variance tradeoff. Thus, instead of selecting models solely based on minimum out-of-sample RMSE, which could have favored
overfitted configurations, a 2-stage filtering method was adopted. First, a set of acceptable models was defined on the basis
of an accuracy gap ratio between 0% and 30%, where accuracy gap ratio (GR) is computed as GapRatio =
RMSE oyt —RMSEjp
——L N % 100.

RMSEqut
This metric quantifies the relative gap in model performance from training to test data. An accuracy gap ratio greater than
or equal to zero ensures the model does not present a perfect memorization (potential numerical instability), while the 30%
upper threshold is able to exclude extremely overfitted configurations, while still maintaining a good generalization level.
Among the 1,350 evaluated models, 813 (60.2%) satisfied this criterion, demonstrating that more than half of the
combinations of the hyperparameters space yields well-generalized solutions.

In the second stage of the selection process, within each random seed, the best model was selected from the acceptable
candidates by minimizing out-of-sample RMSE and accuracy gap ratio. Models were ranked primarily following the
minimization of RMSE,,;, using the accuracy gap ratio as a tiebreaker when configurations achieved similar predictive
accuracy. This second stage hierarchical selection ensures that, among equally accurate models, preference is given to those
exhibiting superior generalization stability. All five random seeds yielded at least one acceptable model, a fact that confirmed
the robustness of the hyperparameter space and the consistency of the optimization procedure across distinct data
partitions.

After the selection of the best models for each seed, the same comparison was applied among them to determine the models
with the lowest RMSE,; and GapRatio. Figure 5 reports the results obtained from the entire process described above,
highlighting the best model obtained among the eligible ones with a green bar. As can be observed, the selected models
exhibit a RMSE,,; ranging from 2.79 to 3.00, with accuracy gap ratios spanning from 7.6% to 15.4%. Notably, all the seeds
converged to a unique optimal configuration (C = 10, € = 0.1), suggesting this hyperparameters region as good to obtain a
strong performance of the model.

The variability in RMSE across seeds identifies the sensitivity of model performance to the specific train-test split,
underscoring the importance of applying multiple random partitions rather than relying on a single validation strategy. The
low accuracy gap ratio identified in the best global model (7.6%) is an indicator of excellent generalization of the model that
does not present a performance degradation between training and test data. In order to corroborate these results, MAE was
computed, reaching an out-of-sample value of 0.420, suggesting that on average typical prediction errors are well below 0.5
in default probability.

The selection of the RBF kernel as the ideal functional form to model the prediction of PD aligns with theoretical expectations
for this problem. Given the non-linear and heterogeneous relationships between Altman Z-score components and default
probability, as has been evidenced in the exploratory analysis, the RBF kernel’s capability to map data into high-dimensional
feature spaces enables to effectively capture complex decision boundaries. As a matter of fact, neither linear nor polynomial

RISK MANAGEMENT MAGAZINE — Volume 21, Issue 2 = 35 =



kernels emerged as optimal in any seed, indicating that the relationship between features and target is non-linear and cannot
be appropriately represented by low-degree polynomial mappings.

The moderate regularization parameter € = 10 helps balance the model between complexity and generalization: it is
sufficiently large to fit the complex patterns in the data, yet not too large to allow for overfitting to disturb and reduce model
generalization. The small epsilon value of 0.1% defines a narrow error acceptance area, requiring the model to approximate
the target function while still benefiting from SVR’s robustness to outliers through the soft margin formulation.
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Figure 5: Best SVR hyperparameters combination

While the grid search successfully identified a high-performing configuration, its reliance on only five random seeds raised
questions about the representativeness of the selected model. In order to assess the well-balanced stability and
generalization capability of the selected SVR configuration beyond the initial grid search, the optimal configuration of the
model (RBF kernel, C = 10, € = 0.1) was trained and evaluated across 100 independent random seeds, each one with a
distinct 5-fold cross-validation partition.

This validation method provides robust evidence of the model performance under different partitioning schemes. This
approach draws attention to a concern in Machine Learning: reported metrics could be due to specific train-test split rather
than the learned model. The aggregation of 100 random seeds allows to obtain a comprehensive characterization of the
model’s performance distribution, enabling statistical inference about what could be the expected performance in real
scenarios.

Figure 6 shows the out-of-sample RMSE achieved across all 100 simulation runs, with individual points connected to define
the sequence of evaluations. The performance distribution exhibits several noteworthy characteristics. The first peculiarity
to be noticed is that the RMSE values present a substantial variability, ranging from a minimum of 2.616 to approximately
3.09, with a range of 0.474. This 15.3% coefficient of variation, relative to the minimum, reflects the sensitivity of SVR
performance to the specific train-test split. This phenomenon is commonly observed in Machine Learning in presence of
finite datasets where different partitions can yield different configurations of the model.

Despite this variability, the distribution of RMSE,; values exhibits interesting and positive statistical properties. The majority
of simulations displays values concentrated in the interval [2.80, 3.05], suggesting a stable and predictable behavior of the
model across different data partitions. There is a slight asymmetry with respect to this average interval which does not show
any severe variation and seems to favor superior performance outcomes. The negative skewness is encouraging, indicating
that in these cases of variation from the average interval, a higher probability of encountering favorable data partitions rather
than poorer ones is verified.

Compared to the results obtained from the manual grid search methodology, the outcomes from this robustness validation
follow the same pattern. All the 100 model configurations analyzed have shown an accuracy gap ratio within the foreseen
threshold of 30% and, in terms of best model identified, even the one found in the validation methodology overcame the
results of the global best model in the grid search method (RMSE,; = 2.616 and GR=3.9% against 2.793 with GR=7.6%)
showing an evident stability of the model which is in optimal configuration to correctly fit data, while still guaranteeing
generalization.

In conclusion, the robust validation results provide strong evidence supporting the deployment of the selected SVR
configuration. The slight negative skewness in the distribution indicates the model is more likely to exceed expectations than
to underperform dramatically, a desirable outcome for risk-averse applications such as credit default prediction.

RISK MANAGEMENT MAGAZINE — Volume 21, Issue 2 = 36 =



SWVR RMSE Out-of-sample per random seed
Selected best RMSE: 2.616 (seed: 2513)

nple

RMSE Dut-of-sar

—#— RMSE Out
@ Selected best model: 2,616 (seed: 2512)
i :

T T T T
a 20 a0 (1] 80 100
Simulation run {random seed index)

Figure 6: Measurement of out-of-sample RMSE over 100 SVR best combination simulations

QSVR comparison

Having verified the optimal classical SVR configuration through an extensive grid search and robustness validation, a
systematic comparison with Quantum Support Vector Regression (QSVR) was conducted to assess whether quantum-
enhanced kernel methods could offer competitive or superior performance in credit default prediction. The comparison was
designed to place QSVR in the most challenging evaluation scenario possible: confronting it directly with the best-performing
classic model under fixed hyperparameter (C = 10, € = 0.1), thereby avoiding any advantage that might arise from
differential hyperparameter optimization.

In order to mantain a methodological rigor and statistical representativeness, the comparison was conducted using three
distinct random seeds, where the first corresponded to the one, 2512, associated with the best model identified during the
100-run SVR validation, which had produced the lowest out-of-sample RMSE (2.616) and accuracy gap ratio (3.90%) among
all classical configurations. The remaining two seeds (6360 and 9053) were randomly sampled to verify performance
consistency across different data partitions. Each seed was evaluated using 5-fold cross-validation, and all reported metrics
represent averages across these five folds, ensuring stable and unbiased performance estimates. This experimental setup
mirrors the rigorous validation strategy employed in the case of classical SVR, enabling a direct and fair comparison.

One criticality existing in quantum Machine Learning concerns feature scaling. In order to guarantee data reliability and
interpretability while respecting the distinct operational requirements of classical and Quantum kernel methods, a
differentiated scaling was adopted. For classical SVR, the StandardScaler method was employed. This method standardizes
features to zero mean and unit variance, a common practice that centers data and manages varying feature scales effectively
in contexts which involve the use of RBF kernels. Conversely, QSVR used the MinMaxScaler method, with range [0, 1], which
normalizes features to a bounded interval particularly suitable for quantum encoding circuits based on rotation angles and
trigonometric mappings. While the first is less sensitive to outliers for its reliance on mean and standard deviation, the second
ensures a controlled domain for input features, which is an essential property for quantum feature maps that encode classical
data through parameterized quantum gates. This scaling approach aligns with established best practices considered in
literature and reflects differences between classical kernel evaluation and quantum state preparation. (Vasques et al., 2023).

Regarding the quantum feature map, for this study the Qiskit predefined ZZFeatureMap was evaluated. This map encodes
classical data into quantum states through a combination of local Z rotations and pairwise ZZ entangling operations, explicitly
capturing both individual feature contributions and pairwise correlations between features.

This encoding strategy is specifically suited for regression tasks involving structured data with non-linear dependencies, as
the ZZ interactions naturally represent second-order feature interactions in the quantum Hilbert space.

Mathematically, Qiskit’s ZZFeatureMap applies a data-mapping function ¢ (S, x) that assigns a phase to each Pauli term in
(m—x)(m—x) ifS={ij
determine the angles of local Z rotations, while two-qubit terms S = {i, j} determine the phase applied to entangling 7Z
interactions, and this operation is repeated a number of times equal to a specific depth, d, which simply indicates a repetition
of the computational passages.

the circuit. According to the documented default mapping: { } single-qubit terms S = {i}

So, each qubit is initially on |0); the Z interactions act on the phase, generating an angular shift which is different for each
gubit and proportional with respect to the xi feature.

The passage to ZZ interactions modifies the state in a relational way, by modifying the Hilbert space and introducing quadratic
dependencies among features.
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Contrarily to what happens with Z interactions, ZZ ones directly act on each pair (xi,xj). Surfaces of the state space are
shaped by the products x;x;, generating ridges in the Hilbert space reflecting correlations among features. This allows the
Z7FeatureMap to capture non-linear relations among different features.

To test the effectiveness of different configurations, variations in circuit depth reps € {1,2}) and entanglement topology
(linear vs. full) were systematically tested. The reps parameter controls the number of repetitions of the encoding layer, with
higher values increasing circuit expressivity at the cost of deeper circuits and potentially greater susceptibility to noise.

The entanglement parameter determines the connectivity pattern of ZZ gates: if it is linear, the entanglement connects
adjacent qubits sequentially, while a full entanglement implements all-to-all pairwise connections. The four resulting
configurations (ZZ_repsl_linear, ZZ reps2_linear, ZZ repsl full, ZZ reps2 full) give a representative range of circuit
complexity and entanglement structure.

Figures 7 and 8 report the structure of linear and full entanglement ZZFeatureMap with depth 1 (the superior degree of
depth is represented by a repetition of the circuit).
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Figure 7: ZZFeatureMap with linear entanglement
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Figure 8: ZZFeatureMap with full entanglement

About the computation methodology used for Quantum kernel matrices, the Qiskit predefined kernel
FidelityStatevectorKernel was used. This method computed the kernel matrix evaluating the quantum fidelity between the
states generated by a feature map.

For a given input feature vector x, the feature map implements the generic unitary operation U(x) that prepares the
quantum state | (x)) = U(x)|0). Then, the similarity between two inputs x and z becomes defined through the fidelity
between pure states: K(x,z) = F(x,z) = |[({(x)[¥(2))|%.

Since the FidelityStatevectorKernel operates in a classical simulation framework, Qiskit ensures the exact state vectors
associated to x and z and it can directly compute the inner product between the two vectors (Team, 2024): (Y (x)|yP(z)) =

2251 () Y(2).

This completely eliminates the need for quantum measurements, allowing a deterministic and noiseless computation. Thanks
to this, it is not necessary to use the FidelityQuantumKernel which makes use of real quantum circuits (or simulated with a
density matrix) to estimate the fidelity through measurements, exponentially increasing the computational time required.
After launching the program to test the comparison between classical and quantum-enhanced methods, the outcomes from
the test generated the results displayed in Figure 9.

The output shows the residuals distribution for classical SVR and all tests QSVR configurations across the three seeds. Some
observations can be made. First of all, QSVR configurations having shallow circuit depth (reps = 1) demonstrated slightly
superior out-of-sample RMSE compared to classical SVR RBF.

More specifically, ZZ_reps1_linear and ZZ_reps1_full achieved mean RMSE values ranging from 2.846 to 2.972 across seeds,
closely matching the classical benchmark range of 2.729 to 2.854.

Configurations with deeper circuits (reps = 2) did not yield systematic improvements and exhibited marginally higher RMSE,
suggesting that increased expressivity through additional entangling layers may not translate into better generalization for
this dataset and hyperparameter regime.
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Residuals Comparison: SVR vs QSVR (ZZ Feature Maps)
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Figure 9: SVR vs QSVR in different configurations

This finding aligns with observations in the literature (Toufah, 2025) that excessive circuit depth can lead to overfitting or
introduce additional complexity without corresponding performance gains, particularly when hyperparameters are not
optimized with the quantum encoding.

More significantly, QSVR models exhibited consistently lower accuracy gap ratios than classical SVR, indicating superior
generalization stability. Across all three seeds, the accuracy gap ratios for QSVR ZZ_reps1 configurations ranged from 9.7%
to 16.2%, compared to 15.9% to 25.8% for classical SVR.

For seed 9053, the best QSVR configuration achieved an accuracy gap ratio of 9.7%, substantially lower than the 15.9%
observed for SVRRBF.

This reduction in the generalization gap suggests that Quantum kernel methods exhibit enhanced robustness to overfitting,
maintaining a more consistent performance between training and test data.

Such behavior is consistent with findings in the quantum Machine Learning literature (Peters and Schuld, 2023), where
Quantum kernel methods have been shown to display improved generalization properties and reduced overfitting tendencies
in certain problem domains.

The distributions of residuals for QSVR models remained tightly centered around zero with comparable spread to classical
SVR, confirming that the models are neither systematically biased nor producing larger prediction errors.

The comparison between linear and full entanglement topologies revealed no clear dominance across all seeds, with both
configurations achieving similar RMSE and accuracy gap ratio profiles.

For seed 2512, ZZ repsl_linear yielded RMSE=2.900 with gap=12.2%, while ZZ repsl1_full produced RMSE=2.972 with
gap=13.7% - differences that fall within the expected variability of 5-fold cross-validation.

This suggests that the choice of entanglement strategy may be less critical than circuit depth in this regression context, at
least when operating with fixed hyperparameters.

However, full entanglement introduces additional ZZ gates that capture all pairwise feature interactions, which could
become advantageous in datasets with more complex correlation structures or when combined with targeted
hyperparameter tuning. It is crucial to emphasize that these results were obtained under deliberately stringent evaluation
conditions, by fixing hyperparameters at the optimal classical configuration without performing quantum-specific tuning.

Classical SVR benefited from extensive grid search over 1,350 model configurations to identify its best hyperparameter
setting, whereas QSVR was evaluated with those same hyperparameters directly applied to Quantum kernels - a scenario
that likely underestimates the potential performance gains achievable through targeted quantum hyperparameter
optimization.
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Despite this conservative setup, QSVR demonstrated competitive predictive accuracy and superior generalization stability,
suggesting that Quantum kernels possess intrinsic regularization properties that mitigate overfitting even without exhaustive
tuning. Furthermore, the observed reduction in the accuracy gap ratio carries practical significance for credit risk modeling,
where model robustness and out-of-sample reliability are paramount.

A model that maintains lower performance degradation from training to test data is more trustworthy in production
environments, where unseen data distributions may deviate from historical training patterns.

The fact that QSVR achieved this advantage while using the same regularization parameters (C = 10, € = 0.1) as classical
SVR indicates that ZZFeatureMap introduces structural regularization through its encoding mechanism, through geometric
properties of quantum state spaces and the concentration phenomena associated with high-dimensional Hilbert spaces.

In conclusion, this comparative analysis provides empirical evidence that QSVR with ZZFeatureMap represents a robust and
viable alternative to classical SVR for credit default prediction.

While QSVR does not outperform classical SVR in terms of raw RMSE under the current experimental setup, its consistently
lower generalization gap and enhanced overfitting resistance position it as a promising approach for risk sensitive regression
tasks.

The results suggest that Quantum kernel methods may offer advantages in generalization stability rather than predictive
accuracy, a distinction that aligns with emerging understanding in the quantum Machine Learning literature.

4.3 SVM and QSVM for binary classification

The second task considered to test the potential quantum advantage of Quantum Support Vector Machines was related to a
binary classification problem. In this peculiar case, the dataset subject to the analysis was a default classification over a
sample of companies based on the values related to the financial ratios that constitute the Altman Z-score model.

With respect to the regression task, this time the target variable was the dichotomous variable called Default, defined as:

1 = if the firm defaults

Default = {0 = otherwise

Features and target analysis

Before training the models, the empirical distribution of the target variable was examined. The dataset shows a moderately
imbalanced structure, containing 2,299 observations in non-defaulting position and 1,701 in a defaulting one, respectively

corresponding to 57.48% and 42.52% of the total sample. For the formal quantification of the imbalance degree, the balance
#Default

#No Default

substantially lower than 1 denote an increasing degree of imbalance.

ratio was computed as Balance Ratio = where values nearer to 1 indicate perfectly balanced classes, whereas values

As Figure 10 shows, the balance ratio of 0.74 reflects a moderate imbalance, meaning that defaulting firms are less
represented, but the discrepancy is not so large as to raise concerns on the stability of standard classification tasks.

Default distribution

2298 Observations in class 0 (No default): 2299 (57 4R8%)
Observations in class 1 (Defaulth 1701 {42.52%)
Balance ratio {Dedault/No Default): 73.989%

2000 4

1701

1500 4

Frequency

1000 4

No Default (0} Default (1)
Drafault

Figure 10: Default distribution in the dataset

Secondly, a univariate features distribution analysis was conducted to study the statistical properties of the features, the
presence of skewness or outliers and the weight of each variable in the discrimination between defaulting and non-defaulting
firms.
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Figure 11 shows the univariate distributions of the single features.

What emerges is that the features do not follow a multivariate Gaussian structure, mainly for the presence of skewness and
large tails.

WC/TA and RE/TA exhibit a moderate symmetric distribution around their respective means, but the large left tails may
indicate scenarios of structural liquidity or a reduction in profitability.

In contrast, EBIT/TA has a narrower dispersion around positive values, reflecting stability in the operating profitability. The
real divergence is visible from the distributions of ME/TL and S/TA, since both of them show strong positive skewness and
heavy right tails, reflecting heterogeneous market equity levels and turnover of assets in revenues.

These characteristics highlight the need to standardize the model features and suggest the use of kernels which are able to
manage non-linear relationships, as is needed in this case.
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Figure 11: Features distribution

Analyzing the distribution of the default status with respect to each single feature, the explanatory variables reveal patterns
which are statistically relevant and financially consistent with the economic meaning of the Altman Z-score ratios. From a
general point of view, defaulting firms tend to exhibit lower values across the key indicators, as shown in Figure 12.

Starting from WC/TA, defaulting firms show a distribution evidently shifted towards negative or near-zero values, indicating
a weaker short-term liquidity level, suggesting a difficulty among these firms in covering short-term obligations, taking to a
heightened insolvency risk.

Looking at RE/TA, the broad separation between classes appears evident: defaulting firms are concentrated in the region of
negative retained earnings, a sign of accumulated losses over time.

This is consistent with the interpretation of RE/TA as a proxy of the firm’s age, stability and long-term profitability, since a
persistent deficit position is a typical signal of a deteriorating financial position.

As for the default distribution with respect to EBIT/TA, defaulting firms show a clearly decreased operating profitability: as it
is a proxy to measure the firm’s capacity to generate earnings from the total available assets, lower values indicate
inefficiencies in operations or diminishing margins, both predictors of future financial distress.

ME/TL exhibits the strongest discriminative behavior among the other variables: the non-defaulting firms present a large
range of market equity in relation to their liabilities, whereas defaulting ones show a strong concentration on the left side of
the distribution.
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Figure 12: Default distribution by features

This aligns with the financial theory as a low value in market equity is an indicator of limited market confidence, which
increases the vulnerability to default events.

Lastly, S/TA shows a less pronounced, however evident, separation between classes, with defaulting firms showing a lower
asset turnover.

This suggests reduced efficiency in converting assets into revenues, which relates to an operational underperformance,
symptom of financial distress. In light of these considerations, this class-conditional features distribution confirms the strong
explanatory power of Altman ratios, that show fully consistent financial patterns that are in line with established theories on
bankruptcy prediction (Ohlson, 1980) (Beaver, 1966) (Nguyen, 2023).

After analyzing features distribution also with respect to the default classes, a final analysis has been conducted on
correlation among features and target, represented by the related matrix in Figure 13.

Correlation matrix
Default -0.38 050 -037 -037
WC/TA
RE/TA

EBIT/TA

JUBI311J200 UoIIR[aII0D)

ME/TL

Figure 13: Default-features correlation

The results confirm the insights previously obtained through the feature distribution analysis. All the explanatory variables
exhibit negative correlations with the default indicator, which is consistent with respect to the observation that defaulting
firms tend to have weaker levels of liquidity (WC/TA), lower cumulative profitability (RE/TA), reduced operating performance
(EBIT/TA), lower market valuation relative to liabilities (ME/TL) and a weaker asset turnover (S/TA).
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The most negative relation between a feature and the target is the one of RE/TA, which exhibits a correlation of -0.5, and
this aligns with the leftward shift of the related class-conditional distribution, reflecting the clear link between accumulated
losses and financial distress.

Another interesting observation must be made on ME/TL, which, despite showing the clearest visual separation between
classes, presents a moderately negative correlation of —0.37, mainly due to its skewed and heavy-tailed distribution, that
attenuates the linear association captured by Pearson’s coefficient.

Thus, this is an indicator of non-linear dependencies in the dataset, a fact that encourages the suitability of nonlinear Support
Vector Machines kernels and quantum feature maps for this dichotomous classification task. The moderate correlation values
observed indicate the absence of severe multicollinearity and confirm the contribution of each ratio in distinct dimensions
of the financial information.

Model selection process

To implement a rigorous model selection procedure, a grid search was performed over several configurations of the RBF
kernel, which is the standard nonlinear choice in Support Vector Machine classification tasks. The search grid includes
different regularization strengths C € (0.1,1,10,25) and different values of the kernel coefficient y € (0.001,0.01,0.1,1),
given its central role in determining the influence radius of each support vector and thus the smoothness or complexity of
the decision boundary.

y controls the spread of the Gaussian kernel. Small values lead to smoother, more generalized boundaries (risk of
underfitting), while large values create sharper, more complex separations (risk of overfitting).

Given the dichotomous nature of the problem, the metric adopted to evaluate each configuration was the accuracy score:
TN+TP

TN+FP+FN+TP
respectively.

where TP, TN, FP, and FN denote true positives, true negatives, false positives, and false negatives,

Each combination of hyperparameters was evaluated through a 5-fold cross-validation process, from which both mean in-
sample and mean out-of-sample accuracy were extracted.

These values were used to compute the accuracy gap: AccuracyGap = Accuracy,¢ — Accuracy,,,s and the corresponding

)x 100.

. . . AccuracyGa
relative accuracy gap ratio: AccuracyGapRatlo = <7p
Accuracyyg

A strict acceptance range between -1.5% and 1.5% was adopted for the accuracy gap ratio, in order to discard models
affected by underfitting or overfitting.

Among the configurations satisfying this criterion, only those achieving an out-of-sample accuracy above 90% were retained.
The best model for each random seed was then selected as the configuration with the smallest accuracy gap in absolute
value; if none exceeded the accuracy threshold, the model with the highest out-of-sample accuracy was chosen.

This entire procedure was repeated over five different random seeds, producing one optimal configuration per seed. A final
ranking step was then applied in order to identify the globally best-performing model across all seeds. The random generation
of seeds brought to the selection of five best models, reported in Table 1. Since the accuracy score values can be compared
up to the 20th decimal, the table shows the results rounded up to the second decimal digit.

Seed c 14 Accy Accoyr Accyap Accyqp Ratio
6719 0.1 0.001 0.5998 0.5994 0.0005 0.08%
324 0.1 0.01 0.8948 0.8944 0.0005 0.05%
5332 0.1 0.1 0.9343 0.9344 -0.0001 -0.01%
4257 1 0.01 0.9438 0.9438 0.0001 0.01%
5911 1 0.01 0.9471 0.9469 0.0002 0.02%

Table 1: Best models from Grid Search

As shown in Figure 14, the best combination coming from the selection procedure described above was (C = 0.1, y = 0.1).
After identifying this best-performing hyperparameter configuration, a robustness assessment was conducted using it as
reference.
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Figure 14: Best model parameters combination from Grid Search

The objective of this second stage was to determine the stability of the Support Vector Machines model in presence of
different random partitions of the dataset and to identify the instance achieving the best classification performance, to be
used as benchmark for the subsequent comparison with the quantum-enhanced version of the algorithm.

Proceeding with the same selection strategy adopted for the regression task, one hundred different random seeds were
generated and, for each of them, a 5-fold cross validation procedure was performed: for each random seed, the SVM model
was trained and evaluated over five completely different train-test set splits, computing the mean in-sample and out-of-
sample accuracy scores, the related gap, both in absolute and relative terms through the accuracy gap ratio. Consistently
with respect to the severe selection criteria previously adopted, only models showing an accuracy gap ratio within the interval
[-1.5%, 1.5%] were considered as valid, in order to exclude any case of a substantially observable underfitting or overfitting.

Among all the remaining candidates, the model achieving the highest out-of-sample accuracy score was selected as
benchmark SVM model for the following comparison with Quantum Support Vector Machine models. An additional control
was also implemented to manage potential cases where no model would be valid for the chosen accuracy gap ratio range,
opting for the model presenting the highest out-of-sample accuracy as a fallback option. Figure 15 shows the distribution of
the out-of-sample accuracy across the hundred simulations. Each point corresponds to the mean accuracy obtained over five
folds for each random seed, while the dashed green line denotes the overall average accuracy score across all simulations.
The configuration emphasized in red corresponds to the best performing one. For completeness its seed and accuracy value
were reported too. This model with random seed 9146 and accuracy of 0.9410 has been selected as the benchmark for the
classical SVM.
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Figure 15: Out-of-sample accuracy over 100 simulations (5-fold CV). The red dot marks the model achieving the highest
accuracy, used as benchmark for QSVM comparison

RISK MANAGEMENT MAGAZINE — Volume 21, Issue 2 = 44 =



As can be observed, the distribution of the out-of-sample accuracy values over the 100 simulations is a clear clue of the SVM
model stability across a large number of random partitions of the dataset. As Table 2 reports, the accuracy values exhibit a
narrow dispersion around the global mean of 0.9385, with values ranging from 0.9363 to 0.9410.

This is a practically unimportant variability, suggesting that the selected hyperparameter configuration is not sensitive to data
randomization or to sample heterogeneity implied by implementing a K-fold procedure.

This evident robustness is highly relevant in the context of credit risk modeling, where the model stability is often regarded
as a critical requirement in operative scenarios. The consistency emerging from the results obtained is also a good indicator
of the good balance between bias and variance of the model, confirmed by the extremely small accuracy accuracy gap ratio
observed.

Avg Accyys 0.9385 £ 0.0009

Min Acc,y; 0.9363

Max Accyye 0.9410

Avg Accyap 0.0021 + 0.0011
Avg Accyqp, Ratio 0.22%

Table 2: Aggregate statistics of 100 simulations (5-fold CV)

The selection of a benchmark SVM model through 100 independent simulations constitutes a statistically sound method for
a process designed for the comparison with different QSVM structures. The reliance on a single train-test split takes with it
the risk of incorporating a selection bias that may cause distortion in the performance assessment. The repetition of a 5-fold
cross-validation on a consistent number of random seeds implies a convergence to a more reliable and trustworthy
estimation of the classifier’s generalization ability.

Furthermore, the choice of the model with the highest out-of-sample accuracy among the set of models satisfying the
accuracy gap ratio criterion guarantees at the same time to obtain as reference a best-case yet stable configuration of the
classic SVM under identical validation conditions. In conclusion, this approach guarantees fairness in the comparative
analysis, since any improvement implied by the use of quantum-enhanced classification models can be attributed to their
representational power rather than to incidental data splits or tuning variability.

SVM-QSVM binary classification outcomes

The final comparison between classical and quantum-enhanced SVM was conducted using as reference the benchmark SVM
model, with the objective to evaluate whether quantum feature maps based on different rotational gates could provide an
advantage in terms of classification accuracy or generalization capability compared to the best classical SVM setup.

In order to isolate the effect of quantum embeddings on classification performance, two complementary families of feature
maps were chosen. The first choice was related to the single-qubit angle encoding. This is a data embedding technique largely
used in Quantum Machine Learning, which consists of encoding each single numerical feature as a rotation angle of a qubit
through a parametric single-qubit gate R € {R,, Ry, R,}. In general terms, for a given feature vector X = (X, Xy, ..., X5) €

n
R™, the angle encoding builds a quantum state ® R, (f(x;))|0) where a € {x,y, z} is the rotation axis, and f(x;) is the
i=1

function converting each feature value into an angle, which can be also defined with the term gain.

Angle encoding is a good technique which can be applied to QSVM binary classification tasks, mainly for its shallow depth
and efficiency, which makes it a suitable baseline to probe axis-specific data geometry in a controlled manner (Schuld and
Petruccione, 2021).

Moreover, angle encoding constitutes a fundamental building block for the realization of more complex feature maps that
also include entanglement, as in the ZZFeatureMap. The second choice to make concerned the use of the Pauli-based
ZZFeatureMap with full entanglement which, as already explained in the previous section, inherent to the regression task,
increases the expressivity in cases where features of a dataset show correlation (Havli¢ek et al., 2019), albeit at the price of
having deeper circuits with an increased computational time (Thanasilp et al.,2024).

This last consideration justifies the compared evaluation of both angle-encoded and entangled maps under the same
validation protocol. Furthermore, according to recent comparative studies (Akpinar, Islam, and Oduncuoglu, 2024), the
application of rotation gates-based quantum feature maps proved to be highly efficient in terms of accuracy in binary
classification problems.
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Regarding the evaluation method applied to this classification task, in order to ensure a fair comparison, the same validation
protocol applied to the benchmark SVM model was used: a 5-fold cross-validation scheme was applied for both SVM and
QSVM models using the seed corresponding to the benchmark model previously obtained.

This ensures that each model is trained and tested on identical data partitions, eliminating any potential performance
variation due to differences in the dataset splitting phase.

As anticipated, for the quantum models, several parameterized quantum feature maps were tested, differentiated by
rotation gate, depth of the circuit and gain parameter modulating in different ways the input encoding.

All the computations related to the QSVM were executed by the application of the Qiskit’s FidelityStatevectorKernel. The list
of combinations tested, together with their circuit schemes, with the exception of the ZZFeatureMap ones, shown in the
regression task analysis, is presented in Figures 16-17-18.

Non-entangled R, gates: this configuration was tested with m, 2r rotations and different repetitions (1, 2).
Non-entangled R, gates: the same configurations were applied.
Non-entangled R, gates: again, the previous configurations were adopted.

ZZFeatureMaps: two configurations with respectively depth 1 and 2, both with full entanglement, were tested.
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Figure 16: Non-entangled R, feature maps

QSVM Ry d1l 2pi - Depth=1 QSVM Ry d2 2pi - Depth=2 QSVM Ry d2 pi - Depth=2

a0 JE8- do
o B8 a0
7. - a2
a: Sl 0
a: N qs

o

a1

aqz

o
TITY

yihsh ik
TITT

Figure 17: Non-entangled R,, feature maps
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Figure 18: Non-entangled R, feature maps

Before analyzing the results obtained, it is important to notice that feature maps using R, as reference rotation gate need to
be implemented with H gates.
-i6/2 0

0 i0/2) which only affects the global phase and is not
e

This is related to the nature of the R,(8) gate structure: (e

0
observable. The structure is applied to R,(8)|0) = e~'2|0) = |0), so that no kernel will be able to identify values which are

different from 8, since the state always remains |0). Introducing a Hadamard gate creates a superposition H|0) = %(|O) +

9 0
|1)), such that the application of R,(8) acts on relative phases, creating different states, R,(8)H|0) = \% (e™'2]0) + e'z|1)).

After testing all the configurations presented, the different results observable from their related confusion matrices were
obtained, as shown in Figures 19-20-21-22.
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Figure 19: Non-entangled R, confusion matrices
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Confusion Matrices - Seed 9146 (Batch 2/2)
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Figure 20: Non-entangled R,, confusion matrices
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Figure 21: Non-entangled R, confusion matrices
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Figure 22: Fully entangled ZZ confusion matrices

As can be noticed from Figures 19, 20, and 21 the three rotation-based feature maps exhibit a remarkably similar behavior.
Both Ry and Ry achieve test accuracies in the range of 95.6%—96.0%, with highly balanced confusion matrices and recalls
close to 95% for both classes. This confirms that single-qubit embeddings based on rotations around the X and Y axes are
already sufficient to exploit the non-linearity induced by quantum state amplitudes and the fidelity-based kernel. The absence
of entanglement does not compromise performance, as the exponential dimension of the Hilbert space (25 = 32 in this case)
and the non-linear structure of the Quantum kernel ensure a significant expressive power. Regarding the R, feature map,
this one shows a comparable behavior with respect to the previous ones, when in combination with the initial Hadamard
layer, especially when considering gains m and 2m. However, for intermediate gains (e.g. m/2), the performance slightly
degrades (test accuracy = 93.5%), and the confusion matrix shows a lower recall for class 1. This sensitivity confirms that
phase-based encoding can underperform when the angles are too small or when the embedding does not generate a
sufficiently rich interference pattern (Schuld and Killoran, 2019) (Peters and Schuld, 2023) (Havlicek et al., 2019). Table 3
reports the accuracy values measured for each different configuration.

Feature Map Train Acc. Test Acc. Gap
QSVM_Rx_d2_pi 95.95% 95.63% 0.0032
QSVM_Rx_d1_2pi 95.95% 95.63% 0.0032
QSVM_Rx_d2_2pi 96.50% 95.97% 0.0053
QSVM_Ry_d2_pi 95.95% 95.63% 0.0032
QSVM_Ry_d1_2pi 95.95% 95.63% 0.0032
QSVM_Ry_d2_2pi 96.50% 95.97% 0.0053
QSVM_Rz_d2_pi 95.95% 95.63% 0.0032
QSVM_Rz_d2_pi2 93.60% 93.52% 0.0008
QSVM_Rz_d2_2pi 96.50% 95.97% 0.0053

Table 3: Performance comparison of rotation-based feature maps without entanglement
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About the ZZ feature maps, as shown in Figure 22, they achieve the best overall results across all tested feature maps,
yielding test accuracies around 96.0%—96.1%, with the deepest configuration of depth 2 achieving the highest training
accuracy at 97.02%. The confusion matrices here exhibit a very high recall for both classes, similar to the rotation-based
maps, but with slightly fewer false negatives for the minority class.

The improvement is modest but consistent and it is explained by the addition of entanglement, which enables the kernel to
capture second-order interactions of the form x;x;. This result aligns with the theoretical motivation for Pauli-ZZ feature
maps, which explicitly encode pairwise feature correlations through entangling operations.

The small generalization gap (= 0.008) indicates that these deeper circuits do not introduce overfitting, likely due to the
regularizing effect of the kernel-based classifier. As for the rotation-based feature maps, Table 4 reports the results from the
previous image.

Feature Map Train Acc. Test Acc. Gap
QSVM_77_d1_full 96.48% 96.02% +0.0045
QSVM_Z7_d2_full 97.02% 96.13% +0.0089

Table 4: Performance of the entangling ZZFeatureMap

Across all feature maps, the QSVM consistently outperforms the classical SVM baseline by approximately 1.5-2 percentage
points in test accuracy, with substantially improved recall for both classes. Rotation-based feature maps already offer a strong
embedding, confirming that superposition alone, even without entanglement, is sufficient to obtain a quantum advantage in
this task.

However, the ZZFeatureMap yields the best overall performance, validating the hypothesis that entanglement enhances
feature expressivity by encoding second-order correlations directly at the quantum level.

This map therefore represents the most expressive and effective embedding tested, while rotation-based feature maps offer
a lighter-weight yet highly competitive alternative with lower circuit complexity.

4.4 SVM and QSVM for multiclass classification

The last comparative application study of SVM and quantum-enhanced SVM performances was related to a multiclass
classification task inherent to different rating classes over 4,000 firms. In this case, the target variable was Rating, containing
five different classes from A to E, each one attributed to different intervals of the Altman Z-score, computed according to the
main reference formula and the related predictors. In particular, the attribution of each observation to the respective rating
class was implied by the following intervals.

if Z>3.25
if 1.65 < Z <3.25
ifl<Z <165
if0.25<Z<1
ifZ <0.25

Rating =

Mo Om >

Features and target analysis

In this classification task an accurate analysis of target and features distribution was conducted once again. As can be clearly
seen in Figure 23, the distribution of observations is not uniform across rating classes. Class C is the most represented
(28.27%), followed by B (24.30%), D (20.52%) and A (18.22%), while class E is significantly underrepresented (8.67%).

This moderate imbalance suggests that the classification task may be more challenging for the minority class, particularly for
models that rely on distance-based separability such as SVMs and Quantum kernel methods.

In particular, class E includes fewer samples, and this may result in a lower accuracy in capturing observations falling into that
category if the model fails to capture the subtle patterns that distinguish it from the neighboring class D.

Nevertheless, the imbalance is not extreme, and class proportions remain adequate to allow effective multiclass learning
without requiring resampling strategies.

Regarding the features distribution analysis, this was conducted following the same pattern seen in the binary classification
task.
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Figure 24 shows the empirical distributions of the five financial ratios already used as predictors in the other scenarios. From
an aggregate point of view WC/TA, RE/TA and EBIT/TA present evident skewness and heavy tails in their respective
distribution.

Their narrow ranges of values suggest that most firms are concentrated within compact intervals and that they may
contribute to the class separation through subtle differences in dispersion.

A more informative representation is available in Figure 25 which shows rating class-conditioned distributions directly
reporting the kernel density estimates, revealing that the aggregated distributions mask an ordinal structure across the five
rating classes: the densities of WC/TA, RE/TA and EBIT/TA shift monotonically from class A and B toward the low-intermediate
ones, with class E appearing in the lower tail of each feature.

This confirms the relation between low levels of profitability and liquidity and diminishing rating scores, in line with financial
intuition: lower-rated firms tend to exhibit weaker working capital, retained earnings and operating margins.
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Figure 24: Features distribution in multiclass classification scenario
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Figure 25: Features distribution by class in multiclass classification scenario

About the ME/TL ratio, it exhibits the strongest difference from a normal distribution, being characterized by an extreme
right tail which is extended beyond 60. From the rating class-conditioned distributions plot, what emerges is that the heavy
tail is almost totally attributable to class A firms, whose high capitalization results into a wide density with significantly higher
values compared to all the other classes. On the other hand, classes D and E remain clustered near zero, for exactly the
opposite reason.

The conclusion is that ME/TL plays again a key non-linear role mainly in discriminating higher-rated firms (A and B) from
lower-rated ones. Finally, regarding S/TA, this ratio displays again a right skewness in the overall distribution, which is clarified
by the class-conditioned distribution analysis: classes A and B are placed in the upper range, indicating a greater efficiency in
generating sales from assets, whereas classes D and E are mainly concentrated on lower values. As a result, S/TA may prove
to be useful for separating the intermediate classes (C and D) from the extremes.

In summary, the combined analysis from the figures highlights an ordinal pattern across the feature space. Each rating class
dominates a distinct subregion, with clear transitions along the scale from A to E. This proves the relevance of non-linear
classifiers, as Quantum kernel models, in exploiting their distributional geometry to capture the adjacent complex boundaries
separating the different rating categories.

To complete the features distribution analysis, the correlation matrix in Figure 26 shows a light correlation among features,
with coefficients ranging from 0.00 to 0.33, indicating that features encode largely distinct financial dimensions, lowering the
risk of multicollinearity.

As a matter of fact, the highest correlation is observed between RE/TA and EBIT/TA, which is to be expected, since both ratios
reflect profitability-related characteristics. Nevertheless, this relation is moderate, and this suggests that each variable
provides unique information about the firm’s financial condition.

As regards WC/TA, this ratio shows low correlations with all other indicators (between 0.18 and 0.25), a fact that confirms
the complementary relation between liquidity-oriented indication and profitability and leverage measures. On the other
hand, ME/TL shows a non-linear correlation with other features, with its values ranging from 0.00 to 0.28. The lack of linear
dependence indicates its nature of independent variable of class separation, in particular between high-rated and low-rated
firms. In a similar way, S/TA shows weak correlations (0.08 with RE/TA and 0.00 with ME/TL), suggesting that efficiency in
turning assets into sales constitutes a distinct explanatory channel. To conclude, the correlation matrix completes the
features distribution analysis on the dataset. Features show heterogeneity, weak correlation and absence of strong linear
dependencies, enhancing the potential benefits of using non-linear classical or Quantum kernels to map these relations into
richer feature spaces.
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Figure 26: Features correlation matrix for multiclass classification task

Features and target analysis

When it comes down to the model selection process, the same strategy already adopted for the binary classification task was
used, performing a preliminary grid search based on a 5-fold cross-validation over 5 different random seeds, selecting the
best performing model in line with the already specified strategy, based on a restricted range of accuracy accuracy gap ratio
and out-of-sample accuracy. With respect to the previous task, only the best C parameter value detected (0.1) was compared
with different configurations of y for RBF kernel, resulting in what Figure 27 exhibits, confirming the previous configuration
(C =0.1,y = 0.1) to be the most ideal parameter combination for building the model.

Grid Search - Best hyperparameters per seed

1.0
0.8
-
8
= 0.6
3
g
o
- N
n K:rbf K:rbf
] C:0.1 €:0.1
= | Gamma:0.1 Gamma:0.1
© 0.4 || Gap:0.0037 | Gap:0.0038 Gap:0.0041
] Acc:0,.8533 Acc:0.8515 Acc:0.8515 Acc:0.8512
=
0.2 4
0.0 -

Seeds

Figure 27: Best model parameters combination from Grid Search — the green bar indicates the best model

This configuration was tested with a 5-fold cross-validation over 100 simulated scenarios, each represented by a different
seed. The model taken as benchmark, again, was chosen based on the highest out-of-sample accuracy score. The best model
identified was the seed 7,760 with an out-of-sample accuracy of 0.8540, as indicated in Figure 28.

RISK MANAGEMENT MAGAZINE — Volume 21, Issue 2 = 53 =



100 Simulations with 5-Fold CV - Best Model: {'C': 0.1, 'gamma’': 0.1, 'kernel': 'rbf'}

go.aj‘:- F,]l N "\_' I I

s | ' |

Igo.asz I|| |T | “ l | .'f l' I’ ]I [\

S (PR A L A R

- | \ N\ A i‘ A I~I ) RIS 'T"; IRl i

Efo.am rl r ||— -I; \1 l I| .': | | 1|’ | | / I‘]| l#ll\ ,rll : IT ”‘j *']l \l\ m ’ : ;; W "f\.'

U H T Y A

éuaw- ;l Y :’ .\-/l \i ||| f |~ & ll { Ales o.us-w]
| |
/

N | ; D

40

(] B0 100

Simulation Index (Random Seed)

Figure 28: Out-of-sample accuracy over 100 simulations (5-fold CV).

As previously seen, the red dot marks the model

achieving the highest accuracy and being used as benchmark for QSVM comparison

OvO technique

The difference between this task and its binary version was the use of a

techniqgue commonly adopted in cases of multiclass

classification performed using Support Vector Machines, known as One-vs-One (OvO) technique. The general idea is that,
since SVMs are by nature binary classifiers, the multiclass prediction can be reformulated as a collection of binary

subproblems.

As a matter of fact, the One-vs-One strategy foresees that a separate
K(K-1)

resulting in
into 10 pairwise classifiers.

binary classifier is trained for each pair of classes,

distinct SVM models for a K-class problem. For the five rating classes considered in this study, this results

At prediction time, each classifier casts a vote for one of the two classes it was trained to distinguish, and the final label is

assigned according to a majority-voting rule.

This framework proves to be particularly appropriate in this context for two reasons:

1. A pairwise formulation allows each classifier to focus on the specific decision boundary between two adjacent classes,

which is especially valuable in ordinal settings such as credit-rating pred

iction.

2. OvO tends to yield better empirical results when classes exhibit heterogeneous distributions or overlapping regions in

feature space, as observed in the preliminary dataset analysis.

For these reasons, the OvO strategy was at the basis of the choice of the RBF kernel, other than for the feature distribution,
and was adopted for all classical SVM baselines in the multiclass experiments, ensuring a robust and interpretable

decomposition of the classification task.

SVM-QSVM multiclass classification outcomes

The comparison between classical and quantum-enhanced SVM followed the same selection conditions adopted in the binary
classification task, thus conducting a 5-fold cross-validation for each possible combination of QSVM feature map.

For this multiclass classification task, the quantum feature maps were specifically designed to exploit both single-qubit

rotations and multi-qubit entanglement, with the purpose of capturing
used as predictors. In particular, the models evaluated included:

higher-order correlations among the financial ratios

ZZFeatureMap. This configuration was set as before with full entanglement and depth 2, encoding pairwise feature
interactions through Pauli-ZZ gates, while maximizing connectivity among qubits.

This choice was motivated by the fact that the same configuration emerged as the best-performing feature map in the binary

classification problem.

-54 -

RISK MANAGEMENT MAGAZINE — Volume 21, Issue 2



q

qs

Gn

-
-
-
HEHE

‘“_-_;_.I:
LEi

o EHE &
q:»;é—-—é--n

qs

s

8

Figure 29: Complete Pauli feature map {Z,XX,YY,ZZ} — Circular entanglement
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Figure 30: Complete Pauli feature map {Z,XX,YY,ZZ} — Full entanglement
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Pauli feature maps. Pauli feature maps generalize the structure of the ZZFeatureMap by allowing the inclusion of additional
Pauli operators beyond the standard {Z,ZZ} pair. In this study, two operator sets were considered: {Z,ZZ} and
{Z,XX,YY,ZZ}.

The first configuration serves as a baseline extension of the ZZFeatureMap, while the second introduces the XX and YY
operators, enabling the encoding of additional second-order interactions that act on different directions of the Bloch sphere
and allowing the feature map to explore a richer Hilbert space by introducing correlations that involve both bit and phase flip
components, rather than relying solely on phase correlations (as in the case of ZZ).

Furthermore, these extended Pauli maps were used to investigate whether enhancing the expressivity of the embedding
through additional two-qubit interactions can lead to an improved classification performance.

Both circular and fully connected entanglement patterns were tested to evaluate how qubit connectivity impacts the
resulting kernel.

Rotation-based R, feature maps with entanglement. Here, the input features modulate single-qubit R, rotations, followed
by entanglement layers arranged either in circular or full structure, as in the configuration described above.

These feature maps extend phase encoding by correlating qubits through chains or complete networks of CNOT gates,
enabling the representation of higher-order non-linear combinations of the input variables across multiple qubits.

Taken together, these configurations were chosen to compare a large set of quantum embeddings with an increasing
expressive power, capable of representing complex multi-qubit interactions in the data.

Figures 29 and 30 show the complex structure of Pauli feature maps just described, both with circular and full entanglement,
together with the entangling R;-based feature maps, described by Figures 31 and 32.
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Figure 31: Entangling rotation-based feature map R, — Circular entanglement
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Figure 32: Entangling rotation-based feature map R, — Full entanglement
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The difference is clear between circular and full entanglement, where the first differentiates for the fact of having a pairwise
entanglement forming a cycle but not entangling each single feature with each other.

To clarify the role of qubit connectivity in the quantum feature maps considered, it is useful to explicitly distinguish between
circular and fully connected entanglement structures. In the circular configuration, qubits are entangled only with their
nearest neighbours, forming a closed cycle in which each financial ratio interacts pairwise, but not simultaneously with all
others. This topology limits circuit depth and interaction density while still enabling the encoding of structured second-order
dependencies. In contrast, full entanglement implements an all-to-all connectivity pattern, where each qubit is entangled
with every other qubit, allowing the feature map to represent all pairwise interactions among the input variables. This
configuration maximizes the expressive capacity of the quantum embedding and provides a direct mechanism to map
moderate correlations observed in the data—such as those identified in the correlation matrix—into the quantum state
through explicit multi-qubit interactions.

From the execution of each combination, the results reported in Figures 33 and 34 were obtained.
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Figure 33: Multiclass classification results - ZZFeatureMap and complete Pauli feature maps

The classical SVM trained on the benchmark seed and configuration achieved a test accuracy of 85.40% with an extremely
low accuracy gap, denoting a stable generalization.

The confusion matrix showed systematic misclassifications among the intermediate classes (particularly B, C and D), and a
marked difficulty in discriminating between classed D and E. This proved to be consistent with the distributional analysis
presented earlier, as these classes share similar support in several financial ratios.

As regards QSVM results, the best performance was obtained by the ZZFeatureMap with depth 2 and full entanglement,
reaching a test accuracy of 92.87% with a moderate gap of +0.0097.

The confusion matrix highlights substantial improvements across all classes, especially for B, C and E. The accuracy on class
E, the most underrepresented and most difficult to classify, increased dramatically compared to the classical SVM, confirming
the ability of the Quantum kernel to exploit higher-order feature correlations induced by the entangling operations.

These results have been coherent with the distributional structure of the dataset, where class E exhibited displaced densities
across most features.

With reference to the Pauli feature maps, tested in the two variants previously shown, the performance revealed to be
intermediate between the outcomes of classical SVM and ZZFeatureMap.
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More specifically, as visible from the figures, the Pauli map circular entanglement achieved an out-of-sample accuracy of
89.22%, while the fully entangled reached an even higher level of accuracy, of 91.30%.

The inclusion of XX and YY operations, which introduced amplitude-based interactions in the addition to the phase-based
ZZ terms, improved the separability for intermediate classes, however showing a performance which is slightly below that
of pure ZZFeatureMap.
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Figure 34: Multiclass classification results - Pauli feature map with {Z, ZZ} and entangling Rz-based feature maps

This may suggest that the dataset primarily benefits from phase correlations between each other features, in line with the
observed ordinal progression across most of the financial ratios.

In the end, observing the entangling R;-based feature maps, configured with depth 2 with both circular and full
entanglement, they both achieved high out-of-sample accuracy scores, of 91.68% and 90.90% respectively.

Despite the slightly lower outcome, their configurations still outperformed the classical SVM by a large margin. The more
regularized structure of the circularly entangled map seems to have contributed to the better performance.

Looking at the overall results, QSVM consistently outperformed their classical version by 4 - 7%. High-intermediate classes B
and C benefited from quantum embeddings, with an observed strong reduction in cross-misclassifications, whereas even
better results were achieved in terms of the classification of the worst rating class, E: while classical SVM failed to separate E
and D, all quantum models classified correctly an evident higher number of samples falling in E.

These improvements confirm the earlier analysis of features distribution, showing that quantum feature maps, especially
those involving entanglement, are capable of embedding the input data into highly non-linear and higher-dimensional Hilbert
spaces, enhancing class separability where the classical kernel struggles.

This is in line with recent literature (Zhang et al., 2024) (Schuld, Sinayskiy, and Petruccione, 2015) (Bhattacharjee, Fuad, and
Hossain, 2024).

5. Conclusions

In this paper, the potential applications of Quantum Machine Learning have been thoroughly analyzed, with a specific
comparative study quantum Support Vector Machines for regression and classification tasks, both binary and multiclass. The
conclusion from this work is that quantum-enhanced structures, for their nature and characteristics connected with quantum
mechanics, allow to overcome classical models in problems connected with the modeling of datasets where data are difficult
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to predict or classify. In these cases, fundamental quantum properties as the entanglement are able to create relations among
features of a model that classical structures could not detect, thanks to an increased precision in training and test phase.

As a matter of fact, with a specific reference to classification tasks, fully entangling feature maps reached the best outcomes,
with an increased accuracy and stability between training and test set, especially in the multiclass classification context,
where the presence of separating adjacent classes brought a minor accuracy of the Classical RBF kernel in classifying the
observations by their actual rating classes.

In a future perspective, Credit Scoring and Credit Risk fields might prove to be ideal for the study and implementation of
possible quantum-enhanced algorithms that could compete and overcome traditional procedures currently used in the
sector. As demonstrated by the several references presented in this project, literature has literally flourished in the last few
years, producing many works exploring other applicative models traditionally spread in Machine Learning, as Quantum Neural
Networks applied to risk assessment and portfolio optimization (Udaru, 2025), which might overcome the current ones in
the next future.

Another interesting and fascinating research field recently explored is more oriented to create hybrid Machine Learning
models, where the introduction of quantum elements in the classical structure of models may allow to solve problems and
tasks traditionally not easy to overcome, with a reduction in training time and a better capacity to detect complex patterns
in data than classical models (Schetakis et al., 2024).

On this basis, this comparative study may be expanded in future development lines, both from a methodological and an
applicative point of view. Some possible research patterns to follow might be oriented to apply the models presented to even
more incomplete datasets, where patterns among features are difficult to detect and where distribution of data presents
large skewness. Development of fit-for-purpose feature maps, depending on the characteristics of single datasets might be
explored, or some applicative quantum-enhanced strategies might be experimented in other scenarios of Risk Management,
like pricing or hedging strategies.

The Quantum Computing field is still developing and physical limitations connected with the delicate environmental

conditions required to make quantum computers highly functioning and efficient may affect its growth in the short term.

Nevertheless, up to 30 years ago, even classic computers were not able to execute a large number of operations that today
are considered elementary, but research has demonstrated that those limits could be overcome, so it is still not determined
that quantum computers would fail in the attempt of being miniaturized, as it has been for classic architectures.

An important contribution in recent times is constituted by cloud computing, which might represent a good alternative in
the next few years. However, the current advantages in applying quantum strategies to traditional methods are now starting
to emerge, and it paves the way to continue exploring possible efficient and effective solutions.
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Abstract

The level of environmental vulnerabilities is elevated in Sub-Saharan Africa. This study adopted an African perspective to
evaluate the impact of capital market development on environmental sustainability, drawing on inclusive theoretical and
empirical constructs of the nexus between the two. Beyond carbon emissions as a proxy for environmental quality, the study
added proxies for natural resources and forest depletion to examine the relationship. The sample consisted of 10 countries,
and data were collected between 1993 and 2022. Econometrically, we applied panel-estimated generalized least squares,
cross-section seemingly unrelated regression with panel-corrected standard errors, dynamic ordinary least squares, and fully
modified ordinary least squares to investigate the static and dynamic relationships between the variables. Our observation
was that the impact of stock market development on environmental sustainability depends on the proxy used to measure
environmental sustainability. By and large, we observed that, on the one hand, stock market development significantly
increases carbon emissions and, on the other hand, reduces forest and natural resource depletion. This study recommends
that stock exchange regulators strictly enforce mandatory environmental impact disclosures and financial reporting
regulations to ensure compliance by listed firms. For instance, regulators should require listed extractive industry firms to
provide environmental accountability as part of their annual financial reporting, ensuring continuous compliance and ongoing
monitoring of their environmental impacts. The issuance of climate-backed financial securities, such as green and brown
bonds, is recommended to encourage firms to fund their green projects and to help firms with high emission rates transition
to environmentally sustainable production methods.

Keywords: stock market development, sustainability, carbon dioxide emissions, Africa

JEL Codes: C33, 016, Q54, Q56

1. Introduction

Environmental sustainability has become an urgent policy issue in Africa over the past few decades, given the myriad
environmental challenges and the attendant risks confronting the continent. Issues of biodiversity loss, susceptibility to extreme
climate events, water, land, and air pollution, and deforestation have been cited as the leading ecological risks bedeviling Africa
(Houfi and Farhat 2025). The severity and intensity of environmental problems have far-reaching socio-economic consequences
for the continent's citizens. For instance, it is projected that by 2030, health-related costs resulting from environmental extremes
will reach 4 billion US dollars in African and developing countries (Wreford and Topp, 2020). Adverse consequences of water
scarcity, extreme drought, coastal erosion, and flooding are entrenched across Africa (World Meteorological Organization,
2022). It has equally been reported that climate change-induced food insecurity exposed 278 million Africans to hunger in 2022
(Food and Agriculture Organization [FAQ] 2022). Environmental crises pose threats to citizens’ well-being, quality of life, and
livelihoods, especially in developing countries. Consequently, there is a need to address the mounting environmental threats,
and failure to implement mitigation policies to achieve a sustainable environment may have dire consequences for present and
future generations in Africa. The 2030 Agenda and Agenda 2063 encourage African nations to develop and implement practical
strategies and policies towards achieving environmental sustainability.

The question of how, and to what extent, stock market development (SMD) initiatives and policies can be leveraged to mitigate
environmental crises has not received adequate policy attention or conceptualization in Africa. However, the United Nations
Economic Commission for Africa (UNECA 2024) noted that a robust continental capital market is needed if Africa is to achieve
its sustainable development goals. UNECA (2024) argues that, given the fiscal, environmental, and political risks, Africa urgently
needs to scale up the development of its capital markets to enable economic growth and sustainable development. The current
literature suggests that capital markets in Africa are underdeveloped, fragmented, and poorly capitalized. For instance, data
from the World Bank's Global Financial Development (GFD) indicators show that Africa’s stock market capitalization (SMC) has
been less than 54% of its gross domestic product (GDP) from 2000 to 2022. The African continent has a limited number of capital
market institutions, with relatively few listed domestic corporations that can contribute meaningfully to sustainable socio-
economic development. Against this background, literature proposes some linkages between SMD and a sustainable
environment. Theoretically, it is argued, based on the Environmental Kuznets Curve (EKC) hypothesis (Kuznets 1955), that the
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beginning phase of SMD is associated with increased environmental degradation, since at the early stages of SMD, economic
growth is in infancy, and countries do not generally factor environmental quality into economic activities and decisions (Kuznets
1955). The mature stages of SMD correspond to reduced degradation, as well-capitalized stock markets make credit available to
corporations for investments in environmentally friendly production technologies and energy innovations (Paramati et al., 2018).
The EKC theory posits an inverted U-shaped relationship between SMD and environmental sustainability (ES). Additionally, the
business-consumption theory provides practical mechanisms through which the impact of SMD filters on the natural
environment is transmitted. Advocates of this theoretical orientation claim that developed capital markets supply cheap and
affordable long-term credit to listed businesses, which enable them to engage in research and development (R&D) in energy
innovations, thereby encouraging firms’ adoption of environmentally responsive manufacturing technologies and reduced
resource consumption (Shari et al. 2020; Ulucak et al. 2020; Ahmed et al. 2021b; Khan and Hou 2021a; Nyeadi 2022).

On the empirical literature front, some studies report that SMD promotes environmental sustainability by reducing carbon
dioxide (CO2) emissions (Paramati et al. 2018; Chang et al. 2020; Wen et al. 2020; Zhao et al. 2023), thereby confirming the
business-consumption theory. The second stream of empirical studies finds that SMD contributes to environmental degradation,
thereby reducing sustainability (Khan et al. 2020; Xu et al. 2022; Chiu and Zhang 2023). The contradictory empirical reports and
arguments suggest that the debate over the impact of SMD on ES remains inconclusive, underscoring the need for further
academic research to uncover new evidence. Aside from the inconsistent empirical outcomes, another important weakness in
the current literature is that most studies used carbon emissions as a proxy for ES. This study argues that measuring
environmental pollution solely by carbon emissions is inadequate, and the literature can be extended by using other proxies.
This study addresses the gap by combining carbon emissions and forest depletion to proxy ES. In the study, the static long-run
impact of SMD on ES is determined using panel-estimated generalized least squares (EGLS) cross-section seemingly unrelated
regression (SUR) with panel-corrected standard errors (PCSE). Dynamic analyses are built on the dynamic ordinary least squares
(DOLS) framework. Furthermore, we applied the fully modified ordinary least squares (FMOLS) for robustness. The study uses a
sample of 10 African countries. The data period is from 1993 to 2022. To a greater extent, data completeness influenced both
the sample size and the time period.

The study makes three major contributions to the literature. Firstly, the study emphasizes the multidimensional nature of
environmental sustainability and enhances its measurement by introducing variables for natural and forest resource depletion,
as well as CO2 emissions. In the context of SMD-environmental sustainability literature, prior research has yet to pair SMD with
forest depletions. What is currently known from the available studies is that ES is measured solely by carbon emissions. Second,
in terms of econometric methods, this study’s application of the panel EGLS cross-section SUR with PCSE in the context of the
SMD-environment nexus is innovative, as prior research mostly relied on first-generation, short-run static estimations and time-
series techniques (Nguyen et al., 2021; Nasir et al., 2021). The EGLS cross-section SUR with PCSE panel is efficient in controlling
for cross-sectional dependence, serial autocorrelation, and heteroskedasticity, which are commonly found in panel data sets
(Mance, Vilke, and Debelic 2020). Third, this study employs a single indicator (SMC) of SMD, in contrast to some prior research
(Chiu and Zhang 2023) that utilized a composite index. The statistical robustness of computing composite indices cannot be
guaranteed, as the computational processes have been questioned and criticized for being subject to discretion (Kacem et al.,
2019). Additionally, there has been no consensus among econometric researchers regarding the use of aggregate indices
(Makoni 2016). This study argues that variable aggregation oversimplifies a concept and produces misleading sector-specific
policy proposals.

The rest of the paper is organized as follows: Section 2 reviews the theoretical and empirical literature, while Section 3 presents
the data and methodology. Empirical results and discussion are given in Section 4, while Section 5 ends the paper by outlining
the conclusion and recommendations.

2. Literature review

2.1 Theoretical Framework

The mechanisms by which SMD enhances or devastates the natural environment are theoretically clarified by the business-
consumption hypothesis. Proponents of this theoretical channel argue that the development of the capital market facilitates
R&D undertakings by listed corporations, enabling them to adopt environmentally sustainable manufacturing techniques (Nyeadi
2022). The ability of stock market institutions to foster a sustainable environment is attributed to their provision of financial
resources to listed enterprises for R&D investments in renewable energy (Ahmed et al. 2021b; Khan and Hou 2021b). Some
scholars have argued that access to capital market funding is a primary factor in the corporate sector’s adoption of less energy-
intensive or scientifically improved manufacturing technologies (Shari et al. 2020; Ulucak et al. 2020). However, according to
Acheampong (2019), affordable credit from capital markets is a source of capital for corporations’ expansionary operations —
the procurement of new plant, machinery, and production equipment, which has the potential to increase firms’ usage of energy
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resources, potentially leading to negative environmental consequences. This line of argument seems to be supported by some
studies (Khan et al. 2020; Xu et al. 2022; Chiu and Zhang 2023), which contend that stock market’ credits' promote extractive
industry firms, especially oil and gas companies, and energy-powered enterprises to embark on intensive exploration and
productive operations, which end up degrading the ecological resources. Relatedly, Ridwan et al. (2024) lend credibility to the
EKC theory by arguing that the impact of capital markets on environmental degradation is channeled through growth in real
sector economic activities. The initial stages of economic growth, occasioned by production and manufacturing activities, are
associated with higher pollution and reduced environmental sustainability, as the EKC hypothesis predicts (Kuznets 1955).

2.2 Empirical Literature Review

Initially, one might think that stock market activities have no connection to the natural environment. However, some studies
have shed light on the transmission channels through which a country’s SMD and its natural environmental well-being are related
(Bai 2021; Ridwan et al. 2024). The impact of stock market activities on the environment is filtered through economic production:
stock markets provide financial resources for production and service operations and serve as a benchmark for measuring
economic well-being (Ridwan et al. 2024). Empirically, some studies provide econometric evidence suggesting that SMD
accelerates the development of a sustainable environment by mitigating the impacts of its CO, emissions (Paramati et al. 2017;
Chang et al. 2020; Wen et al. 2020; Zhao et al. 2023; Ali and Makoni, 2026). This is because liquid markets finance clean
technologies for eco-friendly production systems. On the contrary, a few studies report that SMD exacerbates environmental
degradation, thereby reducing sustainability (Khan et al. 2020; Xu et al. 2022; Chiu and Zhang 2023). This is because financing
for oil and gas exploration, a key driver of environmental degradation, is often sourced from markets.

The nexus between SMC and economic development with respect to carbon emissions was investigated in Nguyen, Huynh, and
Nasir (2021). Panel econometric modeling, such as the GMM, was adopted in the analysis. The key finding of the study was that
economic growth significantly and positively impacts carbon emissions, whilst SMC was reported to have a negative impact on
carbon emissions. However, the impact was reported as weak. In a related study, Nasir, Nguyen, and Le (2021) examined the
determinants of environmental pollution in Australia using time series econometrics. The study reported a bidirectional causality
between economic advancement and carbon emissions. Unlike Nguyen, Huynh, and Nasir (2021), who reported evidence for
the EKC hypothesis, Nasir, Nguyen, and Le (2021) did not arrive at the same conclusions.

The environmentally beneficial impact of stock market development is equally explained by its ability to spearhead the growth
of renewable energy supply, which helps reduce carbon emissions and improve environmental well-being (Alam et al. 2021).
Focusing on both developed and emerging market economies, a few studies (Parmati and Alam 2018; Habiba and Xinbang 2022;
Mundonde and Makoni 2025) show that stock market development induces a decline in carbon emissions in developed
economies relative to developing countries, whose capital markets are less capitalized. Ridwan et al. (2024) assessed the factors
affecting the sustainability of the USA environment from 1990 to 2022 using the ARDL statistical bounds testing procedure.
Empirical evidence shows that financial market activities negatively impact the environment whilst positively impacting industrial
development. Furthermore, Adow (2024) examined the environmental sustainability impacts of Saudi Arabia’s stock market
development, using data from 1995 to 2022. The study concluded that stock market development facilitates sustainable
environmental outcomes.

Having shown that none of the studies reviewed have proxied ES using forest resource depletion, a gap this study seeks to
contribute to the literature, the succeeding section alludes to the methodological terms underpinning the study.

3. Methodology
3.1 Data, variables, and sample

The dependent variables in the study are carbon dioxide (CO2) emissions, natural resource depletion (NRD), and forest resource
depletion (FRD). Natural resources and forest depletion are incorporated into the study because they directly capture changes
in the continent's stock of natural capital. Forests and natural resources provide critical ecosystem services, including biodiversity
conservation, climate regulation, carbon sequestration, and resource provisioning. Our focal independent variable is SMD,
measured by SMC. Although we used stock market capitalization as an indicator of stock market development, it should be noted
that the indicator primarily reflects the size of the equity market rather than its liquidity, efficiency, inclusiveness, or quality of
financial intermediation. Four control variables, comprising urban population growth (UPG), economic growth (GDPGR), trade
openness (TO), renewable energy consumption (REC), and global financial crisis (GFC), were included (Dietz & Rosa, 1994). Data
for each of these variables (except GFC) were obtained from the World Bank’s World Development Indicators (WDI) for the
period 1993-2022 (30 years, inclusive) across 10 selected African countries, yielding approximately 300 country-year panel
observations in an unbalanced panel structure. The sampled countries include Egypt, Ghana, Kenya, Mauritius, Morocco, and
Nigeria. The remaining are Namibia, South Africa, Tanzania, and Zambia. Given that not all African countries have stock
exchanges, we selected our sample countries based on the availability of the necessary data for our purposes. The sample period
is from 1993 to 2022, as the emergence of stock trading activities in Africa from 1993 (except for South Africa, whose stock
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market began in 1975) resulted in data availability only for the selected countries from this period. The variables are defined in

Table 1.

Variable Type Indicator Unit of Measurement Expected sign Source

Outcome variable: CO2 emissions Yearly CO2 emissions (metric tons, scaled by N/A WDI

Environmental GDP)

sustainability Natural resources | Total natural resources rents (excluding N/A WDI
depletion (NRD) forest rents) from oil, natural gas, coal, and

minerals (% of GDP)
Forest resources | Total annual forest rents as a product of total N/A WDI
depletion (FRD) roundwood harvested, market price, and
rental charges (% of GDP)

Independent variable Stock market | Annual capital market capitalization of +/- WDI
capitalization (SMC) domestic firms as a percentage of GDP

Controls variables Growth of urban | Growth of urban population (% of total +/- WDI
population (UPG) national population)
Economic growth | Economic growth (annual % growth +/- WDI
(GDPGR)
Trade openness (TO) Trade scaled by GDP +/- WDI
Renewable energy | Renewable energy consumption as % of total - WDI
consumption (REC) energy used
Global financial crisis | A dummy variable having O for the pre-GFC +/- Authors
(GFC) period and 1 for the post-GFC period

Source: Authors’ work (2025) using the World Bank’s WDI database
Table 1: Variables and their measurements
3.2 Econometric Model Specification

We follow Adeleye et al. (2023) in setting up our empirical models to examine the static long-run impact of SMD on
environmental sustainability, assuming a linear relationship among the variables.

ES = f(SMC,UPG,GDPGR,TO,REC,GFC) (D

Transforming the linear functional notation model (1) into a logarithmic structure and inserting representative proxies for the
dependent variable, we obtain the following estimable empirical models 2 to 4.

LnCOzit = ,80 + ﬂanSMCit + ,BanUPGit + ,83LnGDPGRit + B4—LnT0it + ﬁSLTlRECit + ﬁﬁGFCit + Eit (2)
LnNRD;, = By + BiLnSMCy, + BoLnUPGy, + BsLnGDPGR;, + BoLnTO; + BsLnREC, + BeGFCy + &1 (3)
LnFRDl-t = ﬁg + ﬁanSMCit + ﬁanUPGit + B3L7’lGDPGRit + ﬂ4LnT0it + ﬁSLTlRECit + ﬁﬁGFCit + Eit (4)

From these models, CO2 represents carbon dioxide emissions, NRD denotes natural resource depletion, and FRD denotes forest
resource depletion. SMC is the stock market capitalization, used as a surrogate for SMD. UPG is urban population growth, GDPGR
is gross domestic product used as a proxy for economic growth, TO is trade openness, REC is renewable energy consumption,
and GFC is the 2008 global financial crisis. B; to B¢ These are the parameters whose values we want to estimate.

To analyze the dynamic long-run relationships among our variables, we adopt a dynamic (DOLS) model used by Nguyen et al.
(2021).

a
Yie = Bl Xy + Z 6;jAX; ey + Vi Dy + & (5)
==

The g in model (5) symbolizes the number of lags and leads embedded in the model.
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For robustness, we applied the fully modified OLS (FMOLS) estimator to assess the statistical validity of the DOLS results.
The FMOLS results were obtained by estimating the following model.

V= (=)= (22) 0, + (222) poxe - 5) - (6)

Both DOLS and FMOLS estimators can control for autocorrelation in long-period panels.
The DOLS system uses lags and leads to correct for autocorrelation, whereas FMOLS uses the Newey-West process to account
for residual serial autocorrelation.

3.3 Econometric Estimation Strategies
3.3.1 Cross-Sectional Dependence Testing

Applying standard panel econometric estimation procedures, we initiate data estimation in the software by first checking for
cross-sectional dependence (CD) in our dataset, which enables us to determine the appropriate panel unit root method to
implement (Nguyen et al. 2021; Adeleye et al. 2023).

It is also meant to avoid unreliable regression estimates and inferences (Pesaran 2004). We implement the Pesaran (2004, 2007)
CD test, which applies to both small and large panels (Adeleye et al., 2023), by estimating the model configuration used by
Nguyen et al. (2021).

p—-1
AV = m¥eq +vi6i + z 0 Yie—j tee (7

=

Where §;; defines the deterministic part and Z?;ll 0;j Y; - being the Augmented Dickey-Fuller (ADF) test, while &;; represents

the cross-sectional error term, which comprises the errors of individual units and the system’s white noise. Therefore,

& = Wie +60if; )
We substitute (8) into (7) to obtain model (9).

p—-1

AV, = mY g + V6 + Z 0ij Vie—j+ e +6:ft (9)
Jj=1

The hypotheses underpinning Pesaran’s (2004, 2007) CD state as follows: Ho: 8; # 0 and H1 = 0. The Ho may be rejected at 1% or
5% statistical level (Adeleye et al. 2023).

3.3.2 Panel Unit Root Testing

After ascertaining the prevalence of CD in our sample countries, the next step was to conduct a stationarity assessment of the
panel data to avoid spurious regression estimates.

We applied Bai and Ng's (2004) second-generation test to evaluate the presence of a unit root in our data, and we estimated a
model of the general format:

Yie = ¢+ vie + AF + 1 (10)

This approach decomposes the panel structure into three sub-structures: common factors (F;), factor weightings (4;) and
idiosyncratic error term (t;;).

The process, as described by Bai and Ng (2004), controls for cross-sectional dependence by modeling the common factors and
idiosyncratic elements to provide unit root information, under the null hypothesis that all units in the panel contain a unit root.
The final part of the estimation process pertains to establishing the long-run cointegration properties of the panel data.
Motivated by Nguyen et al. (2021), we relied on the data's stationarity to ascertain long-run relationships among the variables.
The presence of first-order cointegration (I(1)) at the 1% level suggests that the variables are appropriate for a dynamic panel
investigation (Nguyen et al. 2021).
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4 Empirical regression results and discussion of findings
4.1 Preliminary Diagnostic Analysis

We begin by presenting preliminary statistical estimates, including descriptive statistics, correlations, variance inflation factors
(VIFs), cross-section dependence, and panel unit root tests. The descriptive statistics are based on the raw data, and the results
are reported in Table 2.

For brevity, we limit the interpretation to the study's core variables (CO2, NRD, FRD, and SMC). The results show that SMC for
the sampled African countries averaged approximately 48.785% of GDP over the period, with a deviation of 68.239%. CO2’s mean
score stood at 81.124 metric tons, ranging from 1.44 metric tons to 487.908 metric tons, with a deviation of 127.191 metric
tons. The average for NRD was 6.335% of GDP, with a deviation of 5.957%, ranging from a maximum value of 35.264% to a

minimum of 0.002%. FRD possesses a mean of 2.185% of GDP and a standard deviation of 2.955%.

Variable Obs. Mean Median Max. Min. Std. Dev. VIF 1/VIF
SMC 218 48.78 20.75 322.71 0.00 68.23 1.17 0.85
COa 300 81.10 20.05 487.90 1.42 127.19 N/A -
NRD 290 6.33 4.61 35.26 0.00 5.95 N/A -
FRD 290 2.18 0.61 13.89 0.00 2.95 N/A -
UPG 300 46.09 43.06 70.21 17.64 12.76 1.65 0.60
GDPGR 300 3.86 4.10 15.32 -14.54 3.22 1.03 0.96
TO 269 73.07 70.11 130.44 27.23 24.83 1.14 0.87
REC 290 40.34 30.30 90.70 4.90 31.51 1.64 0.60
GFC 290 0.48 0.00 1.00 0.00 0.50 N/A -
LnCO2 LnNRD LnFRD LhSMC LnUPG LnGDP LnTO LnREC GFC
LnCO2 1.00
LnNRD 0.02 1.00
LnFRD -0.28%** 0.67%** 1.00
LnSMC 0.45%** -0.08 -0.22*** | 1.00
LnUPG 0.39%** -0.03 -0.33*** | 0.38%** 1.00
LnGDP -0.13** 0.24%** 0.15** -0.18%** -0.13** 1.00
LnTO -0.48%** | -0.19*** -0.05 -0.21%** 0.10* 0.00 1.00
LnREC -0.45%** | 0.44%** 0.23%** -0.34%** -0.63*** 0.15** -0.07 1.00
GFC 0.10 0.06 -0.11* 0.14%** 0.22%** -0.14%** -0.00 -0.12%* 1,00

Notes: ***; ** and * indicates significance at 1%, 5% and 10% respectively

Table 2: Summary statistics, correlation estimates, and VIF

The results from Table 2 further reveal the absence of multicollinearity among the variables, as none of the VIF values exceed 5,
and the correlation coefficients are relatively low and moderate.

The highest correlation coefficient is observed between NRD and FRD (r = 0.670, p < 0.01), followed by that of REC and UPG (r =
-0.631, p > 0.1). TO and GDP exhibit the lowest correlation coefficient (r = -0.0086).

4.2 Cross-sectional Dependence and Panel Stationarity Testing

To determine the presence of cross-sectional dependence among our sample countries, we conducted four CD tests, including
the Pesaran (2007) test, and reported the results in Table 3A. The null hypothesis being tested is that the units are cross-
sectionally independent, whereas the alternative hypothesis is that they are cross-sectionally dependent.

The results of the four tests provide evidence to reject the null hypothesis and support the alternative hypothesis, as the
corresponding p-values are less than 0.05.

We therefore conclude that our sample countries are cross-sectionally dependent.

Consequently, we apply the Bai and Ng (2004) second-generation panel stationarity test to assess the level of unit root in our
sample variables. The results in Table 3B confirm that our variables are integrated of order one | (1). This result indicates that
the variables converge at a long-run equilibrium position.

This means we can perform long-run dynamic analysis using the variables, consistent with Nguyen et al. (2021), who concluded
that establishing stationarity in first differences suggests the variables are suitable for dynamic analysis.
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Breusch-Pagan Pesaran scaled .
. Pesaran CD test Bias-corrected scaled LM
Variable LM LM

Test Stat. Test Stat. Test Stat. Test Stat.
LnCO: 4283.42%** 130.47*** 65.44%** 128.80***
LnNRD 3598.71*** 112.04%** 59.92%** 110.43%**
LnFRD 3811.36%** 119.50*** 61.71%** 117.89%**
LnSMC 2625.49%** 74.26*** 50.07*** 72.59***
LnUPG 3942.41*** 118.91*** 62.68%** 117.24%**
LnGDPGR 545.91*** 3.76%** 7.33%%* 2.09%**
LnTO 2560.41%** 72.05%** 49.90*** 70.18***
LnREC 3999.95%** 120.86%** 56.82%** 119.19%**

Table 3A: Panel cross-sectional dependence test results
Intercept and Order of
Constant . .
trend integration

LnCO: 0.22 -2.76%* (1)
LnNRD 3.23%** 1.41 I (0)
LnFRD -2.46%** -2.54%** (1)
LnSMC S4.21¥** -6.57*** 1(1)
LnUPG -3.84%%* -4 46*** 1(1)
LnGDPGR -2.44%* -4 21 %** (1)
LnTO -3.33%** -3.41%** (1)
LnREC -0.23 -4.32%%* 1(1)

Source: Notes: *** for p <0.01; and ** for p <0.05

4.3 Empirical Results and Discussion

Table 3B - Bai and Ng- Panic test

4.3.1 Static Long-run Impact of SMD on Environmental Sustainability

Conscious of the existence of cross-sectional dependence among our sample countries, following Adeleye et al. (2023), we
estimated our three models with CO2 emissions (model 1), NRD (model 2), and FRD (model 3) as dependent variables to test the
impact of SMD on these three measures of environmental sustainability.

Findings from EGLS are presented in Table 4.

Evidence is provided that carbon emissions positively respond to SMC activities, whilst the influence of SMC activities on NRD
and FRD is significant and negative.

This study’s findings conflict with some prior studies (Habiba and Xinbang 2022; Zhao et al. 2023; Ridwan et al. 2024; Adow
2024), which report that SMD negatively affects carbon emissions and, therefore, underpines environmental sustainability.

The researcher posited that only through liquid, well-developed capital markets can economies adopt and finance
environmentally friendly technologies and production systems.

Our finding, however, supports some studies (Khan et al. 2020; Xu et al. 2022; Chiu and Zhang 2023), which posit that SMD
engenders environmental degradation and thus reduces sustainability, highlighting that credits from capital markets propel
environmental pollution by oil and gas companies as well as emboldening energy-intensive and extractive industries to undertake
environmentally unwholesome practices.

Contrastingly, the NRD and FRD models provide evidence that in Africa, SMD contributes to reversing the depletion of natural
resources and forest resources.

This finding suggests that policymakers must create institutional mechanisms to encourage listed companies to incorporate
environmental issues into their operational strategies.

Regarding control variables, evidence shows that UPG negatively and significantly affects ES, regardless of the ES proxy used. A
1% increase in the urban population in Africa is associated with approximately a 2% increase in carbon emissions.In the same
light, a 1% increase in UPG depletes natural resources by approximately 3%.
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Model Model 1: DV = LnCO> Model 2: DV = LnNRD Model 3: DV = LnFRD
Variable Coefficient Std. Error Coefficient Std. Error Coefficient Std. Error
C 11.43 0.88 2.32 1.86 -1.16 1.53
LNSMC 0.16*** 0.03 -0.33%*** 0.07 -0.23%** 0.04
LNUPG 2.06%** 0.17 3.72%%* 0.39 3.17%** 0.31
LNGDPGR -0.16** 0.06 -0.13 0.11 -0.22%** 0.09
LNTO -3.46%** 0.13 -4.66%** 0.27 -4 1 T7*** 0.23
LNREC -0.59%** 0.07 1.60%** 0.17 2.32%*x* 0.12
GFC -0.03 0.11 0.65** 0.26 -0.07 0.18

Source: Authors’ estimations from EViews 12, 2025. Notes: *** for p < 0.01; and ** for p <0.05
Table 4: Panel EGLS cross-section SUR with PCSE results

More so, according to models 1 and 3, there is a statistically significant inverse relationship between the proxy for ES and GDPGR.
Similarly, TO makes a positive contribution towards ES at 1% level of significance. Evidence shows that carbon emissions, natural
resource depletion, and forest resource depletion decline significantly as Africa opens trade with the rest of the world. Moreover,
the study's evidence supports the view that increased renewable energy use reduces carbon emissions. On the other hand, we
observe that in Africa, REC results in the depletion of forests and renewable resources at 1% level of significance. Lastly, our
study did not observe a significant effect of the GFC on carbon emissions and forest resources depletion. This is not the case
with regard to the depletion of natural resources. The GFC contributed to the depletion of natural resources.

4.3.2 Dynamic Long-run Impact of Stock Market Development on Sustainable Environment

Table 5 presents the results of the DOLS estimator. The estimator was applied to examine the influence of SMD on the three ES
proxies, namely CO2 emissions, NRD, and FRD. The CO2 model provides evidence that at the 1% level, SMC exacerbates ES in
the African region, especially through the carbon-emission channel in the long run. This situation can be attributed to the
corporate effect theoretical conceptualization, which asserts that stock markets provide capital for firms to pollute the
environment through investments in oil and gas exploration and energy-intensive industries (Khan et al. 2020). However, when
the ES is proxied by NRD and FRD, the findings are that SMD development contributes to environmental quality. The levels of
natural resources and forest depletion tend to decline as SMC develops, and the effect is significant at the 1% level.

Model Model 1: DV = COz Model 2: DV = NRD Model 3: DV = FRD
Variable Coefficient Std. Error Coefficient Std. Error Coefficient Std. Error
LNSMC 0.18%** 0.03 -0.37*** 0.08 -0.19*** 0.05
LNUPG 1.87*** 0.15 3.26%** 0.42 2.50%** 0.28
LNGDPGR -0.29*** 0.06 -0.41** 0.16 -0.471%** 0.11
LNTO -3.16*** 0.11 -4,01*** 0.32 -3.38*** 0.21
LNREC -0.68*** 0.05 1.16%** 0.15 2.22%** 0.10

Notes: *** for p < 0.01; and ** for p < 0.05

Table 5: Panel DOLS estimation results

Furthermore, irrespective of the proxy for ES used, the growth in the urban population is detrimental to ES in the African region.
Across the three models, the coefficients are significant at the 1% level and positive. On the other hand, these models show that
economic growth enhances environmental quality by reducing carbon emissions and forest depletion. The same effect is
observed with regard to TO. The evidence suggests that as African countries are opened to trade with other countries, the quality
of ES tends to improve. The effect is observed at 5% level of significance. Furthermore, the study concluded that REC at the 1%
level contributes to long-term pollution abatement in Africa. However, when natural resources and forest depletions are
considered, REC has a depleting effect and hence contributes to environmental degradation. This potentially counterintuitive
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finding may be explained from the standpoint that large-scale renewable energy projects such as hydropower dams, solar, and
wind farms may require significant natural resource extraction during construction.

4.3.3 Robustness Analysis of SMD’s Impact on Environmental Sustainability

Table 5 presents the robustness checks. It can be observed that the FMOLS and DOLS findings are, to a large extent, similar in
terms of statistical significance and the direction of the explanatory variables' impact on the dependent variable. This confirms
the robustness and the reliability of the estimations underpining the study.

Model CO2 model NRD model FRD model
Variable Coefficient SE Coefficient SE Coefficient SE
LnSMC 0.11%* 0.04 -0.21** 0.11 -0.18** 0.07
LnUPG 1.79%** 0.20 4.19*** 0.50 3.03*** 0.33
LnGDP -0.22%** 0.08 -0.55%** 0.19 -0.43%** 0.13
LnTO -2.92%x* 0.18 -3.54%** 0.45 -2.81%x* 0.30
LnREC -0.70%** 0.09 1.93%** 0.22 2.56%** 0.14

Notes: *** for p < 0.01; and ** for p < 0.05

Table 6: FMOLS robustness results

5 Conclusions

Africa faces mounting environmental vulnerabilities, while its capital markets are said to be underdeveloped, with limited trading
volumes, fewer listed firms, and undercapitalization. This study examined the static and dynamic impact of SMD on ES. This study
was motivated by three main reasons. First, we observe that leveraging SMD policies as environmental risk mitigation measures
has received inadequate policy attention and conceptualization. Second, both the theoretical and empirical literatures are
inconclusive about the precise role of SMD in achieving environmental sustainability; therefore, we deem it imperative to
conduct this study to document new evidence from an African perspective. Third, and most importantly, the extant literature
primarily measures environmental sustainability using CO2 emissions, as if environmental pollution were limited to air pollution
or atmospheric degradation. We address this measurement deficiency by using natural resource depletion and CO2 emissions,
along with other indicators, to proxy for environmental sustainability and account for the multidimensionality of the concept.
This study collected quantitative data from 10 countries between 1993 and 2022 and applied panel-estimated generalized least
squares (EGLS) cross-section SUR with PCSE, DOLS, and FMOLS to investigate the static and dynamic impacts of SMD on
environmental sustainability. We find that the impact of SMD on ES depends on how the ES is measured. Specifically, while SMD
has a positive and significant impact on CO2 emissions, it has a significantly negative impact on NRD and FRD. These findings
imply that, whereas capital market activities contribute to environmental sustainability by reducing depletion of natural and
forest resources, they also drive environmental pollution by increasing carbon emissions.

The policy implications of the study incline towards effective financial market regulation to curb negative environmental
externalities. The observation that SMD engenders carbon emissions does not suggest that development initiatives in the capital
markets should be discontinued. Rather, the findings highlight the importance of continuous development of capital markets
and the need for policy interventions and regulatory controls to reduce carbon emissions. Similarly, the finding that SMD
contributes to reducing natural and forest resource depletion implies that policies are required to consolidate. Overall, the
differential impacts of SMD on environmental sustainability imply the need for targeted mitigation policies to address
environmental emissions and consolidation policies to address natural resource and forest depletion. Thus, policies should not
be generic or uniform across different sectors.

Limitations and direction for future research

As every study has limitations, ours is no exception. In terms of scope and sample, this study focused on only 10 African countries
from 1993 to 2022, while many individual countries and regional stock exchanges were excluded due to data constraints. The
unbalanced nature of the panel implies that results should be interpreted in light of data availability limitations. Potential studies
may consider expanding the time scope and sample when data becomes available. Furthermore, we measured stock market
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development using only stock market capitalization largely on the grounds of data completeness and availability. SMC may fail
to capture important aspects of liquidity, efficiency, inclusiveness, or overall quality of financial intermediation. Future research
may utilize other indicators, such as stock value traded, the number of listed firms, and stock volume traded, to measure stock
market development when data are available. Finally, we observe that declining natural resources and forest rents may not
necessarily mirror minimal environmental degradation. Rather, factors such as price fluctuations may be at play. Future
researchers may use quarterly data if available. Future research can further explore the effect of the GFC on the relationship
under consideration. Future research can generate composite indices of the measures of ES and compare the findings to those
of our study.
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Abstract

This paper proposes C.A.R.E. (Critical Analysis & Review Engine), a framework for the structured epistemic analysis of complex
textual constructs, built on a deterministic aggregation engine. The system decomposes each instance into four isolated cognitive
archetypes: Procedural (11), Substantive (12), Analytical (13), and Resolutive (14); each produces a structured judgment comprising
a Key Assumptions Check (KAC), fragility classification, an operational prescription, and adversarial steelmanning. These
judgments, expressed on three ordered classes (A = Admissible, Rv = Revisable with reservation, E = Excluded, carrying veto
effect), are aggregated through a positionally invariant decision engine based on arrangements with repetitions, D(3,4) = 34 =81
ordered arrangements. These are partitioned into four asymmetric zones under a cascading hierarchy: Hard Veto (45
arrangements, triggered by 12 = E or I3 = E), Soft Veto (20 arrangements, triggered by |1 = E or 14 = E), Fluctuation (15
arrangements, no E present but =1 Rv), and Consensus (1 arrangement: four A judgments). The system’s primary output is the
CE Rating (Epistemic Class, CE-1 to CE-5), an ordinal scale that classifies the construct under examination into five traceable and
auditable levels of epistemic quality, determined deterministically by the zone to which the judgment vector belongs. The
combinatorial engine is verified by exhaustive enumeration across all 81 D(3,4) arrangements and across 256 extended
combinations incorporating the Rv+ diagnostic class (Qualified Revisable). All heuristic parameters are defined through expert
judgment; empirical validation constitutes the priority research agenda. The architecture is domain-agnostic; the default
configuration is calibrated for credit risk assessment (EBA/GL/2020/06), adopted here as the applied case study. This work stands
in methodological continuity with the author’s earlier publication, which developed the D(n,k) = n*k architecture in the context
of multi-model credit rating for Italian SMEs, and transposes it here to multi-archetype epistemic assessment.

Keywords: epistemic analysis, arrangements with repetitions, D(n,k), combinatorial engine, Hard Veto, Soft Veto, CE Rating,
sycophancy bias, Key Assumptions Check, structured analysis, decision intelligence, Al governance.

1) Introduction and Context

1.1) Context and Purpose

The assessment of complex constructs, such as research proposals, business plans, credit applications, and methodological
frameworks, is structurally exposed to two recurring vulnerabilities: monocultural bias, arising from dependence on a single
analytical perspective, and sycophantic drift, namely the tendency of Al systems to orient their judgments towards the user’s
implicit expectations rather than towards an objective assessment [2].

The tradition of structured analysis, developed within the field of intelligence analysis [3], has produced procedural techniques
for containing these biases: Key Assumptions Check (KAC), steelmanning, and typological fragility classification. C.A.R.E. proposes
to apply these techniques systematically to LLM-assisted analysis, integrating them with a deterministic combinatorial engine
that aggregates the judgments of different cognitive archetypes in a traceable and auditable manner.

C.A.R.E. is positioned as a structured diagnostic orchestration tool for qualified analysts, not as an autonomous decision-making
engine. The framework’s value proposition does not consist in claiming judgments epistemically superior to those of an expert
evaluator (a claim that would require empirical validation not yet available), but rather in transforming evaluative judgment into
a structured, traceable, and auditable process: the decomposition into four archetypes forces the explicit statement of
assumptions, separates the dimensions of analysis, renders reconstructable the path leading to the outcome, and introduces a
redundancy of checks that reduces exposure to individual evaluator error. The resulting CE Rating constitutes a structured
indication relative to the specific query performed; responsibility for the final decision remains with the qualified operator.

The framework is conceived as a domain-agnostic assessment architecture: archetypal decomposition and the combinatorial
engine operate identically on any textual construct. Credit risk is adopted as the elective case study, owing to the sector’s
documentary complexity, the stringent auditability and traceability requirements imposed by the regulatory framework
(EBA/GL/2020/06 [4], GDPR Art. 22, Al Act [5,6]), and continuity with the author’s earlier work, without this restricting the scope

1 The opinions expressed in the present work are attributable exclusively to the author. The methodological framework described is the result
of independent research and is not based on confidential databases or third-party know-how. The CE Rating constitutes a structured decision-
support indicator, not a validated probabilistic measure. Responsibility for the final judgment remains with the operator.
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of the architecture: reconfiguration for other domains is discussed in Sections 3.4 and 7.2, and the applied cases in Appendix A
deliberately include the academic domain as well.

This framework stands in methodological continuity with the author’s earlier work [1] on multi-model credit rating systems for
Italian SMEs, which first applied the D(n,k) = n*k architecture as an aggregation tool with temporal memory. The paper
transposes the same combinatorial logic from quantitative scoring to epistemological judgment, replacing the scores of financial
models with the outputs of cognitive archetypes.

1.2) The Principle of Positional Invariance in the D(3,4) Engine

The core of the combinatorial engine is the preservation of positional identity within the judgment vector. In the symmetric
aggregation of judgments (for instance, compressing results into combinatorial profiles with no memory of position), a critical
piece of information is lost: which archetype issued a negative judgment. Consider two arrangements: [A,E,A,A] and [A,A,E,A],
where A denotes a judgment of full admissibility and E an exclusionary judgment carrying veto effect (the complete taxonomy is
defined in Section 3.1). In a symmetric system, both would produce the same profile, {3xA, 1xE}, with an identical aggregate
score. In the asymmetric D(3,4) engine, by contrast, the two arrangements are categorically distinct.

In the vector [A,E,A,A], the veto occupies the 12-Substantive position, which in the credit assessment domain corresponds to the
theoretical core of the business plan or the conceptual soundness of the transaction. A veto in this position signals that the
construct’s fundamental content is flawed, regardless of the excellence of its formal documentation or contingency plans. In the
vector [A,A,E,A], the veto occupies the 13-Analytical position, which corresponds to the robustness of the quantitative data and
numerical consistency: a falsified or inconsistent figure invalidates the entire empirical basis. Both produce CE-5 REJECTED, but
the identity of the archetype in veto is preserved in the summary report accompanying the verdict, enabling radically different
operational prescriptions. This property, positional invariance, is the fundamental structural contribution of the D(3,4)
architecture.

1.3) Related Work and Positioning

The use of language models as evaluators (the LLM-as-judge paradigm) is now an established practice for the automated,
scalable assessment of textual outputs, but it is known to suffer from prompt sensitivity and from the systematic biases of the
single judge, including positional bias, namely the distortion induced by the order in which options are presented to the model
[11].

To contain single-judge biases, the recent literature has followed two main directions. The first is the aggregation of multiple
models: the Panel of LLM evaluators (PoLL) shows that a set of smaller models drawn from disjoint families outperforms a single
large judge and reduces its intra-model bias at significantly lower cost [9]. The second is multi-agent interaction with
differentiated roles and discussion, as in ChatEval [10] and in architectures inspired by judicial proceedings with explicit roles.

C.A.R.E. stands in continuity with the first direction (vendor heterogeneity as a safeguard against shared bias) but departs from
it on three planes. (i) Non-compensatory aggregation rather than majority voting or averaging: an asymmetric veto tree prevents
a flaw in the substantive or analytical core from being offset by excellence elsewhere, following a logic proper to risk assessment
rather than to generative evaluation. (ii) Isolation rather than debate: the archetypes do not interact; this choice is supported
by the observation that debate-based architectures tend to amplify biases as early as the first round, whereas non-interactive
forms of aggregation resist them better [12]. (iii) Determinism and traceability by construction: positional invariance (not to be
confused with the positional bias cited above, a distinct and undesirable phenomenon) preserves the identity of the archetype
that issued each judgment, making the dimension that triggered the outcome always identifiable, consistent with the
explainability and traceability requirements formulated by the regulator for risk models [4].

One design choice warrants explicit justification: why aggregate the judgments through a deterministic combinatorial rule rather
than through a meta-judge, that is, a further language model tasked with synthesising the archetypes’ judgments into a final
verdict. The deterministic rule offers four advantages specific to the application context. First, reproducibility: given the same
input votes, the outcome is identical and verifiable, whereas a meta-judge is a non-deterministic, prompt-sensitive LLM call.
Second, the absence of a new single point of failure: a meta-judge reconcentrates in the aggregation stage the very biases and
sycophantic drift that the multi-vendor panel had diluted, since a single model once again decides the outcome. Third,
auditability of the aggregation logic: the mapping of votes into zones and CE Ratings is an inspectable, formally verifiable rule,
whereas a meta-judge’s reasoning is an unverifiable, variable natural-language rationalisation. Fourth, a non-compensatory
guarantee by construction: the rule ensures that a fatal flaw (12 = E or I3 = E) cannot be overridden, whereas a meta-judge, being
a generative model, could be induced to compensate for it. The price of this choice is forgoing the meta-judge’s capacity to
weigh the content and intensity of the underlying reasoning and to handle borderline cases with greater finesse: a deliberate
trade-off, since in a regulated decision-support context reproducibility and explainability are not optional properties but
requirements, and a heuristic yet fixed and auditable rule is preferable to an adaptive yet opaque arbiter.

As for the sycophantic drift the framework aims to counter, the phenomenon is documented in the primary literature (Perez et
al. [7] and Sharma et al. [2], who traced its origin to biases in the human preference data used in training) and synthesised in
dedicated surveys [8]. A recent reformulation proposes replacing the category of sycophancy with that of complacency: not a
flattering intent, which models cannot possess, but a structural property (the tendency to accommodate the user’s framing in
the absence of corrective pressures) rooted in the training data and in reward signals that favour agreement [17]. The distinction
reinforces the motivation for this work: if complacency is structural, containing it requires architectural countermeasures that
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introduce epistemic friction into the evaluative process, rather than targeted fixes to the individual model. From this perspective,
the isolation of the archetypes, mandatory steelmanning, the non-compensatory veto, and the convergence monitoring (ICA)
adopted by the present framework constitute operational forms of such friction.

Evidence from 2025-2026 strengthens these choices on two fronts: aggregation by majority voting can produce incorrect
outcomes even when the individual evaluators express correct judgments [18]; and deliberation among agents shows a
progressive loss of factual elements and a homogenisation of positions [19], confirming with quantitative evidence the
observation on bias amplification in debate architectures [12]. The portability of the protocol to agent-based architectures is
addressed in Section 7.5.

The main methodological challenge shared with the entire research strand remains open: the transition from the qualitative
judgment of the individual archetype to the discrete vote {A, Ry, E}is not yet formalised in a standardised rubric, and the apparent
exactness of the combinatorial engine must not be mistaken for empirical validity of the verdict (a mathwashing risk). Defining
such a rubric and validating the framework on a sample with verifiable outcomes constitute the priority agenda (Section 7.2).

1.4) Comparison with the Unstructured Baseline

A direct question the framework must address is how it differs from the most immediate and widespread approach: opening
several independent chat sessions with a language model, pasting the same document into each (for instance, a set of financial
statements in PDF format), asking for an opinion, and then synthesising the responses. We define this procedure the
unstructured baseline. The comparison with it clarifies C.A.R.E.”s added value on five planes; it should be stated from the outset
that this is a structural comparison, not an empirical one: the sample-based demonstration of greater reliability relative to the
baseline is formalised as Objective 3 of the validation roadmap (Section 7.2) and is not claimed here as established.

First, imposed structure versus redundancy. Several sessions queried with the same generic prompt produce largely overlapping
analyses: the model tends to cover the same salient aspects, generating redundancy rather than complementary coverage of
the dimensions of judgment. C.A.R.E.’s archetypal decomposition instead requires each instance to examine a distinct,
predefined dimension (procedural, substantive, analytical, resolutive), separating by construction what the baseline leaves to
chance overlap.

Second, deterministic aggregation versus subjective synthesis. In the baseline, the reconciliation of diverging opinions is
entrusted to the operator’s subjective judgment, weighing and combining the responses with no explicit rule; the outcome is
not reproducible and depends on who reads them. In C.A.R.E., aggregation is a deterministic function of the arrangement of the
votes: given the same votes, the outcome is identical and verifiable, and the mapping logic is inspectable.

Third, a non-compensatory guarantee. The baseline has no mechanism preventing a positive opinion on formal aspects from
diluting a serious finding on the substantive core: subjective synthesis can, even unintentionally, compensate for a fatal flaw.
C.A.R.E.'s asymmetric veto tree structurally prevents this compensation (Section 3.3).

Fourth, resistance to anchoring on the metrics presented. A generic session tends to accept the document’s presentation as an
expression of its intrinsic value, anchoring on the indicators that the document itself highlights. The isolation of the archetypes
and the obligation for each to make its own assumptions explicit through the Key Assumptions Check instead force scrutiny of
what the presentation leaves in the shadows. This is particularly relevant in the credit domain, where the selective presentation
of indicators is a documented source of opacity [16].

Fifth, traceability and auditability of the decision. In the baseline, and particularly in its single-instance form entrusted to a
generative Al, the outcome reported to the user leaves no reconstructable trace of the path that produced it: what is decided
and communicated is not auditable, and the sequence of judgments leading to the conclusion remains implicit in the model’s
generation. C.A.R.E. instead preserves full tracking (which archetype issued which vote, the resulting arrangement, the zone it
belongs to, and the deterministic rule deriving the verdict from it), rendering both the outcome and the way it was reached
inspectable after the fact. This property aligns directly with the regulatory requirements for outcome traceability and for the
explainability of automated decisions (GDPR Art. 22, Al Act Arts. 12-13 [5,6]).

An honest caveat closes the comparison: none of these five points demonstrates that C.A.R.E. produces better judgments than
the baseline on a real sample. They establish that its architecture imposes a reproducible, auditable, non-compensatory
multidimensional examination where the baseline produces opinions that are unstructured, not objectively aggregable, and
untraceable. Direct empirical verification (against the unstructured baseline and against the majority vote of an ensemble) is
Objective 3 of Section 7.2.

1.5) Integration with Quantitative Methods and the Logic Layer Role in Hybrid Architectures

The framework is not conceived exclusively for the credit domain: it assesses complex constructs of any nature, as anticipated
in Section 1.1. Credit is the domain for which the default configuration is calibrated and the context in which the relationship
with established methods is most immediate to illustrate. In that domain there exists a mature family of quantitative methods:
scoring models based on logistic or probit regression, which estimate the probability of default from financial variables, and
Merton-type structural models, which derive insolvency risk from the market value of assets and their volatility. C.A.R.E. does
not belong to this family and does not compete with it: it estimates no probability of default and produces no actuarial score; its
role, described below, is logical and architectural in nature.

RISK MANAGEMENT MAGAZINE — Volume 21, Issue 2 = 76 =



C.A.R.E.’s relationship with these methods is not that of a subordinate qualitative complement, but that of a deterministic Logic
Layer. The D(n,k) combinatorial architecture comes from the author’s earlier work [1], where it operates as a deterministic
scoring and aggregation engine: from the determination of the annual score, through the two-year normalisation of each model’s
score, to the consolidation of the five two-year scores into a single quantitative score. That same work already envisages its use
as a logical verification layer within hybrid Al architectures, with non-compensatory constraints (hard stops) that a weighted
average cannot represent: for instance, a forced downgrade in the presence of bad loans reported in the Central Credit Register,
even against a favourable quantitative score. C.A.R.E. implements that prospect and extends it: it brings the archetypes’
qualitative judgments into the logical level and encodes the non-compensatory logic in the asymmetric veto tree. The integration
is therefore structural and hybrid (neuro-symbolic in nature), not the addition of a qualitative opinion alongside the quantitative
model: the quantitative or machine learning model produces an estimate, and the combinatorial engine acts as a layer of
constraints and traceability above that estimate, whatever the nature of the input.

The value of this function emerges clearly when the two planes diverge. Consider a real, concluded case: the collapse of Carillion
plc, documented in the public record [16]. Until the first profit warning of July 2017 (six months before the insolvency of January
2018), market capitalisation remained at still-sustained levels: a Merton-type model, fed by the market value of equity, would
not have signalled severe distress, because the market itself had not yet priced the risk. A Logic Layer equipped with hard stops,
fed by structural signals readable in the published financial statements (dividends distributed against contracting cash, goodwill
not written down despite recurring losses at the acquired businesses, indebtedness presented through favourable management
metrics), could have imposed a downgrade that the excellence of the market signal could not offset. This is the guardrail function,
not that of a second opinion placed alongside the model. It should be made clear that the example is a retrospective illustration
of the concepts of divergence and hard stop, not a demonstration that the framework would have flagged the failure
prospectively: it clarifies why a non-compensatory logical layer is informative when the quantitative signal is silent, but it does
not constitute evidence of predictive capability (an experimental application of the framework to a document derived from the
same case, anonymised and submitted blind to three comparison conditions, is documented in Case E of Appendix A).

The claim stops here, and deliberately so: asserting that C.A.R.E. predicts default better than a calibrated model would be
groundless, since the framework is not validated on verifiable outcomes (Section 7.2). What it offers is the traceable, non-
compensatory formalisation of the logical level of judgment (whether quantitative or qualitative) historically entrusted to the
analyst’s unstructured experience.

2) System Architecture

The framework described in this section is not a purely theoretical specification: it has been implemented in a working application
that executes its combinatorial engine and collects the judgments of the four archetypes according to the operating modes
defined in §2.3. In Multi-model mode, collection is manual: the operator queries the models assigned to the archetypes in
sessions that are independent of, and external to, the application, and transcribes their judgments into the interface, which
associates them with the declared model label and transmits them to the aggregation engine. The application thus functions as
a structured collector and a deterministic executor of the verdict, not as an automatic orchestrator of calls to providers. The
archetypal system prompts are not drafted ad hoc for each assessment: the application generates them through a uniform
parametric procedure that imposes on each archetype an exclusive focus on its own dimension and incorporates steelmanning
in the modes that call for it. The procedure further includes declared escalation rules: for 13-Analytical, numerical inconsistencies
beyond a threshold mandate an E judgment; for 12-Substantive, a safeguard for evaluative symmetry operates on content
concerning Al systems (see Case D, Section A.3, for an empirical illustration). Given the same submitted document and
configuration, the prompts generated for each archetype are identical: the archetypes’ behaviour is therefore governed in part
by explicit, reproducible rules and in part left to the judgment of the underlying model. The engine’s logic is verified by exhaustive
enumeration (§5.1), but correct software execution is not equivalent to empirical validation of the quality of the judgments
(§§7.1, 7.3). The application, also used to produce the outputs in Appendices A and B, is described for reproducibility purposes
in the Declarations and does not constitute part of the methodological contribution.

2.1) The Four Cognitive Archetypes (Layer L1)
The framework’s analytical core decomposes each instance into four cognitive archetypes, implemented as operational LLM
instances with specialised system prompts, mutually isolated during the judgment phase:

Archetype | Code | Domain of Assessment

Procedural | 11 Formal consistency, regulatory or methodological constraints, completeness of prerequisites,
integrity of the stated intent.

Substantive | 12 Intrinsic value of the theoretical or strategic core, conceptual soundness, degree of innovation; in
ontological isolation from formal shortcomings.

Analytical 13 Numerical robustness, consistency of quantitative data, parametric granularity, detailed
decomposition.

Resolutive 14 Contingency plans, operational redundancy, risk mitigation strategies.

Table 1: The four cognitive archetypes of Layer L1. No archetype has access to the judgments of the others during the L1 phase.
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2.2) Structured Output per Archetype

In addition to the judgment G; (the judgment issued by the i-th archetype on the scale defined in Section 3.1), each archetype
produces four mandatory blocks:

- KAC (Key Assumptions Check): classification of implicit assumptions as S (Supported) / C (Conditional) / U (Unsupported), with
explicit disclosure of the U count and a warning flag if >2 central assumptions are unsupported.

- Fragility type: STRUCTURAL (alters the overall design; warrants E if unrecoverable, Rv+ if recoverable) / OPERATIONAL (Rv or
Rv+) / SUPERFICIAL (Rv).

- Operational prescription: a concrete action in no more than 60 words, or broken down into numbered steps.

- Reasoned judgment: an argument supported by evidence of strengths and weaknesses, developed in isolation from the other
archetypes.

In full-depth analysis configurations (Full) and, optionally, in the standard configuration (depth levels selectable in the
implementation, Section 2): Steelmanning, namely the strongest possible case against the judgment issued, as a maximum-
resistance stress test.

2.3) Operating Modes: An Explicit Hierarchy
The system provides for three operating modes with differentiated epistemic validity, which are not interchangeable for the
purposes of binding decisions:

Mode Configuration Epistemic Validity Appropriate Use
1 - Manual The operator directly Full (complete human-in-the-loop) High-impact analysis, binding
enters the four decisions in regulated
judgments contexts
2 - Collaborative | 22 LLMs from neurally Supports binding decisions with a qualified Operational analysis,
Multi-model independent vendors operator (human-in-the-loop); minimum compliance, underwriting,
recommended configuration in regulated academic review
contexts
3 - Al Single- 1 LLM for all archetypes; | EXPLORATORY / TRIAGE: CE Rating disabled | Preliminary exploration,
instance architectural, not training, initial triage. Not
neural, isolation suitable for binding decisions.

Table 2: Hierarchy of operating modes.

Note: In Single-instance mode, a single LLM populates all four archetypes: isolation is architectural (differentiated system prompts), not neural. If the model is
systematically biased towards approval or rejection, that bias propagates consistently across all prompts, producing artificial convergence indistinguishable from
genuine unanimity. For this reason, the CE Rating is disabled in this mode as a binding operational output.

Operational note: CE Rating in Single-instance mode. Output is limited to per-archetype KAC and non-binding prescriptions, with
amandatory DEMO/EDUCATIONAL ONLY watermark. To obtain an operational CE Rating, select Collaborative Multi-model mode
(22 neurally independent LLM vendors) or Manual mode (complete human-in-the-loop). The Multi-model requirement calls for
access to multiple APIs: this represents a real operational barrier for most individual uses, one that should be acknowledged
rather than understated.

This variability gives rise to an operational recommendation for high decision-relevance contexts: subject the document to
multiple independent runs and adopt the prevailing verdict (a majority vote across the CE Ratings obtained), rather than relying
on a single run. The number of runs is left to the operator’s judgment, depending on the criticality of the decision and on cost
and time constraints. This practice does not eliminate the models’ stochastic variability, but it does attenuate its effect on the
final verdict.

3) The Mathematical Engine: D(3,4) = 3* = 81 Arrangements

3.1) The Judgment Space and the Positional Vector

The judgment space is defined as the discrete set G = {A, Rv+, Rv, E}, where A = Admissible, Rv+ = Qualified Revisable (material
anomaly), Rv = Revisable (reservation), E = Excluded / Veto Active. Rv+ is a qualification of Rv for diagnostic purposes (§4.1) and
does not constitute a fifth state of the combinatorial engine, which operates on the three base states {A, Ry, E}. Each archetype’s
judgment constitutes one coordinate of the four-dimensional, positionally invariant vector:

v=(Gp, Gs, Ga, G;) E{A, Ry, E}*

where Gy = I1-Procedural, Gs = 12-Substantive, G, = 13-Analytical, and G, = |4-Resolutive. Position within the vector is not
interchangeable: [A,E,A,A] and [A,A,E,A] are distinct epistemic states with categorically different operational implications.
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Alongside the judgment space sits a meta-vote of abstention, NV (Not Assessable), which does not belong to the combinatorial
space {A, Rv, E} and does not enter into the calculation of the 81 arrangements. NV is the correct response exclusively when a
judgment is formally impossible owing to defects in the input (an absent, unreadable, corrupted, or transmission-truncated
document, or one that is categorically irrelevant in its entirety to the task requested), and it is distinct both from Rv (recoverable
uncertainty about content that is present) and from E (exclusion for an ascertained, substantive defect). The operative criterion
is the input test: one asks whether the judgment would be possible had the input arrived intact and legible. If the answer is yes,
abstention is not permitted, because the defect concerns the content rather than the input; abstention is legitimate only when
even an intact input would not make the judgment possible. The absence, within the document, of content that an archetype
considers necessary to its own dimension (contingency plans, quantitative support, prerequisites) is not grounds for abstention
but an assessable shortcoming of the construct, to be voted Rv if it can be supplemented or E if it is fatal to the domain: NV
judges the state of the input, never the state of the construct. The presence of even a single NV does not produce a verdict but
a state of incomplete assessment: the system suspends the calculation, flags which archetypes were unable to judge, and
requires the input to be reinstated before proceeding. This safeguard prevents the impossibility of assessment from converting
into a substantive veto, a structural risk discussed in Section 7.1.

3.2) Primary Formula: Arrangements with Repetitions

Consistent with the D(n,k) = n“k methodology developed in [1] for multi-model credit scoring, with n = 3 primary judgment states
{A, Ry, E} and k = 4 archetypes, the total space of ordered arrangements is: D(3,4) = 3* = 81 ordered arrangements

This is the engine’s primary formula. Each of the 81 arrangements constitutes a single epistemic state of the vector v. The
combinatorial structure inherits from the original architecture [1] the capacity to distinguish configurations that a simple
weighted average compresses into the same numerical value; it adds to this a sensitivity to position: arrangements with an
identical class composition but a different order map to different zones and prescriptions, whereas in the original system
classification operated on class frequencies, indifferent to order.

3.3) The Asymmetric Decision Tree: Four Zones

The 81 arrangements are partitioned into four asymmetric zones through a cascading decision tree. The cascading architecture
imposes a rigid, descending priority: Hard Veto prevails over Soft Veto, which in turn prevails over Fluctuation, down to
Consensus, which occupies the lowest rung. No compensation is possible between zones: an arrangement in Zone 1 cannot be
converted to Zone 4 by the excellence of the other archetypes.

Zone Decision Rule Arr. CE Outcome
Rating

1-HardVeto | Gs=EorG,=E 45/81 | CE-5 Rejected: no compensation admitted
2 - Soft Veto Gp=EorG,=E (withGs#E, G, 2 20/81 | CE-4 Suspended: remediable through formal

E) correction
3- No E present; at least one Rv or 15/81 | CE-1/2/3 | Admitted with reservation, or supplementary
Fluctuation Rv+ review
4 - Consensus | [AAAA] 1/81 CE-1 Validated: archetypal unanimity

Table 3: Partition of the 81 D(3,4) arrangements into four asymmetric zones. The partition is verified by exhaustive
enumeration: 45+20+15+1 = 81. The cascading decision tree guarantees hierarchical prevalence without exception.

Positional invariance: operational implications. Consider three arrangements with an identical class composition but a different
order: [AE,AA], [AAEA] and [E,AAA] In a symmetric aggregation system (which counts only class frequencies regardless of
order), all three would produce the same aggregate score. In the D(3,4) engine: [A,E,A,A] = Hard Veto, 12-Substantive (flawed
theoretical core - CE-5 REJECTED); [A,A,E,A] = Hard Veto, 13-Analytical (falsified figure > CE-5 REJECTED); [E,A,A,A] = Soft
Veto, 11-Procedural (remediable formal defect - CE-4 SUSPENDED). The first two are both CE-5, but with radically different
prescriptions: in the first case, intervention targets the conceptual core; in the second, the data base. The third is CE-4, not CE-
5: the formal defect does not invalidate the substantive value. This distinction is possible only by preserving positional identity.

3.4) The Rationale for the Hard/Soft Veto Hierarchy

The asymmetric assignment of archetypes to veto levels reflects the risk topology of the assessment domain for which the
framework is calibrated by default (credit/risk assessment, EBA/GL/2020/06):

- Hard Veto on 12-Substantive: a flawed theoretical core or a mistaken fundamental thesis cannot be offset by formal excellence
or robust contingency plans. In credit assessment: a business plan founded on false economic premises constitutes an
unremediable defect regardless of the quality of the documentation.

- Hard Veto on I3-Analytical: falsified or inconsistent quantitative data invalidate the entire empirical basis. A discrepancy
between declared revenues and filed financial statements cannot be offset by any positive element.

- Soft Veto on 11-Procedural and 14-Resolutive: formal defects (incomplete documentation) or gaps in contingency plans are
remediable without invalidating the substantive core. The construct is suspended, not rejected.
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Scope of the default veto. The assignment of Hard Veto to 12 and I3 is a default heuristic calibrated for the credit/risk assessment
domain. It reflects the specific structure of consequences in that domain and should not be read as a universal law. For other
domains (academic research, strategic analysis, regulatory compliance), the veto configuration needs to be revisited against the
domain-specific risk topology. Such reconfiguration concerns not only the weights and thresholds, but also the very composition
of the Hard veto, namely which archetypes are assigned to it: the assignment of 12 and I3 to the Hard veto is specific to the credit
domain, and in another domain the set of archetypes carrying a Hard veto may differ. Domain-specific reconfiguration is the
subject of the empirical validation roadmap (Section 7.2).

4) Auxiliary Indicators
4.1) IDI - Integrated Deviation Index (Domain-Specific)

The IDI measures the aggregate deviation of the archetypal judgments from the Admissible baseline, with weights differentiated
by judgment type and by application domain. In summary form: IDI(raw) = the sum of the weights w(G;) over the four archetypes;
damping factor 6 = max(0.4, 1.0 - 0.15 x n,); IDI(damped) = IDI(raw) x 6.

Weights: w(A) = 0; w(Rv) = 1.0; w(Rv+) = 1.8; w(E) = domain-specific. The damping factor & reduces the IDI in the presence of
archetypes with an A judgment, balancing the contribution of areas of excellence. Predefined domain configurations:

Domain w(E) T Strict T Tolerant T Permissive
Generic (default) 3.5 2.50 3.20 5.00
Academic research 2.5 3.00 3.80 5.50
Pre-credit assessment 4.5 2.00 2.70 4.00
Strategy and business 3.0 2.50 3.20 4.80

Table 4 - Domain-specific IDI configurations. The value w(E) = 4.5 for the credit domain reflects the risk topology required by
EBA/GL/2020/06 [4]. All parameters are expert-judgment heuristics without empirical calibration on datasets with verifiable
outcomes.

The IDI functions as an auxiliary quantitative diagnostic, complementary to the zone-based verdict. In Zones 1 and 2 (Hard and
Soft Veto) it is computed and traceable but does not modify the verdict: the Hard or Soft Veto represents the binding ceiling. In
Zone 3, the CE-1/2/3 sub-level is determined by the arrangement score, a deterministic function of the judgment profile (Table
7), recalibrated where applicable by the penalty associated with Rv+ judgments, while the IDI, concordant with the score as to
the intensity of the reservations, governs the activation of the Trip Switch when the domain thresholds are exceeded.

4.2) Trip Switch

The Trip Switch halts aggregation and forces human review when IDI(damped) exceeds the domain thresholds, or when the veto
count reaches critical values. In Permissive mode, a single veto requires a manual override with a written justification recorded
in the session. The Trip Switch does not automatically produce a CE Rating: it signals the need for human inspection before any
operational use.

4.3) Delta Rule

The system checks the consistency between the narrative tone of the summary report and the IDI(damped) value, in both
directions. If IDI(damped) exceeds 3.5 but the archetypal report contains strongly positive terminology, the note “DELTA RULE:
the tone of the judgment is more generous than the computed IDI” is appended; symmetrically, if IDI(damped) is below 1.5 but
the report contains strongly critical terminology, the note “DELTA RULE: the tone of the judgment is more severe than the
computed IDI” is appended. This anti-complacency consistency rule is designed to flag analyses in which the narrative, whether
optimistic or alarmist, is not supported by the quantitative structure of the judgments.

4.4) ICA - Architectural Convergence Indicator
The ICA measures the dispersion of the archetypal judgments as a visual trigger for human oversight. It never automatically
modifies the CE Rating. Its values indicate:

ICA Value Level Condition

0.85 TOTAL CONVERGENCE |U| = 1: all archetypes agree
0.65 PREVALENT CONVERGENCE |U] =2, maximum frequency = 3
0.45 MODERATE CONVERGENCE |U] =2, maximum frequency = 2
0.25 HIGH EPISTEMIC VARIANCE U] >3

Table 5 - ICA levels and calculation conditions. The ICA is an oversight instrument, not an autonomous indicator of epistemic
quality.
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Each extreme of the scale carries an operational protocol. In the event of high epistemic variance (|U| > 3), the document is to
be regarded as contested with respect to at least one archetypal dimension: the operator activates a reinforced procedure
providing for multiple runs with adoption of the prevailing verdict (Section 2.3), targeted re-examination of the divergent
archetypes and, if the assessment took place in single-instance mode, a switch to Multi-model mode. At the opposite extreme,
total convergence is not in itself a guarantee of the quality of the judgment. The precautions required at the two extremes are
different in kind: high variance signals a document on which perspectives diverge, and the response is to re-run and re-examine
the discordant archetypes; total convergence signals a consensus that must be verified to rule out its being the product of model
complacency rather than of genuine agreement among independent perspectives. In single-instance mode this verification is
not possible from within, for the reasons described below, and the only route is to repeat the assessment in Multi-model mode;
in Multi-model mode, for documents intended for binding decisions, convergence must be confirmed through multiple runs and
in any case submitted to the human verification provided for by the hierarchy of modes, with attention to the points at which a
bias shared across vendors could generate an apparent consensus. The dispersion across archetypes measured by the ICA (the
structural axis, within a single run) is complementary to stability across repeated runs (the temporal axis, Section 2.3): the former
indicates whether the four perspectives agree on the document, the latter whether the verdict is robust to the models’ stochastic
variability. A third axis (convergence across different models queried on the same archetype) is envisaged as an extension in
Section 7.2.

ICA in Single-instance / DEMO mode. In Single-instance mode, numerical ICA values are suppressed from the user interface: the
ICA cannot distinguish genuine epistemic convergence from sycophantic convergence when all archetypes share the same LLM.
A fixed flag replaces the numerical indicator: DEMO MODE - Epistemic convergence not verifiable without neural heterogeneity.
ICA values remain available in the engine’s internal log for research purposes only.

5) Implementation and Verification of the Engine

5.1) Automated Test Battery - Formal Coherence Verification (FCV)

The engine is verified through an automated test battery, T01-T17 (Formal Coherence Verification, FCV), covering all critical
configurations, including the NV abstention logic. All 17 tests pass at 100%. The FCV tests confirm that the D(3,4) implementation
correctly maps each of the 81 arrangements to the zone prescribed by the combinatorial rules, to the CE Rating and to the veto
type, and that the NV meta-vote correctly suspends the calculation without converting into a veto. The FCV does not validate
the epistemic quality of the judgments produced by the LLMs: that is the object of the Empirical Validation Roadmap (Section
7.2). A 100% FCV pass rate certifies correct software implementation, not the framework’s epistemic superiority over simpler
alternatives. The application of the framework to four test cases (three constructed and one derived from a screened real case),
in both operating modes, is documented in Appendix A.

Test | Configuration Expected Result Outcome
TO1 [AAAA] Score=100, CE-1, Zone 4 - Consensus Vv Passed
T02 [AE,AA] Score=0, Hard Veto I12-Substantive, CE-5 Vv Passed
T03 [AAE,A] Score=0, Hard Veto I3-Analytical, CE-5 Vv Passed
TO4 [AE,EA] Score=0, Double Hard Veto 12+13, CE-5 V Passed
TO5 [E,AAA] Score=37, Soft Veto I11-Procedural, CE-4 V Passed
TO6 [E,A,A,E] Score=37, Double Soft Veto 11+I4, CE-4 V' Passed
TO7 [E,E,A,A] Hard Veto prevails over Soft, CE-5 V' Passed
TO8 [A,Rv,Rv,Rv] Score=72, Zone 3, CE-2 V Passed
T09 [Rv,Rv,Rv,Rv] Score=58, Zone 3, CE-3 Vv Passed
T10 [A,Rv+,A,A] Score=85 (93-8), CE-2, Rv+ penalty active V Passed
T11 [A,Rv+,Rv+,Rv+] Score=49 (72-23), CE-3 Vv Passed
T12 [Rv+,AA,E] Rv+ disregarded under Soft Veto, Score=37, CE-4 V Passed
T13 Exhaustive enumeration 81 45 Hard / 20 Soft / 15 Fluct. / 1 Cons. = 81 V Passed
T14 256 combinations {A,Rv,Rv+,E}* All scores € [0,100], correct vetoType Vv Passed
T15 [Rv,Rv+,Rv,NV] Single abstention = incomplete assessment, no veto V Passed
T16 [AE,NV,A] NV prevails over E > incomplete assessment V' Passed
T17 [A,RV,E,Rv] Regression without NV - Hard Veto 13 unchanged V' Passed

Table 6 - FCV battery TO1-T17. Pass rate: 100% (17/17). T13 performs the exhaustive enumeration of all 81 D(3,4)
arrangements and verifies the exact partition by zone. T14 extends the verification to the 256 combinations including the Rv+
class. T15-T17 verify the NV meta-vote logic: abstention suspends the calculation (T15), prevails over an E veto (T16) and, in its
absence, leaves the veto cascade unchanged (T17).
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6) The CE Rating Scale

The CE Rating (Epistemic Class, CE-1 to CE-5) is the system’s primary output. It derives deterministically from the zone to which
the vector v belongs and provides the operator with an ordinal classification of the epistemic quality of the construct under
examination. The scale is ordinal, not metric: CE-2 means structurally superior to CE-3 in terms of epistemic robustness, not a
numerical measure of the distance between the two levels.

CE Designation / Label Heur. Zone / Origin
Rating score
CE-1 EXCELLENCE - Validated 93-100 Zone 4 (Consensus, profile {4A}) or Zone 3, profile
{3A,1Rv}
CE-2 HIGH - Approved with reservations 72-85 Zone 3 - profiles {2A,2Rv} or {1A,3Rv}
CE-3 MEDIUM - Supplementary review 58 Zone 3 - profile {0A,4Rv}
CE-4 LOW - Epistemic stalemate (Soft 37 Zone 2 - Soft Veto (20 arrangements)
Veto)
CE-5 NULL - Rejected (Hard Veto) 0 Zone 1 - Hard Veto (45 arrangements)

Table 7 - CE Rating scale (CE-1 to CE-5). The centesimal C.A.R.E. Score is retained as a secondary heuristic indicator, always
qualified as “heuristic score: XX/100” to flag its non-probabilistic nature explicitly. The secondary score does not constitute an
actuarial measure of risk: it is a diagnostic aid for the operator.

The adoption of the ordinal scale as the primary output responds to a principle of epistemic honesty: the system’s inputs are
qualitative judgments produced by LLMs. Aggregating them into centesimal scores with decimal places would convey a false
quantitative exactness, leading the operator to treat the result as a probabilistic measure of risk. The CE-1/CE-5 scale preserves
the qualitative nature of the analysis and reduces the risk of mathwashing in the decision-making process.

7) Methodological Positioning and Limits

Mandatory epistemic positioning. C.A.R.E. is a structured evaluative orchestration framework. It is neither an autonomous Al
system nor an empirically validated decision engine. Its parameters (IDI weights, Trip Switch thresholds, D(3,4) zone rules) are
expert-judgment heuristics not calibrated on datasets with verifiable outcomes. The framework is designed to: (a) standardise
the evaluative process through formalised cognitive decomposition; (b) increase the auditability of decisions (GDPR Art. 22, Al
Act Arts. 12-13 [5,6]); (c) flag epistemic anomalies through heuristic indicators. It is not designed to replace qualified human
judgment in high-impact contexts.

7.1) Known Structural Limits

- Neural pseudo-isolation in Single-instance mode: in this mode all archetypes share the same LLM architecture, the same
weights and the same training biases. Isolation is exclusively architectural (differentiated system prompts), not neural. The
resulting diversity is one of role and tone, not of independent cognitive perspective.

- IDI parameters not empirically calibrated: the weights w(E), w(Rv+), w(Rv) and the Trip Switch thresholds are defined through
expert judgment, without optimisation on datasets annotated with verifiable outcomes. Empirical calibration is the first objective
of the roadmap (Section 7.2).

- ICA not validated as a proxy for sycophancy: the correlation between the statistical dispersion of the archetypes and sycophancy
(or structural complacency, in the reformulation of [17]) is not empirically demonstrated. The ICA is a visual trigger for human
oversight, not a calibrated indicator.

- FCV # epistemic validation: tests TO1-T17 verify the correct software implementation of the D(3,4) engine. They do not certify
that the framework produces epistemically superior judgments relative to simpler alternatives.

- Two regimes of judgment stability: the application of the framework to test cases has shown that the stability of the verdict is
not uniform but depends on the nature of the fragility being assessed. On inspectable fragilities (verifiable numerical
inconsistencies across sections of the same document), the judgment is stable across operating modes and across different
models. On interpretative fragilities (the severity of a regulatory gap, the untenability of a thesis), the judgment is not stable: the
same document can receive verdicts diverging by up to three CE Rating levels depending on the mode and on the model assigned
to the competent archetype. This is the framework’s most significant robustness limit and delimits its perimeter of reliable
applicability.

- Quality of the archetype-model assighment: in Collaborative Multi-model mode, the result depends on the quality of the model
assigned to the archetype most sensitive for the domain. The multiplicity of models does not in itself guarantee results superior
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to the optimal selection of a single model. For the credit domain, the 13-Analytical archetype requires a model rigorous on
guantitative data, and the I1-Procedural archetype a model with solid knowledge of GDPR and Al Act regulatory requirements.
The assignments employed in the present work derive from the author’s expert judgment and are to be regarded as provisional,
not optimal in an absolute sense. Up-to-date comparative rankings (LM Arena, LiveBench, OpenRouter Rankings) can guide the
choice, but their rapid obsolescence (rankings shift with every release) makes any static assignment transitory; for this reason
the application leaves the operator free to configure the model for each archetype. The formalisation of archetype-model
assignment criteria per domain is an objective of the roadmap.

- Dependence on the archetypal prompts: in its current form, the framework is inseparable from the specific prompts with which
it was developed and tested. How much of the result is attributable to the intrinsic quality of the models and how much to the
formulation of the prompts that query them is an open question, without a consolidated empirical answer, which this work does
not claim to resolve. The uniform generation procedure (Section 2) guarantees the reproducibility of the prompts, not their
optimality: this dependence remains a source of uncertainty limiting the generalisability of the observed results.

- Possible self-referential bias in Al-on-Al assessments: when the assessed document contains claims about the superiority of Al
systems over human judgment, the model assigned to the substantive archetype may exhibit a tendency not to issue the most
severe veto on a thesis that concerns it favourably. This is an observation consistent with the sycophancy literature [2], not a
demonstrated property: it would require systematic replication with different vendors on the competent archetype. The
redundancy of the four archetypes mitigates the risk, since the blocking of a flawed document can be produced by archetypes
other than the theoretically competent one.

- Residual dependence of the abstention category: the judgment space provides for the NV meta-vote (Not Assessable, Section
3.1) for a precise reason: to prevent an archetype lacking the object to be assessed from being forced to issue E, which the
engine would treat as a substantive veto. NV attenuates this risk but does not eliminate it, because its activation depends on the
archetype’s correct self-reporting. Two potential drifts, opposite in direction, can therefore be identified. In the first, a model
that should abstain issues E anyway on content it was unable to read: the result is a spurious veto, indistinguishable from a
motivated one. In the second (observed in the tests conducted), the model issues NV in the face of content that is present but
deficient, converting an assessable shortcoming of the construct into a procedural block of the assessment. The safeguard
against both is the input test defined in Section 3.1, incorporated into the archetypal instructions; its effectiveness, however,
remains conditional on the model’s adherence to the instruction.

- Input integrity constraint: the complementary safeguard acts upstream of the assessment and consists in checking the integrity
and completeness of the input: the document must be readable text, not a binary file, and must fit within the context window
of the models employed. A document exceeding that window is truncated, and the missing sections may induce vetoes or
abstentions that reflect the absence of content rather than a judgment on the merits. The system delimits the length that can
be submitted and flags when the threshold is exceeded; beyond that limit, however, the document must be split or summarised
before analysis. Integrity, completeness and legibility of the input are therefore preconditions for the validity of the verdict, not
mere operational expedients.

- Run instability: all LLMs exhibit stochastic variability documented as Randomness Inconsistency (same run, different outputs
due to non-deterministic sampling) and Paraphrase Inconsistency (same content, reformulated prompt, different response) [13].
Studies document accuracy variations of up to 15% across identical repeated runs, with gaps of up to 70% between best and
worst performance [14]. This is not a limitation attributable to the framework: it is a structural property of all LLM systems. For
binding decisions in Multi-model mode, verification of consistency over at least two independent runs on identical input is
recommended. An essential distinction follows: the determinism of the combinatorial engine guarantees that, given the same
votes, the verdict is always identical; it does not guarantee that the same document, re-assessed in a subsequent run, will
produce the same votes and hence the same CE Rating. Reproducibility is a property of the aggregation engine, not of the end-
to-end system, whose generative component remains subject to the stochastic variability described above.

- Operational cost of the Multi-model requirement: Collaborative Multi-model mode requires >2 neurally independent LLM
vendors, effectively excluding the majority of individual contexts without access to multiple APIs. The framework in its full
operational form is not a low-adoption-barrier instrument. This must be stated, not understated.

- Iterative epistemic loop: the development of the framework benefited from iterative cycles in which the analytical prescriptions
were incorporated into the framework’s iterative revisions. This process improves internal consistency with respect to the
analysis criteria used, but it does not amount to validation by independent reviewers without access to the development
materials. True validation requires testing on corpora with verifiable outcomes and reviewers not involved in the development
process.
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7.2) Empirical Validation Roadmap

accepted/rejected for research)

Objective Method Success Metric
1. IDI calibration | Bayesian optimisation on datasets annotated with verifiable | Verdict stability under £20% parameter
(priority) outcomes (default/non-default for credit; perturbation; positive correlation

between IDI and observed outcomes

2. ICA validation

Comparative study: convergence in Multi-model vs Single-
instance mode on an identical corpus

Empirical redefinition of the ICA
threshold; correlation with documented
sycophancy [2]

3. Comparative

C.A.R.E. vs a single expert human reviewer; unstructured

Inter-rater Cohen’s k; precision on

benchmark baseline (independent LLM sessions); LLM ensemble with verifiable outcomes; false positive and
majority voting; classical multi-criteria scoring false negative rates

4. Case Extension of the Appendix A cases to a broader corpus, in Verification of zone assignments;

extension both modes, with independent reviewers quantification of inter-mode divergence;

detection of sycophancy patterns

Table 8 - Empirical validation roadmap. Completion of Objectives 1-3 is the necessary condition for promoting the framework
from a theoretical-engineering proposal to a scientifically consolidated methodology.

To preserve the independence of the validation, the protocol for the four objectives will be pre-registered before execution:
hypotheses, datasets, success metrics and exclusion criteria will be fixed in advance and made public. The reviewers charged
with the validation will operate without access to the framework’s development materials and to the documents of the
preceding phases. This condition is necessary to distinguish external validation from internal iterative refinement: a framework
that improves against its own developers’ criteria is not thereby validated against verifiable outcomes. In particular, the pre-
registration includes the definition of a discretisation rubric (the taxonomy of defects per archetype and the severity anchors
mapping the qualitative judgment onto the discrete vote {A, Rv, E}), whose inter-rater and inter-model reliability is itself an
object of measurement (Objective 1), so as to formalise the currently non-standardised transition flagged in Section 1.3.

An architectural extension complementary to the objectives listed is the querying of several models in parallel on the same
archetype, with aggregation of the votes by median. The expected benefit is twofold: reducing the verdict’s dependence on the
choice of a single model, and deriving, from the distribution of votes across the models queried, a confidence indicator for each
archetype (a third, technological axis of dispersion, complementary to the two described in Section 4.4). A judgment on which
the models converge has a different epistemic weight from one on which they are uniformly distributed across the classes. The
additional cost in time and calls leaves this choice, too, to the operator’s judgment, depending on the criticality of the decision.

7.2.1) Protocol for Objective 3 - Comparative Benchmark

Objective 3 is the linchpin of the validation: it establishes whether the structuring introduced by C.A.R.E. produces a measurable
advantage over simpler alternatives. The protocol compares five conditions on the same corpus of documents with verifiable
outcomes (for instance, credit files with a default/non-default outcome known ex post, or academic works with an
accepted/rejected outcome). The five conditions are: (a) C.A.R.E. in Multi-model mode; (b) C.A.R.E. in single-instance mode; (c)
the unstructured baseline; (d) an LLM ensemble with majority-vote aggregation; (e) the judgment of an independent expert
reviewer, as the human reference. The unstructured baseline is understood as independent LLM sessions queried with a neutral
request on the same document.

Procedure. Each document is submitted to the five conditions independently: the assessors are blind to the true outcome, and
each condition operates without access to the judgments of the others. The two C.A.R.E. configurations (single and multi) employ
the same archetypal prompts, so that the comparison isolates the effect of structure and neural heterogeneity rather than that
of the prompt. To neutralise the run instability discussed in Section 7.1, each automated condition is repeated over at least two
independent executions on identical input, recording the inter-run variance. All executions and intermediate outputs are logged
to allow the audit of each condition’s decision path.

Metrics. The following are measured: inter-rater agreement between each condition and the expert panel via Cohen’s k;
precision against the verifiable outcomes; false positive and false negative rates, with particular attention to false negatives on
structural flaws, the most costly error class in credit; inter-run stability; and an undue compensation rate, namely the frequency
with which a fatal flaw is absorbed by positive signals in the conditions lacking non-compensatory logic.

Pre-registered hypotheses. The directional hypotheses, fixed before execution, are: (i) C.A.R.E. Multi-model exhibits a false
negative rate on structural flaws no higher than the unstructured baseline and the majority-vote ensembile; (ii) Multi-model
mode is more stable inter-run and less permissive than single-instance mode, consistent with the directionality already observed
in Appendix A; (iii) no automated condition outperforms the expert reviewer on the verifiable outcomes, since the framework is
not intended to replace them. The failure of any one hypothesis is an informative outcome and activates the recalibration plan
of Section 7.4.
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Success thresholds. The directional hypotheses are accompanied, at pre-registration, by quantitative thresholds that make their
falsifiability clear-cut. Agreement with the expert panel is considered sufficient at k > 0.60 (substantial agreement according to
current conventions on the interpretation of Cohen’s k), with k > 0.80 as the target for strong agreement; the inter-run stability
advantage of Multi-model mode is deemed significant if the dispersion of CE Ratings across repeated executions is lower than
that of single-instance mode to an extent not explainable by sampling variability alone; the false negative rate on structural flaws
is subject to a predefined ceiling, whose breach constitutes failure regardless of the other metrics, owing to the cost asymmetry
of this error class in the credit domain. The definitive point values, together with the sample size required for statistical power,
are fixed in the pre-registered protocol; their adoption in advance prevents the post hoc selection of thresholds as a function of
the observed results.

7.3) The Relative Nature of the CE Rating and the Role of the Expert User

The CE Rating produced by C.A.R.E. constitutes an internal evaluative indication for the operator, not an external certification of
the assessed document. Every output is relative to the specific query performed: the LLM instance used, the run, the prompt
configuration, the selected domain and the time of execution. The same document submitted in a different run, with a different
model or by a different operator, may produce a different CE Rating. As discussed in Section 7.1, this is not a limitation
attributable to the framework: it reflects a documented structural property of all LLM models.

The D(3,4) = 81 combinatorial architecture is instrumental: it provides an ordered, traceable and positionally invariant channel
for aggregating the archetypal judgments into a structured indication. The CE Rating is an indication, not a truth. The judgment
of the expert user remains primary and irreplaceable. C.A.R.E. is a decision-support instrument, not a decision-making
instrument.

The downgrading of Single-instance mode to DEMO/EDUCATIONAL represents a temporary conservative choice, not a
permanent limitation. In the regulated market (banks, credit assessment, EBA compliance), conformity with the NIST and EBA
frameworks [15, 4] is mandatory. A system issuing automatic vetoes on stochastic LLM inputs, without a documented human-
in-the-loop, cannot be deployed in contexts subject to Al Act Art. 13, GDPR Art. 22 and EBA/GL/2020/06. Compliance does not
derive from the multiplicity of models but from the operator’s presence in the decision loop: even in Multi-model mode the CE
Rating remains a supporting indication, and the binding decision is taken by the qualified operator, as provided in Section 2.3.
The neural heterogeneity of Multi-model mode attenuates shared bias, but does not replace the human-in-the-loop safeguard
required by the regulatory framework. In the non-regulated market (strategic analysis, academic assessment), the operational
perimeter of Single-instance mode can be extended, without touching the architecture, upon completion of Objectives 1-4 with
empirical data demonstrating its reliability. The framework’s value resides in the fragility classification language, in the 11-14
archetypal decomposition and in the D(3,4) architecture as an instrument of decision traceability: these components are
independent of the operational perimeter of Single-instance mode.

7.4) Recalibration Plan and Conditions for Architectural Revision

The empirical validation described in Section 7.2 may produce outcomes that contradict the framework’s current parameters.
For this eventuality, the system provides an adjustment procedure articulated on three levels, so that the response to a negative
outcome is governed rather than improvised.

- Parameter recalibration. If validation shows a false positive or false negative rate above a predefined threshold (to be set at
pre-registration, indicatively 15% on either error type), the weights w(E), w(Rv+), the Trip Switch thresholds and the profile
scores are re-optimised against the annotated dataset, without modification of the combinatorial structure. This is the ordinary
intervention and does not require revision of the overall design.

- Revision of the archetype-model assignment. If parameter recalibration does not bring the error rates back within threshold,
the assignment of models to archetypes per domain is revised, on the basis of the differential reliability results per archetype.
This intervention, too, leaves the D(3,4) structure unaltered.

- Architectural revision. Only if the first two levels fail (that is, if no configuration of parameters and assignments produces
adequate discrimination) is revision of the architecture itself opened. The threshold activating this level is the absence of a
positive correlation between CE Rating and observed outcomes after full recalibration. In that case the framework must be
reconsidered in its underlying assumptions, starting from the choice of retaining the fine-grained quantitative layer alongside
the ordinal CE scale.

In operation, the system further provides for continuous drift monitoring: the periodic comparison between the distribution of
the CE Ratings produced and the expected distribution per domain, with automatic flagging when the deviation exceeds the
control threshold. Drift does not trigger automatic parameter corrections but a human review, consistent with the principle that
the framework performs no undeclared adjustments.

7.5) Portability of the Protocol to Agent-Based Architectures

The framework is defined at the level of the protocol, not of the implementation: four functionally distinct archetypes (11-14), an
isolation rule, a constrained judgment format (vote, KAC, fragility, prescription, steelmanning) and a positional, non-
compensatory aggregation rule over the 81 D(3,4) arrangements. The operating mode described in this work - an operator
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mediating between independent sessions of distinct models - constitutes its reference implementation, chosen for accessibility
and full inspectability of the process; it is not constitutive of the method. Table 9 documents the correspondence between the
components of the protocol and the constructs of agent-based architectures, whose industrial standardisation is under way [20].
The design of the framework, the case structure and the results presented remain unchanged.

Protocol component Agent-based construct Effect of the transposition
Archetypes 11-14 Specialised agents with role, capabilities | Direct transfer: the archetypal prompts are already
(archetypal prompts) and input/output schema complete role specifications
Isolation rule Separate execution contexts enforced From procedural discipline to a verifiable
by the orchestrator architectural property
D(3,4) engine and zone Deterministic control node Invariant: code, not a language model
cascade
Multi-vendor constraint Model routing by configuration Requirement executable and automatically
(=2) verifiable
KAC, steelmanning, Output schemas with validation From instruction to contract: non-compliant
prescription responses are rejected and re-executed
Input length limits and Document ingestion via standard An implementation parameter, not a property of
segmentation protocols the method
Operator Human oversight of the process From transport mediator to judgment supervisor

Table 9 - Correspondence between protocol components and agent-based architecture constructs. The separation between the
stochastic component (the judgments) and the deterministic component (the aggregation) coincides with the distinction
between agents and orchestrator: the control point remains deterministic and verifiable by construction.

Two circumstances make the correspondence operational rather than hypothetical. The first is infrastructural: the open
interoperability protocols between agents and tools, and between agents from different vendors, moved beyond the
experimental stage in 2026, with documented industrial adoption [20]; multi-vendor orchestration, which in the reference
implementation requires the operator's manual mediation, is now a platform capability. The second is scientific: the limits of
majority-based and deliberative aggregations documented in the literature (Section 1.3) [18,19] place the contribution of the
framework precisely at the level that agent infrastructures do not provide: the judgment aggregation rule and its auditability. A
regulatory element is added: the requirements set for high-risk systems in creditworthiness assessment - risk management,
event traceability, meaningful human oversight [5,6] - retain their structure notwithstanding the rescheduling of the application
deadlines that occurred in 2026; the agentic transposition of the protocol natively produces an event log, a separation of roles
and a human supervision point.

The transposition does not resolve the variability of the judgments of the individual models: automating the orchestration does
not make the stochastic component of the process deterministic, and the stability limits documented in the appendices remain
valid. It does, however, make practicable what the manual mode renders onerous: the controlled repetition of the same case to
measure the variance of the judgments, and the extension of validation to samples of adequate size, following the protocol of
Section 7.2.1. The portability documented here is therefore also the natural execution path of the Empirical Validation Roadmap.

In summary: (i) nothing in the design changes - roles, judgment format, aggregation rule, zones and cases remain identical; (ii)
what changes is the execution vehicle, from manual mediation to automated orchestration, with isolation and format constraints
strengthened because they are enforced by the architecture rather than entrusted to discipline; (iii) the direction is verifiable in
the present state and consistent with the regulatory requirements of traceability and oversight. The protocol is defined so as to
outlive its execution vehicle.

8) Conclusions

This paper has presented C.A.R.E., a structured evaluative orchestration framework founded on three complementary principles:
decomposition of the analysis into four isolated cognitive archetypes (I1-Procedural, 12-Substantive, 13-Analytical, 14-Resolutive)
with structured output (KAC, fragility, prescription, steelmanning); asymmetric aggregation through the D(3,4) engine of 81
ordered arrangements with positional invariance; and integrated control of epistemic integrity through the domain-specific IDI,
the Trip Switch, the cascading veto hierarchy, the Delta Rule and the ICA.

The engine’s fundamental structural contribution is the preservation of positional identity within the judgment vector:
arrangements with an identical class composition but a different order produce distinct outcomes and prescriptions, as
demonstrated in Section 3.3. The asymmetric Hard/Soft Veto partition, verified by exhaustive enumeration across all 81
arrangements, architecturally binds the weight of the veto to the identity of the archetype.

The CE Rating (CE-1 to CE-5) as the primary output responds to a principle of epistemic honesty: aggregating qualitative
judgments into centesimal scores with decimal precision would convey a false quantitative exactness on inputs that are non-
metric by nature. The applied cases documented in Appendix A provide an initial comparative check between Single-instance
and Multi-model modes, with specific diagnostic value for the literature on sycophancy and LLM-assisted assessment.
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The residual limits (parameter calibration through expert judgment, neural pseudo-isolation in Single-instance mode, and the
unvalidated ICA) constitute the priority agenda of the Empirical Validation Roadmap (Section 7.2). The framework should be read
as an architecture of structured critical thinking in transition from theoretical proposal to empirically grounded methodology,
with the epistemic positioning qualifications stated explicitly in Sections 7.1 and 7.3 and with the recalibration and revision plan
formalised in Section 7.4.

The architecture remains domain-agnostic: transposition to other assessment fields requires only the reconfiguration of the veto
topology and of the domain parameters (Section 3.4), without prejudice to the need for specific validation in each new
application context. Domain portability is complemented by the portability of the execution vehicle: as documented in Section
7.5, the protocol is transferable to agent-based architectures without modification of its design, and this transposition
constitutes the natural execution path of the empirical validation envisaged.

A concluding clarification on the perimeter of the contribution. What the present work establishes is the correctness of the
combinatorial engine’s implementation, verified by exhaustive enumeration, and the internal coherence of the architecture.
What the work does not establish (and does not claim to establish) is that the CE Rating produced corresponds to an objective
epistemic quality of the assessed document, nor that the decomposition into four archetypes produces judgments superior to
those of an expert evaluator. The framework’s value, at the current stage, resides in the structuring of the evaluative process, in
the explicit statement of assumptions, in the traceability of the decision and in the redundancy of checks against individual
evaluator error. Verifying the correspondence between CE Rating and real quality, on a significant sample with verifiable
outcomes, constitutes a subsequent and distinct research programme, whose execution is a necessary condition for any claim
of predictive reliability.

Declarations

Data availability and reproducibility. The four archetypal prompts (I11-14), the FCV verification suite (TO1-T17), the complete
table of the 81 arrangements, the execution protocol for the multi-instance runs and the documents of the cases presented in
Appendix A are available from the author upon reasonable request, for the purposes of independent replication. The Appendix
A runs were conducted in Collaborative Multi-model mode by manually querying four language models from distinct vendors;
the model versions are indicated in the text. A demonstration version of the framework, configured with credit-domain
examples, is additionally provided as supplementary material for illustrative purposes only and does not constitute part of the
methodological contribution; its outputs in single-instance mode have exclusively exploratory value. The demonstration version
is accessible online at https://claudiocauti-cct.github.io/care-demo/.

Use of artificial intelligence tools. The framework described employs large language models (LLMs) as a constitutive component
of the methodology: the four cognitive archetypes are LLM instances operating with specialised prompts. The Appendix A cases
and the reflexive application in Appendix B were produced by querying language models according to the protocol described. In
preparing the manuscript, the author made use of LLM-based assistance tools for the organisation, structuring and editorial
revision of the text; the conception of the framework, the methodological choices, the argumentation and the interpretation of
the results are the author’s own, who has verified and approved the entire content and assumes full responsibility for it.
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Appendix A - Empirical Test Cases

This appendix documents four empirical tests conducted on the C.A.R.E. framework. Each case was submitted to the system in
two distinct operating modes: Collaborative Multi-model (four LLM models from neurally independent vendors, one per
archetype) and Al Single-instance (a single model for all archetypes, architectural isolation through distinct prompts). For each
case, the following are reported: the context of the request and the document submitted, the results by mode, the differences
between Multi-model and Single-instance, and the conclusions on robustness and practical validity.

Methodological note. The documents are constructed to stress distinct zones of the D(3,4) engine and different types of fragility
(numerical, regulatory, methodological, substantive). The verdicts reported are real outputs of the system in its current
configuration. The analysis does not compare the outputs against a predefined reference solution: the framework produces a
structured judgment; it does not measure it against an external truth. The robustness assessment rests on the internal coherence
of the aggregations, on stability across modes and on the pertinence of the findings produced.

A.1 - Case A: Inconsistency in the Balance Sheet Data

A.1.1 Context of the Request and Document

A credit analyst submits to the system the development plan of an automotive-sector SME based in Campania, presented in
support of a credit application. The operator’s request is to verify whether the document withstands critical reading before
proceeding, with attention to the consistency of the data and the sustainability of the business plan. Selected domain: Pre-credit
assessment. Benchmarks indicated: EBA/GL/2020/06 and the Altman model for SMEs.

The document contains an inconsistency in the balance sheet data: the 2024 shareholders’ equity is stated as €2,100,000 in the
narrative section and €980,000 in the tabular statement, a discrepancy of 114%. The Net Debt to Equity ratio consequently
moves from the declared 90% to an actual 193%. The remaining sections (profile, development plan, contingencies) are internally
consistent.

A.1.2 Results by Mode

Archetype Multi-model Single-instance

11 Procedural Rv (Claude Opus 4.8) Rv

12 Substantive Rv (Gemini 2.0) Rv

I3 Analytical E (GPT-40) E (native Gemini)
14 Resolutive Rv (DeepSeek-R1) A

Arrangement Rv-Rv-E-Rv Rv-Rv-E-A

D(3,4) Zone Zone 1 - Hard Veto Zone 1 - Hard Veto
CE Rating CE-5 (Score 0) CE-5 (Score 0)

Table A.1 - Case A, results by operating mode.

A.1.3 Differences between Multi-model and Single-instance

The two modes converge on the final verdict: Zone 1 (Hard Veto) via 13, CE-5. In both, the 13 archetype identified the 114%
discrepancy on shareholders’ equity, classified it as a structural violation of informational integrity, and assigned the E vote. The
difference is limited to the 14 archetype: Multi-model produced Ry, noting that the contingency plans lack quantitative impact
analysis; Single-instance produced A, deeming them adequate. The divergence on 14 does not affect the verdict, since the Hard
Veto on 13 prevails under the cascading logic.

RISK MANAGEMENT MAGAZINE — Volume 21, Issue 2 = 88 =



A.1.4 Conclusions on Robustness

The case demonstrates the system’s robustness with respect to verifiable numerical anomalies. An objective inconsistency on a
primary indicator was detected by different models on different architectures, producing the same verdict. The stability of the
CE-5 across the two modes indicates that, when the fragility is quantitative and inspectable in nature, the result does not depend
on the operating configuration: discriminating between reliable and inconsistent data is a function on which the framework
exhibits stable behaviour. The only variability concerns the non-binding judgments, where Single-instance settled on a more
favourable position. In terms of practical validity, this means that for data integrity checks, among the most relevant functions
in the credit domain, the system provides a reliable and reproducible outcome, independent of the mode chosen.

A.2 - Case B: Al System with Missing Regulatory Prerequisites

A.2.1 Context of the Request and Document

The head of the Risk Management function submits a technical proposal for an automated credit scoring system at a regional
credit institution, to be brought before the IT Committee and the CRO. The request is to identify regulatory or formal blocking
issues before proceeding, recognising that the system takes automated decisions on natural persons. Selected domain: Pre-
credit assessment. Benchmarks: GDPR Arts. 22 and 35, Al Act Annex Ill, EBA/GL/2020/06.

The document describes a technically sound system (an XGBoost + Logistic Regression ensemble, AUC-ROC 0.847, a rollback
plan) with a fixed-date deployment, but lacking the mandatory regulatory prerequisites: no Data Protection Impact Assessment
(DPIA, GDPR Art. 35), Al Act compliance declared as in progress, DPO opinion not obtained.

A.2.2 Results by Mode

Archetype Multi-model Single-instance

11 Procedural E (Claude Opus 4.8) Rv

12 Substantive Rv (Gemini 2.0) Rv

I3 Analytical E (GPT-40) A

14 Resolutive Rv (DeepSeek-R1) Rv

Arrangement E-Rv-E-Rv Rv-Rv-A-Rv

D(3,4) Zone Zone 1 - Hard Veto Zone 3 - Fluctuation
CE Rating CE-5 CE-2 (Score 72)

Table A.2 - Case B, results by operating mode. (The Single-instance score is 72, deterministically derived from the {1A,3Rv}
arrangement; cf. Table 7.)

A.2.3 Differences between Multi-model and Single-instance

The case produced the largest inter-mode divergence observed across the four tests: a three-level gap, from CE-5 (Multi-model)
to CE-2 (Single-instance). On 11, the critical archetype, the two modes departed sharply. Claude in Multi-model issued E,
classifying the missing DPIA as an absolute legal prerequisite, hence a structural fragility. Gemini in Single-instance issued Ry,
detecting the same gaps but classifying them as operational. On 13 the divergence is wider still: GPT-40 issued E for insufficient
decomposition of the regulatory requirements, while Gemini issued A, assessing the statistical quality of the predictive model.
The two I3 archetypes in fact assessed different objects: the analytical depth of the regulatory requirements in the first case, the
technical quality of the model in the second.

A.2.4 Conclusions on Robustness

The case exposes the most significant robustness limit to emerge from the tests: on documents whose criticality is regulatory in
nature, the result depends decisively on the operating mode and on the model assigned to the procedural archetype. The same
evidence, the absence of the DPIA, produced a total block in one mode and an approval with reservations in the other. Unlike
the numerical anomaly of Case A, which is unambiguously inspectable, the severity of a regulatory gap requires an assessment
that depends on the model’s regulatory knowledge and is not stable across configurations. In terms of practical validity, the case
precisely delimits the framework’s perimeter of use. For high-impact regulatory compliance assessments, Single-instance mode
does not offer sufficient guarantees: its tendency to classify as operational gaps that are structural can lead to approving
documents that ought to be blocked. Multi-model mode with at least two independent vendors, and with a model endowed
with solid regulatory knowledge assigned to the procedural archetype, is the minimum configuration for this class of
assessments. This is the case providing the strongest empirical motivation for the Multi-model requirement for binding decisions.

A.3 - Case D: A Thesis on the Superiority of Al over Human Judgment
A.3.1 Context of the Request and Document

A researcher submits a note proposing to replace the human analyst’s judgment with an autonomous LLM in creditworthiness
assessment, in order to decide whether to cite it in a broader work. The request is to verify whether the thesis holds, in an
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academic context with operational banking implications. Selected domain: Academic research / Paper. Benchmarks: Sharma et
al. (2023) on sycophancy, NIST Al RMF, GDPR Art. 22, Al Act.

The document contains an internal contradiction: it asserts the superiority of LLMs over human biases without providing
comparative evidence on LLM biases. The empirical evidence is a 73% versus 71% differential over 30 cases from an unpublished
dataset, statistically non-significant and circular: the reference ground truth is the judgment of the credit committee, itself a
human judgment. The thesis requires what it does not demonstrate.

A.3.2 Results by Mode

Archetype Multi-model Single-instance

11 Procedural E (Claude Opus 4.8) E (native Gemini)
12 Substantive Rv (Gemini 2.0) Rv

I3 Analytical Rv (GPT-40) E

14 Resolutive E (DeepSeek-R1) E

Arrangement E-Rv-Rv-E E-Rv-E-E

D(3,4) Zone Zone 2 - Soft Veto Zone 1 - Hard Veto
CE Rating CE-4 (Score 37) CE-5 (Score 0)

Table A.3 - Case D, results by operating mode.

A.3.3 Differences between Multi-model and Single-instance

Both modes denied validation of the document, with different CE Ratings: CE-4 Soft Veto (Multi-model) and CE-5 Hard Veto
(Single-instance). The most significant finding is shared: neither mode issued E on 12, the archetype charged with detecting the
substantive untenability of the thesis. In both, Gemini on 12 issued Rv, acknowledging the strength of the analysis of human
biases and treating the circularity of the benchmark as a recoverable shortcoming. The divergence arose on I13: GPT-40 in Multi-
model issued Rv, while Gemini in Single-instance issued E for radical statistical insufficiency. On 14, both issued E, recognising the
absence of a substantive human override as a structural shortcoming of the contingency plan.

A.3.4 Conclusions on Robustness

The case reveals a robustness limit of a different nature from that of Case B. Here the system produced the practically correct
outcome (the document is blocked in both modes) but through archetypes other than the one the nature of the defect would
have required. The thesis is flawed primarily in its substantive core, and the substantive archetype (12) is the only one that never
issued the veto. The block was produced by the procedural, analytical and contingency archetypes. The fact that two distinct
configurations employing the same model on the 12 archetype both avoided the substantive veto on a thesis asserting the
superiority of Al over human judgment is consistent with a hypothesis of self-referential bias in the evaluating model. This is an
observation, not a demonstration: the finding rests on a single model for the 12 archetype and would require replication with
different vendors on that archetype. The direction of the evidence is nonetheless consistent with the sycophancy literature. In
terms of practical validity, the case indicates that the redundancy of the archetypes is itself a safeguard: the presence of four
independent perspectives made it possible to block a document even when the theoretically competent archetype did not
activate the veto.

A.4 - Case E: Screened Real Financial Statements with a Known Outcome

A.4.1 Context of the Request and Document

Unlike the three preceding cases, which were constructed ad hoc, Case E applies the framework to a document derived from a
real, concluded case: a synthesis of the 2016 financial statements and management report of Carillion plc (the case recalled in
Section 1.5 [16]), anonymised as “Company X”, condensed within the input length constraint and submitted to the models blind,
with an operator request identical in form to that of Case A and the Pre-credit assessment domain. The historical outcome is
known: insolvency in January 2018, roughly thirteen months after the close of the financial statements examined. The models
had no identifying element of the company or of the outcome. All the data employed come exclusively from the public record
of the case [16]; the screening consisted in anonymising the company name and condensing the text, without altering the
economic magnitudes. The case was executed under three conditions on the very same text: Collaborative Multi-model mode,
with four distinct vendors and an archetype-model assignment identical to Cases A—D; exploratory single-instance mode (native
Gemini); and the unstructured baseline, with a neutral prompt to eight models in independent sessions: the four vendors
mirroring the C.A.R.E. configuration (primary baseline) plus four additional vendors (extended baseline). The baseline condition
thus executes ante litteram, on a single case, conditions (c) and (d) of the protocol of Section 7.2.1.

A.4.2 Results by Mode

The Multi-model run produces Rv-E-Rv-E: Hard Veto via |12, CE-5. The substantive veto is motivated by the failure to write down
goodwill against the accumulated losses of the acquired subsidiary and by the unrepresentativeness of period-end indebtedness
relative to the average figure, with the exposure masked through receivables financing: the same findings consolidated in the
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public record of the case [16]. The analytical archetype, by contrast, verifies internal numerical consistency without detecting
above-threshold inconsistencies. The contrast with Case A is a mirror image: there the flaw was numerical and the veto came
from I3; here the numbers are internally consistent and the flaw is substantive. Positional invariance discriminates the locus of
the flaw in the empirical corpus as well. The Single-instance run recognises the same signals (it cites goodwill, the gap between
average and period-end debt, receivables financing) but downgrades them to recoverable reservations: the three-CE-level
divergence replicates the pattern of Case B on a document whose historical outcome falsified the permissive reading, and
extends the directional deviation (the single-instance mode’s systematic tendency towards more permissive outcomes,
documented in A.5.3) to three cases out of four.

Archetype Multi-model Single-instance

11 Procedural Rv (Claude Fable 5) A

12 Substantive Structural E (Gemini 2.0) Rv

I3 Analytical Rv (GPT-40) Rv

14 Resolutive Structural E (DeepSeek-R1) Rv

Arrangement Rv-E-Rv-E A-Rv-Rv-Rv

D(3,4) Zone Zone 1 - Hard Veto Zone 3 - Fluctuation

CE Rating CE-5 (Score 0) Score 72, CE-2 band (exploratory)

Table A.4 - Case E, results by operating mode (run of 11/06/2026).

A.4.3 Baseline Condition: Eight Models, Neutral Prompt

All eight models detect the principal signals; the final judgments, however, diverge across the entire spectrum: two negative
opinions and six conditional concessions. The dispersion lies in the classification of severity, not in detection. The R class is
assigned under a declared rule: R1 grant without reservations; R2 grant with reinforced monitoring; R3 limited facility with
covenants; R4 not recommended except against collateral; R5 do not grant.

Model (version) Summary Final Judgment R

Claude Fable 5 Negative opinion: do not grant (except guaranteed self-liquidating) R5
Gemini 1.5 Pro Negative; unsecured lending not recommended; only guaranteed short-term R4
GPT-5.5 Adequate with reinforced monitoring (intermediate investment grade) R2
DeepSeek-V3 Grant short-term with stringent covenants R3
Grok 4.3 Satisfactory creditworthiness; reliable counterparty to be monitored R2
Kimi k2 BB+/Bal: grantable with caution and close monitoring R3
Mistral Medium 3.5 BBB with reservations: grant with prudence R3
Meta (Muse Spark) BBB-/BB+ negative outlook: short-term self-liquidating only R3

Table A.5 - Case E, verdicts of the unstructured baseline (11/06/2026).

An operator aggregating these opinions with the rules available in practice would arrive at the outcomes of Table A.6. Two
objective observations: the severe judgments in the baseline (individually excellent, one of which contains a cross-check between
financial charges and average debt absent from the structured runs themselves) are structurally powerless, because no
compensatory rule makes them prevail; and widening the panel from four to eight models worsens the ensemble outcome, from
indeterminate to concession. Under compensatory aggregation, more models does not mean more safety.

Configuration Outcome

Baseline - majority, n=4 (mirrored vendors) 2-2:indeterminate

Baseline - majority, n=8 (extended panel) Grant with safeguards (6—2)

Baseline - ordinal mean/median (R1-R5) R3: limited facility; consensus grade ~ BBB-/BB+

C.A.R.E. single-instance Score 72, CE-2 band (exploratory)

C.A.R.E. multi-model CE-5: rejection, traceable to 12 = structural E

Historical outcome of the underlying case Insolvency roughly 13 months after the close of the financial statements

Table A.6 - Case E, outcomes by configuration on the same document.
A.4.4 Impact of the Engine: Aggregation Rules with Votes Held Equal

To isolate the engine’s contribution from the other components, the arrangements realised in the experimental corpus were
submitted to the aggregation rules in common use, with the votes held equal: symmetric mapping A=2, Rv=1, E=0; declared
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thresholds >1.50 approve, 0.75-1.49 approve with reservations, <0.75 reject; weighted mean with weights 0.2/0.3/0.3/0.2;
majority on the count of Es; threshold count (reject if 22 E); minimum rule (the worst vote governs).

The three compensatory methods (mean, weighted mean, median) produce the same outcome class on every row, with the
exception of Case A, where the weighted mean rejects (0.70) while the mean (0.75) and the median (1.00) stop at reservations:
they are nonetheless merged in the table, with the deviation reported in brackets where present.

The table establishes four facts. First: on Case A, the compensatory and counting methods approve with reservations a document
containing a constructed balance-sheet inconsistency: the single E, the competent one, is compensated away; only the positional
cascade and the minimum rule block. The one exception among the compensatory methods (the weighted mean, which rejects
by a narrow margin) in fact confirms the point: its outcome depends on the weights assigned to 12 and 13, that is, on an arbitrary
positional calibration, not on a structural property of the method.

Arrangement C.AR.E.D(3,4) Compensatory Majority Count 22E Minimum
(case)

Rv-Rv-E-Rv (A, Rejects CE-5 (I3) Reservations (0.75; wtd. 0.70 | Reservations (1 Reservations | Rejects
multi) rejects) E)

E-Rv-E-Rv (B, Rejects CE-5 (I3) Rejects (0.50) Indeterminate Rejects Rejects
multi)

E-Rv-Rv-E (D, Stalemate CE-4 Rejects (0.50) Indeterminate Rejects Rejects
multi) (Soft)

Rv-E-Rv-E (E, Rejects CE-5 (12) Rejects (0.50) Indeterminate Rejects Rejects
multi)

A-Rv-Rv-Rv (E, Reservations (72, Reservations (1.25) Reservations (0 Reservations | Reservations
mono) CE-2) E)

Table A.7 - Aggregation rules with votes held equal on the realised arrangements. Arrangements containing Rv+ are excluded
for simplicity of mapping.

Second: Case D and Case E multi-model share the same multiset {2E, 2Rv} and the symmetric methods produce identical
outcomes for the two, while the cascade distinguishes them (remediable CE-4 stalemate versus CE-5 rejection), proving less
severe on Case D than the other methods: the engine is not uniformly harsher, it is differently structured.

Third: the minimum rule is a degenerate non-compensatory aggregator: it confirms that blocking requires non-compensatory
aggregation, but it treats every E as fatal, with no Soft tier and no positional selectivity.

Fourth: the numerical methods require arbitrary mappings and thresholds whose shifting overturns the verdicts (the mean on
Case A moves from reservation to rejection by shifting the threshold from 0.75 to 1.05), whereas the cascade has no constants
to tune at the aggregation stage: the partition of the 81 arrangements is itself the rule, defined ex ante and verified by
enumeration.

A.4.5 Decomposition by Configuration and Conclusions of the Case

Single model Multiple vendors
Without C.A.R.E. Free response: outcomes from R2 to R5 depending on | Indeterminate (n=4) / grants (n=8) / R3
structure the model (mean)
With C.A.R.E. structure | Single-instance: score 72, CE-2 band Multi-model: CE-5, traceable rejection

Table A.8 - Case E, factorial decomposition: structure by vendor multiplicity.

The correct block emerges only in the conjunction cell: what is needed is at least one severe judgment at the structural level on
a Hard-veto archetype, and an aggregation rule that makes it prevail. The baseline possesses the first without the second; single-
instance the second without the first; the multi configuration both. The multi block is moreover robust to the perturbation of a
single vote: removing the E on 12, the arrangement Rv-Rv-Rv-E would remain a Soft Veto, CE-4; removing the E on 14, Rv-E-Rv-Rv
would remain a Hard Veto, CE-5. Approval is unreachable by altering a single judgment: the block is redundant across two
archetypes and two distinct vendors.

No rule, the cascade included, repairs permissive judgments: on the votes of the single-instance run, all the rules converge on
approval with reservations; the engine transmits, it does not correct, consistent with the distinction between functional
verification and epistemic validation (Section 5.1).

A.4.6 Methodological Note
(i) In a first execution, the input, lacking the section on risks and going concern, produced the abstention of 14 and the suspension

of the verdict even though the Hard Veto was already determined: the behaviour of test T16 observed live. Between that
execution and the one reported, two modifications intervened (the reinstatement of the section in the document and the

-92-
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correction of the NV issuance criterion, Section 3.1), so that no single causal attribution is possible. (ii) The model versions do
not coincide across conditions: Multi-model with Claude Fable 5, Gemini 2.0, GPT-40, DeepSeek-R1; baseline with Claude Fable
5, Gemini 1.5 Pro, GPT-5.5, DeepSeek-V3, plus Grok 4.3, Kimi k2, Mistral Medium 3.5 and Meta (Muse Spark): the comparison is
at vendor parity, not version parity. (iii) The decisive E on 12 comes from the same vendor that, in single-instance mode, voted
Rv on the same archetype: the difference on 12 is within-vendor (run or configuration instability, Section 7.1), while the effect of
heterogeneity is observable in clean form on 11 and 14, and it is |14 that guarantees the redundancy of the block. (iv) All runs are
of 11 June 2026; the aggregators’ mappings and thresholds are declared in the text. (v) The case is a single one, with an outcome
known to the experimental design but not to the models: the reading is strictly anti-retrospective and the value is illustrative of
the mechanism, with no statistical inference; formal comparative verification remains Objective 3 of Section 7.2.

A.5 - Conclusions on Robustness and Practical Validity

The four cases (three constructed ad hoc and one derived from a screened real case, Case E), submitted in both operating modes,
allow objective conclusions to be drawn on the framework’s robustness and on the limits of its practical and theoretical validity.
The conclusions distinguish what the tests establish from what they indicate without establishing.

A.5.1 Robustness of the Aggregation Engine

The D(3,4) combinatorial engine proved robust across all cases. In every test, the arrangement of the four votes was mapped to
the correct zone and the CE Rating was derived consistently, with no aggregation errors. The asymmetric cascade operated
without exception, including Case B, in which a double veto on archetypes belonging to different tiers (11 Soft, 13 Hard) correctly
produced a Hard Veto. This part of the system (the translation of votes into a verdict) is deterministic and free of variability: it is
the level at which robustness is full and demonstrated.

A.5.2 Stability of the Judgment: Dependent on the Nature of the Fragility

The robustness of the overall judgment is not uniform but depends on the nature of the defect assessed. The tests identify two
distinct regimes. Inspectable fragilities (stable regime): when the fragility is numerical and verifiable in nature (Case A), the
judgment is stable across modes; different models on different architectures produced the same verdict. Interpretative fragilities
(unstable regime): when the fragility requires an interpretative judgment (the severity of a regulatory gap, Case B; the
untenability of a thesis, Case D), the judgment is not stable across modes. The same document received verdicts diverging by up
to three CE Rating levels. In this regime, the result depends on the model assigned to the competent archetype and on the
operating mode.

A.5.3 Systematic Direction of the Deviation

The deviation between modes is not random but directional. In three of the four cases, Single-instance produced more
permissive judgments than Multi-model, in particular on the Procedural (I1) and Resolutive (14) archetypes; in Case E, the
permissive deviation also affected the Substantive archetype (12). The single model tends to under-classify the severity of
procedural gaps and of the absence of contingency plans. This directionality is relevant to practical validity: it indicates that
Single-instance is not merely noisier, but systematically skewed towards approval.

A.5.4 The Redundancy of the Archetypes as a Safeguard

Case D shows that the system’s robustness does not derive solely from the correctness of the individual archetype. When the
archetype theoretically competent for a given defect did not activate the veto, the presence of independent archetypes on other
dimensions nonetheless produced the block. The decomposition into four isolated perspectives is itself a safety mechanism: it
increases the probability that at least one archetype detects a criticality even when another misses it. This is an argument in
favour of the theoretical validity of the multi-archetype architecture, independent of the quality of the individual model.

A.5.5 Practical Validity: A Perimeter of Use Delimited by the Tests

The tests precisely delimit the perimeter within which the framework is reliably applicable. For data integrity checks and for the
detection of quantitative anomalies (a central function in the credit domain), the system provides a stable, reproducible outcome
in both modes. In this field, practical validity is supported by the data. For high-impact regulatory compliance assessments and
for judgments on the substantive untenability of a thesis, the system is applicable only in Multi-model mode with independent
vendors, and with attention to the assignment of the model to the critical archetypes. In these fields, Single-instance mode does
not offer sufficient guarantees, and its use is appropriate only as preliminary exploration, not as support for binding decisions.

A.5.6 Theoretical Validity and Demonstrative Limits

On the theoretical plane, the tests confirm two of the framework’s theses. The first is that the zone-based CE Rating scale is
more stable than the centesimal score: in the reflexive application of Appendix B, the two modes agree on the zone but diverge
by 21 points on the score. The second is that the multi-archetype architecture provides protective redundancy, as shown in Case
D (A.3). The tests do not, however, authorise the conclusion that the framework produces epistemically superior judgments
relative to simpler alternatives. They demonstrate that the engine aggregates the votes correctly, that the system distinguishes
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structural flaws from recoverable fragilities on the cases examined, and that the redundancy of the archetypes protects against
individual model error. They do not demonstrate that the CE Rating produced corresponds to an objective epistemic quality of
the document: that correspondence would require validation on a statistically significant sample with verifiable outcomes, a
condition that remains the priority object of the Validation Roadmap. The framework is an instrument for the structuring and
redundancy of critical thinking, not a measurer of truth.

Appendix B - Reflexive Application: C.A.R.E. Assessed with C.A.R.E.

As an exercise in methodological transparency, the framework was applied to the present manuscript in the same two operating
modes as the Appendix A cases. The double circularity of the operation (the framework assessing the document that describes
it, through the models that constitute it) remains intact: the results are to be read as structured self-criticism, not as independent
validation.

B.1 - Protocol

Identical input for both modes: a faithful synthesis of the manuscript (7,890 characters), drafted within the application’s
document processing limit and comprising abstract, positioning, architecture, engine, auxiliary indicators, functional verification,
CE scale, limits, roadmap, conclusions and a synthesis of the appendices. Calibration domain: Academic research / Paper. The
verdict of the previous reflexive iteration was deliberately excluded from the synthesis to avoid anchoring effects. Runs of 11
June 2026 (single-instance at 23:16, multi-model at 23:57), with an archetype-model assignment identical to the Appendix A
cases.

B.2 - Results by Mode

Archetype Multi-model Single-instance

11 Procedural Rv (Claude Fable 5) A

12 Substantive Rv (Gemini 2.0) A

I3 Analytical A (GPT-40) Rv

14 Resolutive Rv (DeepSeek-R1) A

Arrangement Rv-Rv-A-Rv A-A-Rv-A

D(3,4) Zone Zone 3 - Fluctuation Zone 3 — Fluctuation

CE Rating Score 72, CE-2 band Score 93, CE-1 band (exploratory)

Table B.1 - Reflexive assessment of the manuscript, results by mode (11/06/2026).

B.3 - Reading of the Results

Neither mode produces a veto: the manuscript falls within the regime of an honest construct with declared limits, free of
structural flaws, with identity of zone across the modes and divergence confined to degree (21 score points, one CE band). The
directional deviation documented in A.5.3 is confirmed in aggregate (single-instance 93 versus multi-model 72), but with a local
inversion: on I3, single-instance was more severe than multi-model (Rv versus A); the permissive direction is an aggregate
tendency, not a law per archetype.

The findings of the multi-model run are convergent and operational: 11 (Rv) flags the absence, in the synthesis, of a provenance
and screening statement for Case E and of the formal submission apparatus; 12 (Rv) confirms the conceptual soundness and
identifies systematic empirical validation (Objective 3) as the condition for aspiring to top-tier editorial venues; I3 (A) is the only
full judgment in the run, on account of the auditable decomposition and the distinction between engine verification and
epistemic validation; 14 (Rv) identifies a design gap, the absence of an explicit evaluation grid for contingencies.

B.4 - Outcomes Incorporated and Caveat

Following the reflexive run, the immediately actionable corrections were incorporated into the manuscript: the provenance and
screening statement for Case E (Section A.4.1) and the extension of the availability commitment to the FCV suite and to the
complete table of the arrangements (Declarations). The design prescriptions on the 14 archetype (an explicit grid for the analysis
of response strategies and an escalation path beyond reinstatement) are recorded here as extensions of the roadmap. A previous
iteration of the manuscript had been reflexively assessed at CE-3: the comparison with the present results is not causal, since
the manuscript, the input format and the execution conditions have all changed. For both modes, the constitutive caveat applies:
a favourable outcome of self-assessment is not, and cannot be, evidence of validity.
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